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Abstract

This thesis addresses the 3D positioning and tracking problem, with special emphasis

on indoor applications. This problem consists in estimating the state (composed of the

3D position, velocity, and sometimes acceleration) of a target, typically a person or a

moving object, using remote measurements provided by one or more sensors, at fixed

locations or at moving platforms. In this case, a new positioning and tracking architecture

that solves this problem using measurements provided by a single static pan and tilt

camera is proposed. A dynamical model for the target that depends on its angular speed

is considered, and the state of the target is computed using a suboptimal stochastic

multiple-model estimator. This approach has two main drawbacks: it is assumed that

i) information about the dimensions of the target is available, and ii) the angular speed

of the target belongs to a given discrete set of values. The first assumption is typical in

monocular configurations, since, without it, the motion of the target would be retrieved up

to an unknown scaling factor, and the second results from the structure of the proposed

estimator, which consists of a discrete set of filters, each one associated with a given

angular speed value. Depth from focus strategies are here modified to estimate the

distance between a target with unknown dimensions and the camera. This allows us to

get rid of the first assumption. The synthesis, design, and analysis, of a novel model-

based H2 adaptive filter, with convergence guarantees, are also presented. The use of this

filter allows us to drop the second assumption. Two new filters that estimate the state

of a marine mammal that moves at the sea surface and that is recorded with a camera

installed on an Unmanned Aerial Vehicle (UAV) are also proposed. Finally, a strategy

that synchronizes video sequences acquired by independently moving cameras that see

(possibly) different parts of a common rigidly moving object is also presented. This

strategy paves the way for a future extension of the proposed monocular methods to multi-

camera configurations. The performance and feasibility of all the algorithms presented

in the thesis are assessed either experimentally or in simulation, and comparisons with

state-of-the-art approaches are provided whenever appropriate.

Keywords: Positioning and Tracking, Monocular Vision Systems, Nonlinear Filters,

Kalman Filters, Complementary Filters, Linear Parameter Varying Observers, Adap-

tive Estimation, Parameter Identification, Multiple-Model Adaptive Estimation, Video

Synchronization.
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Resumo

Esta tese aborda o problema do posicionamento e seguimento em espaços tridimensionais,

focando-se especialmente em ambientes interiores. O problema em estudo consiste em

estimar o estado (composto pela posição 3D, velocidade, e por vezes aceleração) de um alvo,

tipicamente uma pessoa ou um objecto móvel, usando medidas remotas fornecidas por

um ou mais sensores estáticos ou móveis. Neste trabalho propõe-se uma nova arquitectura

para sistemas de posicionamento e seguimento que resolve este problema usando medidas

fornecidas por uma única câmara estática, capaz de realizar movimentos de rotação

horizontais (pan) e de inclinação (tilt). Considera-se um modelo para a dinâmica do alvo

que depende da sua velocidade angular, e o estado do sistema é calculado usando um

estimador multi-modelo estocástico e sub-óptimo. Esta abordagem tem duas desvantagens

principais: assume que i) as dimensões do alvo são conhecidas, e ii) a velocidade angular do

alvo pertence a um conjunto discreto de valores. O primeiro pressuposto é caracterı́stico

de configurações monoculares, uma vez que, sem ele, existiria uma ambiguidade na

magnitude do movimento estimado do alvo, e o segundo resulta da estrutura do estimador,

que é composto por um conjunto discreto de filtros, cada um associado a uma determinada

velocidade angular. A adaptação de estratégias de determinação de profundidade a

partir da focagem das imagens à estimação da distância entre um alvo com dimensões

desconhecidas e a câmara torna o primeiro pressuposto desnecessário. Propõe-se ainda

a utilização de um filtro adaptativo H2 com garantias de convergência, cujo desenho,

sı́ntese, e análise são descritos na tese, que faz com que a segunda premissa também

não se aplique. Apresentam-se ainda dois novos filtros que estimam o estado de um

mamı́fero marinho que se move à superfı́cie do mar e que é gravado por uma câmara

instalada num veı́culo aéreo não tripulado. Por fim, é proposta uma estratégia para

sincronizar vı́deos adquiridos por câmaras que se movem de modo independente e que

vêem partes (possivelmente) diferentes de um dado objecto rı́gido que se move na cena.

Esta estratégia abre caminho para futuras extensões dos métodos monoculares propostos,

para configurações multi-câmara. O desempenho e a viabilidade de todos os algoritmos

apresentados neste trabalho são testados experimentalmente ou em simulação, e sempre

que se justifique apresentam-se comparações com métodos considerados o estado da arte.

Palavras-chave:

Posicionamento e Seguimento, Sistemas de Visão Monocular, Filtros Não-lineares,

Filtros de Kalman, Filtros Complementares, Observadores Lineares com Parâmetros

Variantes, Estimação Adaptativa, Identificação de Parâmetros, Estimação Adaptativa

Multi-Modelo, Sincronização de Vı́deos.
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R
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matrix of zeros with n rows and m columns.

1n×m
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identity matrix with dimensions n×n (when the subscript n is omitted, I is of appro-

priate implicit dimensions).
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absolute value of the scalar x.
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Euclidean norm of vector x.

||x||2
L2 norm of the time-dependent vector x, i.e., ||x||2 =

(∫∞
0 ||x(t)||2dt

)1/2
.

||x||∞
L∞ norm of the time-dependent vector x, i.e., ||x||∞ = supt≥0||x(t)||.

|x|1
l1 norm of the vector x ∈Rn, i.e., |x|1 =
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i=1 |xi |, where xi is the i-th entry of x.
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min(a, b)

minimum of the elements a and b.
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1
Introduction

Looking at an object and promptly assessing its position with respect to some other object

in the world is an intrinsic ability to human beings. In fact, this is a frequent task that

we perform in a multitude of situations, such as grabbing something, sitting on a chair,

driving, or even walking on the street. Imagine undertaking these tasks without being

able to estimate the position of the object we want to grab, the position of the chair in

which we want to sit, or the position of the objects that we want to avoid in the street.

These are the challenges a robot faces when performing any of such tasks. Thus, the

existence of a strategy that estimates the position of objects in the world is essential to the

success of most robotic applications.

Outdoor positioning has undergone significant advances in the last half-century. So-

lutions like the NAVSTAR Global Positioning System (GPS), GLONASS, or Galileo, see

[HWLW08], are more and more consistent, and provide reliable estimates for the position

of objects that move outdoors. However, there are environments in which these systems

do not work properly, such as space, caves, underwater, or indoors. Even though the use

of GPS in space has already been tested (in [MDC+02], for instance, it was shown that

it is possible to use GPS on-board spacecraft reaching very high altitudes), GPS signals

are usually not available in such environments. Caves, either underwater or on land, are

also a major challenge for positioning systems, see [FKW07] and [FBVS10]. The under-

water case is also very challenging, and has received a lot of attention from the scientific

community, see [KEW06] and [LBS+98], as electromagnetic waves are strongly attenuated

by water. The use of the aforementioned systems is also not viable indoors, mainly due

to the attenuation caused by construction materials and due to multipath signals, i.e.,

electromagnetic waves propagating not along the line of sight between the transmitter and

the receiver but reflected on surfaces, see [KH05]. This type of systems has the advantage

of usually dealing with smaller coverage areas and slower dynamics, due to slower speeds
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of the moving objects, when compared with the systems used outdoors. On the other

hand, they typically have higher demands in terms of accuracy.

Motivated by the advances made in global positioning systems, the scientific commu-

nity has put a lot of effort into extending their capabilities to the challenging environments

mentioned above. In particular, indoor positioning systems have received a lot of atten-

tion, as they play a central role in many robotic areas, such as security and surveillance,

trajectory determination, and human-computer interaction, see examples in [BSRLK01],

[KH06], [LF05], [SLL06], and [LRrJ10]. In addition to these, there is another set of rel-

evant applications related with the use of indoor positioning systems in the so-called

Location-Based Services (LBS), which make use of geographical position to deliver context-

dependent information that can be consulted with a mobile device, for instance. There is a

lot of potential within this scope, namely in terms of marketing and advertising, medical

care, industrial applications, or social networking, to name a few. Some examples include

providing information to a user about a concert or some other event in the vicinity, and

indicating the directions to a store or an office in a public building [AGKO04]. In hospitals,

knowing the position of medical personnel, patients, and equipment, is also important

[SYS12], and in industry, positioning systems are essential to estimate the position of

people or vehicles and to automate production lines [ZJZ10a]. These systems can also

play an important role in social networking, as they can be used to locate friends and

coordinate joint activities [LD09]. More examples of applications that would profit from

the existence of a reliable indoor positioning system can be found in [Mau12] and [KH06].

1.1 Previous research

In the past, several attempts have been made to find an indoor positioning and tracking

system that is robust, accurate, and, at the same time, affordable. Some of the most success-

ful approaches are based on Infrared (IR) radiation, ultrasounds, Radio Frequency (RF),

and vision, see [KH06], [KY10], [Mau12], and [HB01], for surveys about typical sensors

and methods used in indoor positioning. A summary of these strategies is presented next.

Positioning systems based on Infrared radiation typically use modulated IR light to

transmit the identity of a mobile device to a fixed receiver in a known location. To estimate

the position of the mobile platform, a set of IR receivers is distributed throughout the

space in which the platform carries out its mission. This approach has low resolution,

since it is impossible to determine the position of a body with higher resolution than the

known locations of the base stations, it has high installation costs, and the mobile device

and the receiver must be in line-of-sight. Moreover, the overall performance degrades

under direct sun light or high ambient temperature. On the other hand, these systems

are appropriate for spaces in which other technologies do not perform properly. One
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1.1 Previous research

of the first and most widely used systems based on this principle is the Active Badge

system [WHaG92]. More recently, the Vicon motion tracking system1, which uses infrared

markers, has been used with success for positioning purposes, as it provides position

estimates with sub-millimeter accuracy. The main disadvantage of this type of systems is

the high cost, which is prohibitive in most situations.

Ultrasound techniques use the time-of-flight of ultrasonic waves to compute the

distance between a receiver, installed at a known position, and a transmitter, attached

to the object whose position one wants to estimate. The precision of this technique is

limited by the existence of multipaths between both devices, by variations in the velocity

of ultrasonic waves with humidity and temperature, and by the interference with other

acoustic sources. Ultrasound-based approaches are widely used when the main purpose

is to increase the accuracy of the positioning system, but their cost prevents their use in

many situations. Examples of positioning systems that use ultrasounds can be found in

[JPE+09], [SS10], and [SNT+11].

There are several RF-based approaches that can be used in positioning systems. The

systems that use Wireless Local Area Networks (WLANs), for instance, usually determine

the distance between a transmitter and a receiver by measuring the strength of received

radio waves. This method leads to accuracies on the order of 1 to 3 m, and is vulnerable to

multipaths and diffraction. Multipath effects can be mitigated by Ultra Wide Band (UWB)

strategies, which consist in emitting a series of extremely short pulses that improve the

ability to correctly identify the original signal. This technique leads to accuracies on the

order of 10 to 30 cm, but implies an increase in the cost and complexity of the system.

Examples of WLAN- and UWB-based systems can be found, respectively, in [MBL+09]

and [RCB+07], and in [KRŠ09] and [ZJZ10b].

The developments in digital image processing, combined with the advances in the per-

formance of modern computers and in the quality of imaging sensors, have contributed to

enlarge the domain of applicability of computer vision-based positioning systems. Despite

some undesirable visual effects, which may difficult the identification of objects in images,

there are several reasons that explain the success of this type of systems. In particular,

cameras are compact, accurate, passive (they are not vulnerable to interferences, in op-

position to the aforementioned sensors, which are active), well understood, ubiquitous

(most buildings have security cameras that can be used for positioning purposes), cheap

when compared with most of the other sensors used for positioning, and there is a great

diversity of information in each image. Moreover, the range of accuracies obtained with

vision-based positioning systems is wide, as there are a lot of options in terms of the

quality, resolution, and frame rate, of cameras. Obviously, high resolution cameras, which

1http://www.vicon.com
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lead to better accuracies, are more expensive and require higher computational power

to cope with the large amounts of collected data, but this is becoming less of a problem

for modern computers. The interested reader can find some examples of vision-based

positioning systems in [KBP07], [Tap09], [MSF10], and in the survey [MT11].

The accuracy of the methods described in the previous paragraphs can also be im-

proved by combining several approaches. In [KH06], several systems that exploit this idea,

such as the Active Bat and the MIT Cricket system, which combine RF with ultrasound

measurements, are reported. The Active Bat, for instance, can locate a target to within 9 cm

of its true position for 95% of the measurements. Another type of positioning systems

that has gained much attention in recent years is based on the use of the Microsoft Kinect2

sensor. It consists of an IR projector, an IR camera, and a color camera, and provides

synchronized color and depth images. The accuracy of such systems after calibration

is on the order of a few centimetres, see the study in [KE12]. Their main advantage is

the low-cost and the main disadvantages result from the use of an active sensor, which

makes the system vulnerable to interferences with other IR-based systems and leads to

malfunctioning under direct sunlight or underwater.

Up until now, several terms with slight different meanings have been used in the

scope of indoor positioning. Since, in some cases, there is no consistent nomenclature in

the literature, some of them are used interchangeably. To avoid misunderstandings, the

meaning of some expressions used throughout this document is clarified here.

• Position: geographic coordinates of an object or person expressed in some numeric

coordinate system.

• Location: place where an object or person are, expressed in a descriptive or context-

based manner, rather than a set of geographic coordinates (e.g., “office 1 in building

2”).

• Positioning: process of determining the 3D position of an object or person.

• Localization: process of determining the location of an object or person.

• Tracking: process of using remote measurements provided by one or more sensors,

at fixed locations or at moving platforms, to determine the state of a moving object

or person along time, which is usually composed of its 3D position, velocity, and

sometimes acceleration.

• Navigation: process of estimating the 3D position, velocity, attitude, and possibly

acceleration, of the platform in which the sensors are located.

2http://www.xbox.com/en-US/kinect
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The term “tracking” is sometimes used in other contexts with a different meaning.

In many Computer Vision problems, for instance, it is the process of determining the

position of moving objects in consecutive video frames, see examples in [CRM03] and

[HCP02], rather than in the 3D space, as is the case here.

1.2 Motivation

The potential of indoor positioning systems and, in particular, their impact on location-

aware applications, i.e., on applications whose behavior is mostly driven by position

information, was realized in the early 1990s. Even though tremendous efforts have been

made in the last 20 years to find a system that completely satisfies the current needs

in terms of indoor positioning, such a solution is yet to be found. Among the several

strategies that can be used in this framework, vision is probably the most versatile, and the

one with more room for improvement in the future. Moreover, it leads to a good trade-off

between the performance and cost of the system. This explains the crescent interest of the

scientific community in this type of technology, see the surveys in [MT11] and [DK02],

and the references therein.

In vision-based systems, information in the 3D scene is converted into observations

in 2D images. If two or more cameras are used, 3D information can be retrieved from

the observations using triangulation strategies [HZ04], as long as the relative position

and attitude between the cameras are known. In monocular configurations, i.e., when a

single camera is used, this approach is only possible if the camera moves. In this situation,

the scene is observed sequentially from different viewpoints, thus 3D information can be

retrieved as in multi-camera approaches. Note, however, that the position and attitude of

the camera along time need to be computed using a complementary technique, hence 3D

information cannot be obtained using the information in the images alone. Retrieving 3D

information from 2D images is even more difficult in monocular configurations with static

cameras, as they require that additional information about the scene is available. This is

the reason why the scientific community is mostly focused on the study of multi-camera

approaches and monocular configurations where some knowledge about the geometry

of the target is available. In opposition, monocular positioning architectures with static

cameras have been disregarded. This is the main motivation for this work, as we think

that this type of configuration is the most flexible among vision-based approaches. In

particular, with this work we try to answer the following question:

What can be done in terms of 3D positioning when a single static camera is used and there

is no information about (either the dimensions or the shape of) the target?

In other words, we try to find the limits of monocular positioning and tracking

systems with static cameras when no knowledge about the geometry of the moving object
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is available, and no markers, emitters, or receivers, are placed on it. We try to solve this

problem by studying new algorithms and by proposing new approaches for low-cost

monocular positioning and tracking, and not by buying an expensive new camera, as we

think that such an approach is more useful for most applications.

Even though the focus of this thesis is on monocular configurations, the extension

of the proposed methods to multi-camera configurations would also be valuable, as it

would certainly lead to a system with accuracies that would surpass the ones of monocular

systems and multi-camera systems alone. The inclusion of the monocular methods

proposed here in a multi-camera configuration would require that all the cameras were

synchronized, which is a very difficult task. In order to open the door for a future

combination of these two approaches, the last part of this work addresses the video

synchronization problem. In particular, we try to find what can be done in terms of

video synchronization when the cameras move independently and see different parts of a

common rigidly moving object.

The positioning problem addressed in this thesis and the monocular Simultaneous

Localization and Mapping (SLAM) problem, which consists in using a single camera to

incrementally build a consistent map of the environment while simultaneously determin-

ing the position of the camera within this map, see [DRMS07], [ED06], and [CDM08],

are closely related. If, instead of the positioning problem addressed here (in which the

camera is static and the object is moving), one thinks of the equivalent problem in which

the object is the one that is static and the camera is moving, the two problems become

very similar. However, there are some important differences between them. In partic-

ular, monocular SLAM requires tracking some features on the scene, and there is no

such requirement on the problem addressed in this work. Moreover, monocular SLAM

algorithms are typically designed to cope (and put a lot of effort in dealing) with sets of

features, scattered throughout the whole image, that appear and disappear along time.

The framework studied here is different, as the object usually occupies a small portion of

the image, and is visible during the whole experiment, except for some potential small

periods of occlusion. These differences significantly change the type of techniques used to

solve the two problems.

1.3 Main contributions

A summary of the main contributions of this thesis is presented next:

• Chapter 2:

– new architecture for indoor monocular positioning and tracking systems and

corresponding implementation and validation in real time;
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– new suboptimal nonlinear multiple-model adaptive estimator for model-based

target tracking and positioning.

• Chapter 3:

– new depth estimation methods for monocular target tracking and positioning,

where no information about the target geometry is used;

– experimental evaluation of the proposed depth estimation strategies.

• Chapter 4:

– new H2 model-based adaptive filter for target tracking and positioning;

– new parameter identifier for the (assumed constant) target angular speed;

– study of the convergence properties of the proposed filter and parameter

identifier in the absence and presence of noise.

• Chapter 5:

– new positioning and tracking strategy for marine mammals moving at the

ocean surface;

– two new Kalman Filters (KFs) for model-based target tracking and positioning.

• Chapter 6:

– new video synchronization method for independently moving cameras that see

(possibly) different parts of a common rigidly moving object;

– new set of methods that synchronize videos acquired with static or jointly

moving cameras that see (possibly) different parts of a common rigidly moving

object;

– study of the object trajectories that lead to a unique identification of the correct

temporal offset, for the case of static or jointly moving cameras.

1.4 Thesis outline

In this section, a brief overview of the structure of this thesis is provided. The reader is

referred to the beginning of each chapter for more details about the presented contents

and bibliographical references related with the associated topics.

In Chapter 2, an inexpensive single pan and tilt camera-based indoor positioning

and tracking system is proposed. The architecture of this system consists of three main

modules: one related with the sensor in use, a pan and tilt camera; other responsible
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for extracting information from acquired images, using advanced image processing tech-

niques; and a third that uses this information to estimate the state of the target, which is

composed of its 3D position, velocity, and acceleration. In this chapter, the distance of the

target to the camera is computed using information about the dimensions of the target,

which are assumed to be known. Moreover, a dynamical model for the target that depends

on its angular speed is considered, and the target state is computed using a suboptimal

stochastic multiple-model estimation strategy. Experimental results obtained with this

approach are presented.

The assumption that the dimensions of the target are known is dropped in Chapter 3,

where new methodologies for the estimation of the depth of a target (i.e., its distance with

respect to the origin of the camera reference frame measured along the camera optical

axis) with unknown dimensions, based on depth from focus strategies, are proposed.

Experimental results obtained with these methods are also provided.

In Chapter 4, a model-basedH2 adaptive filter, consisting of a cascade of a parameter

identifier that estimates the target angular speed and aH2 filter that estimates the target

state, is proposed. The study of the stability and performance of the filter is presented,

and simulations comparing the performance of the proposed filter with a model-based

Extended Kalman Filter (EKF) are also provided.

In Chapter 5, an outdoors application example is presented, where measurements ob-

tained with a pan and tilt camera, a GPS receiver, and an Attitude and Heading Reference

System (AHRS), all installed on-board an Unmanned Aerial Vehicle (UAV), are used to

estimate the position of marine mammals moving at the ocean surface. Two model-based

KFs are proposed: i) a time-invariant filter that estimates only the target position, and ii)

a time-varying filter that combines estimates of the position of the target with estimates

of the position of the UAV to improve the overall performance. These filters are used in a

multiple-model estimation scheme. Simulation results illustrating the behaviour of the

two approaches in realistic conditions are presented and discussed.

In Chapter 6, the video synchronization problem for cameras that see (possibly)

different parts of a common rigidly moving object is addressed. We start by proposing

a method that solves this problem for the case of static or jointly moving cameras, and

then generalize the algorithm for independently moving cameras. In the first situation, a

study of the object trajectories that lead to a unique identification of the correct temporal

offset is presented, as well as a set of simpler strategies that result from particularizing the

general approach for certain types of trajectories of the moving object. The performance

of all the methods is assessed either in simulation or with experimental data.

Finally, in Chapter 7, concluding remarks and some comments on future directions of

research are provided.
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2
Monocular positioning and
tracking system architecture

In this chapter, a new inexpensive single pan and tilt camera-based indoor positioning

and tracking system is proposed. The architecture of the system is introduced and its

main modules are detailed.

The design of a positioning and tracking system includes three main steps: deciding

which sensors to use, finding a strategy to obtain the desired measurements from the data

provided by the sensors, if such measurements are not readily available, and designing an

estimation strategy that combines those measurements to obtain estimates for the target

position, velocity, and sometimes acceleration.

The reasons that led us to the use of a single camera were already discussed in

the previous chapter. This camera acquires a sequence of images, which are processed

using active contours [BI00] to obtain measurements of the center of the image of the

target. Since these measurements alone are not sufficient to estimate the target position,

measurements of the distance of the target to the camera are also necessary. Here, these

measurements are computed using visual looming strategies, which consist in exploiting

the relation between the displacements of the target with respect to the camera and the

resulting change in the size of its projection into acquired images, see [cG98]. This method

requires that information about the dimensions of the target is available, thus, in this

chapter, the target dimensions are assumed to be known. Such an assumption is not

necessary in multi-camera approaches, which use triangulation strategies to estimate

the position of targets, see [FL01] and [BBH03]. A strategy that estimates the depth

of the target in monocular configurations without requiring any information about its

dimensions is presented in Chapter 3.

The third step mentioned above involves designing an estimator that combines the

available measurements to estimate the state of the target. The accuracy of this step can

be improved by considering an appropriate model for the dynamics of the target, thus, in
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this work, a model-based strategy is implemented, rather than a model-free approach (in

which a single or double integrator is used to model the dynamics of the target), as the

former usually outperforms the latter. A comprehensive survey about dynamical models

for maneuvering targets can be found in [LJ03]. The models commonly used to describe

targets that perform rich trajectories usually depend on the target angular velocity, or on

its magnitude, the target angular speed. However, most of the times this quantity is not

known and measurements of its value are not available, as is the case here. The strategy

proposed in this chapter overcomes this problem by using a bank of EKFs that differ in

the value considered for the target angular speed.

The new contributions in this chapter are fourfold:

• a new architecture for indoor positioning and tracking systems;

• a new lens distortion calibration method, which preserves generic straight lines in

images;

• a new suboptimal nonlinear multiple-model adaptive estimator that tackles posi-

tioning and tracking for the adopted target model;

• the implementation and validation in real time of a complex positioning and tracking

system that uses a single low-cost camera.

This chapter results from the works presented in [4], [11], and [12], and is organized as

follows. In Section 2.1, the new architecture proposed for indoor positioning and tracking

systems is described. The model considered for the pan and tilt camera and a new lens

distortion calibration method are detailed in Section 2.2. In Section 2.3, the strategies

used to extract information from the acquired images are addressed. These measurements

are provided to the multiple-model nonlinear estimator described in Section 2.4. Finally,

experimental results obtained with the proposed system and some concluding remarks

are presented in Sections 2.5 and 2.6, respectively.

2.1 System architecture

In this work, a new indoor positioning and tracking system is proposed. This system is

composed of three main modules: one that addresses the interface with the camera, a

second that implements image processing algorithms, and a third responsible for dynamic

systems state estimation. The architecture of the system is presented in Fig. 2.1, where

some quantities are introduced informally to augment the legibility of the document.

The extraction of physical information from an image acquired by a camera requires

the knowledge of its intrinsic and extrinsic parameters, which are computed during
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2.1 System architecture

Initial calibration

Camera
Pan and tilt
Low-cost

Image processing
Target identification

Depth estimation

Tracking system
EKF

MMAE

Camera
control

(αc, θc)

(p̂, v̂, â)

I

P̂ ω̂

Lens
distortion

ki

Ac

(αr, θr)

(uc, vc, z)

(c0Rw, c0tw)

Figure 2.1: Tracking system architecture.

the initial calibration step. In this work, the calibration toolbox in [Bou] was used.

The intrinsic parameters of the camera are denoted by the matrix Ac and its extrinsic

parameters in the initial time instant are denoted by c0Rw and c0tw, where c0Rw ∈ SO(3)

is a rotation matrix and c0tw ∈ R3 a translation vector. These parameters correspond,

respectively, to the orientation and position of the camera reference frame {C} with respect

to an inertial reference frame {I}, in the beginning of the experiment. The calibration step

is preceded by an independent estimation of a set of parameters ki that compensate for

the distortion of the lens.

The pan and tilt low-cost camera provides images I to the image processing module,

which has two main purposes: to identify the target in each image and to estimate its

distance to the camera. The target is identified using active contours, also known as snakes,

see [KWT88] and [BI00]. This approach consists in finding the target contour and use it to

11



2. Monocular positioning and tracking system architecture

compute the target center coordinates (uc,vc). Measurements of the distance z of the target

to the origin of the camera reference frame are obtained using information about the target

dimensions. These three quantities (uc, vc, and z) are the measurements used to obtain the

estimates p̂, v̂, and â, of the target position p, velocity v, and acceleration a, in the inertial

reference frame {I}. Some cameras also provide accurate measurements of their attitude,

i.e., of their pan and tilt angles (αr and θr, respectively), in each time instant. These

measurements, together with the extrinsic parameters of the camera obtained through

calibration in the beginning of the experiment, can be used to estimate the attitude of

the camera with respect to the inertial reference frame in each instant. This is not the

case of the used camera, thus a strategy based on the use of landmarks in the scene was

implemented to obtain its pose. More details about this strategy can be found in [4].

To obtain estimates of the state and parameters of the underlying dynamical model

considered for the target, an estimation problem is formulated and solved. The target

dynamical model is linear on the system state (composed of p, v, and a), but nonlinear

on the target angular speed ω. On the contrary, the sensor model is nonlinear on the

state. Thus, a Multiple-Model Adaptive Estimator (MMAE), see [BSRLK01], composed of

a set of EKFs, see [Gel01], each one associated with a different angular speed value, was

considered. This estimator provides estimates for the system state, state error covariance

P̂, and target unknown angular speed ω̂, see Fig. 2.1.

The controller used to command the pan and tilt movements of the camera was

designed with the purpose of maintaining the target close to the image center. This

controller decides which pan and tilt angles (αc and θc, respectively) should be sent to the

camera in each moment, so that large distances between the center of the image and the

center of the image of the target are avoided. Thus, the capability of the overall system

to follow targets is increased. The controller was designed by solving a simple decision

problem, which is not detailed here since it is not on the scope of this thesis.

2.2 Sensor: pan and tilt camera

In this section, the model considered for the camera and a method that tackles lens

distortion are presented.

2.2.1 Camera model

The optical system of a camera is very complex and requires a high number of parameters

to model the whole image acquisition process. There are several camera models that can

be found in the literature, see for instance [FL01] and [HZ04]. Here, the classical pinhole

model is considered, see Fig. 2.2. Note that, in this work, the term optical axis is also used
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Image plane

Principal axisf

P

xp

yp

{C}

Z

X
Y

Figure 2.2: Pinhole camera model.

to identify the principal axis of the camera.

Let mw = [x,y,z,1]T ∈R4 be the homogeneous coordinates of a point in the world refer-

ence frame, and m = [u,v,1]T ∈R3 the homogeneous coordinates of the projection of that

point into the image frame, see [FL01] for more details about homogeneous coordinates.

According to the pinhole model, the relation between the coordinates expressed in the

world and image frames is given by

λm = Pcmw, (2.1)

where λ is a multiplicative constant related with the distance from the point in space

to the camera, and Pc is the projection matrix that relates 3D world coordinates and 2D

image coordinates. The transformation associated with this matrix can be decomposed

into three others: one between the world and camera coordinate frames, denoted cg
w

in

homogeneous coordinates; other responsible for projecting 3D points into the image plane,

denoted π, and a third that changes the origin and units of the coordinate system used to

identify each point in the images, denoted Ac.

The transformation between the world and camera coordinate frames is given by a

rigid body transformation

mc =
[
cRw ctw
01×3 1

]
︸           ︷︷           ︸

cgw

mw ,

where mw corresponds to the homogeneous coordinates of a point expressed in the world

reference frame, and mc to the homogeneous coordinates of the same point in the camera

reference frame. In this expression, cRw ∈ SO(3) and ctw ∈R3 are the extrinsic parameters

of the camera, i.e., the rotation matrix and translation vector that transform coordinates

in the world reference frame into coordinates in the camera reference frame, in each time

13



2. Monocular positioning and tracking system architecture

instant. The matrix c0Rw and the vector c0tw, which denote the extrinsic parameters of the

camera in the beginning of the experiment, are the values of cRw ∈ SO(3) and ctw ∈ R3,

respectively, in the initial time instant. The previous transformation can be decomposed

in the form
cgw = cgr gt(θr) gp(αr)

r0gw,

where

cgr =
[

cRr ctr
01×3 1

]

gp(αr) =


cos(αr) sin(αr) 0 0
−sin(αr) cos(αr) 0 0

0 0 1 0
0 0 0 1


gt(θr) =


cos(θr) sin(θr) 0 0

0 0 1 0
sin(θr) −cos(θr) 0 0

0 0 0 1


r0gw =

[
r0Rw r0tw
01×3 1

]
.

In these expressions, gp(αr) models the pan movement of the camera, gt(θr) its tilt move-

ment, r0gw transforms coordinates expressed in the world reference frame into coordinates

expressed in a reference frame centered in the rotation center of the camera and with the

attitude of the camera in the initial time instant, and cgr transforms coordinates expressed

in a reference frame with center in the rotation center of the camera, and with the attitude

of the camera in a given time instant, into coordinates expressed in the reference frame

of the camera in the same instant. Moreover, αr and θr denote, respectively, the pan and

tilt angles of the camera with respect to its attitude in the beginning of the experiment.

The matrices r0Rw and cRr are rotation matrices, i.e., r0Rw ∈ SO(3) and cRr ∈ SO(3), and
r0tw ∈R3 and ctr ∈R3 are translation vectors. The estimation of the position of the rotation

center of the camera, with respect to the reference frame of the world and with respect to

the reference frame of the camera, is obtained according to the strategies described in [4].

The 3D to 2D transformation can be expressed in homogeneous coordinates as

zc


xp
yp
1

 = π


xc
yc
zc
1

 , π =


f 0 0 0
0 f 0 0
0 0 1 0

 ,
where (xc, yc, zc) are the Cartesian coordinates of a point in the camera reference frame,

(xp, yp) are its coordinates in the image plane, and f is the focal length of the pinhole

camera model.

14



2.2 Sensor: pan and tilt camera

The transformation studied before considers a 2D coordinate system centered in the

principal point (intersection of the optical axis with the image plane), with coordinates

(xp, yp) measured in distance units. However, in practice, it is common to use a reference

frame located on the image top left corner, with coordinates (u,v) measured in pixel.

The relation between the two aforementioned coordinate frames, when homogeneous

coordinates are used, is given by
u
v
1

 =


ku 0 u0
0 kv v0
0 0 1



xp
yp
1

 ,
where u0 and v0 are the coordinates in pixel of the principal point, and ku and kv are

conversion factors from the considered distance unit to pixel. This transformation matrix

is denoted Ak and corresponds to the intrinsic parameters matrix, since its elements

depend on the internal properties of the camera, but not on its orientation and/or position

with respect to the world reference frame.

The projection matrix Pc, which relates the 3D coordinates of a point in the world with

the coordinates of its projection into acquired images, can be written as a function of the

three transformations introduced above

Pc = Akπ
cgw .

It can also be written in the form

Pc = Ac [cRw
ctw] , (2.2)

with

Ac =


αu 0 u0
0 αv v0
0 0 1

 ,

where αu = f ku and αv = f kv.

In this work, the camera intrinsic and extrinsic parameters are calibrated using the

toolbox in [Bou]. An independent algorithm that compensates for the lens distortion is

also used, as described in Section 2.2.2.

2.2.2 Lens distortion

When the pinhole camera model is considered, the mapping function that relates homoge-

neous coordinates of points in the 3D world with the homogeneous coordinates of their

projection into 2D images is linear. However, for low-cost or wide-angle lens systems, the

use of this model alone is usually not enough. In such situations, the radial lens distortion

is typically the main source of errors. In particular, for the cameras used to obtain the
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2. Monocular positioning and tracking system architecture

results presented in this thesis, no vestige of tangential distortion was identified, see

[WCH92] for details about several types of lens distortion. In order to obtain a reliable

camera model, it is necessary to compensate for the lens distortion using a nonlinear

inverse radial distortion function, which converts measurements in the 2D camera images

into those that would have been obtained with an ideal pinhole camera.

The inverse radial distortion function is a mapping that retrieves the coordinates

(xu, yu) of undistorted points from the coordinates (xd , yd) of the corresponding distorted

points, where both coordinates are expressed with respect to a reference frame with origin

in the image distortion center (x0, y0). Since radial deformation increases with the distance

to the distortion center, the inverse radial distortion function f (rd) can be approximated

and parametrized by the following Taylor expansion:

ru = f (rd) = rd + rd
∞∑
i=0

kir
i−1
d ,

with ru =
√
x2
u + y2

u and rd =
√
x2
d + y2

d , that results in

xu = xd + xd
∞∑
i=0

kir
i−1
d and yu = yd + yd

∞∑
i=0

kir
i−1
d .

According to experimental tests, using only two parameters, k3 and k5, is enough to obtain

good results. This statement is in accordance with the conclusions in [TBW03]. Using

more parameters brings no significant improvement to the approximation of f (rd), for

images in video resolution, and it is more robust to estimate less parameters. The inverse

radial distortion model that results has the form

xu = xd(1 + k3r
2
d + k5r

4
d)

yu = yd(1 + k3r
2
d + k5r

4
d). (2.3)

There are two main approaches that are commonly used to estimate the camera

radial distortion function: one that includes this procedure in the calibration process

responsible for determining the pinhole model parameters, and other that addresses these

two problems independently. The lens distortion compensation method proposed in the

remainder of this section explores the latter idea, which allows modeling any camera with

the pinhole model after the application of the inverse of the distortion function to image

features.

The method proposed is based on the rationale that straight lines in the 3D space must

remain straight in 2D images. This idea was already explored in the past, e.g. [TBW03]

and [DF01], however, what is proposed here is a simpler method that consists of two main

steps: identification of image lines that correspond to straight lines in the scene, and

estimation of the parameters of the inverse radial distortion function.
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2.2 Sensor: pan and tilt camera

In contrast to other line-based approaches, that put a great effort into identifying

straight lines in real world scenarios, our method assumes that segmentation of straight

lines is performed accurately, what is reasonable since a scene where the identification of

straight lines is straightforward can be easily created. This approach has no major impact

on the applicability of the method, since this calibration is performed just once for each

camera, and limits the influence of outliers on the overall algorithm performance, which

otherwise could be tackled resorting to RANSAC method [FB87]. Moreover, it allows to

distribute straight lines on the scene in such a way that some of them project into regions

of the image that best capture the lens distortion characteristics, i.e., regions where the

deformation is greater.

Ideally, if acquired images were not distorted, 3D world straight lines would be

preserved in 2D images. Therefore, the estimation of the parameters of the inverse radial

distortion model is based on the resolution of the following set of equations


fi1 = (yui1 − ŷui1(mi ,bi ,xui1))2 = 0

...
fiNp = (yuiNp − ŷuiNp (mi ,bi ,xuiNp ))2 = 0

, i = 1, . . . ,Nr,

with ŷuij (mi ,bi ,xuij ) = mixuij + bi, where Nr and Np are the number of straight lines and

points per straight line in the distorted image, respectively; (xuij , yuij ) are the estimated

coordinates of the j-th point of the i-th straight line, given by the inverse distortion

model in (2.3), and ŷuij (mi ,bi ,xuij ) is the y coordinate of the j-th point of the i-th straight

line, given by the estimated slope-intercept equation of this straight line. A set of NrNp
nonlinear equations results. The solution of this system can be found using Newton’s

method, which leads to estimates for the following parameters: k3, k5, x0, y0, mi, bi,

i = 1, . . . ,Nr. Note that since the intensity of the radial distortion depends on the distance

to the image distortion center, the straight lines provided to the algorithm must be selected

from different regions of the image. This is to reduce the influence that some of the local

image properties have on the estimated parameters.

The results of the application of the proposed distortion compensation method to

the images acquired by the camera used to obtain the results provided in Section 2.5

are presented in Fig. 2.3. Some of the straight lines in the scenes turned into curves in

acquired images, see Figs 2.3(a) and 2.3(c), especially those close to the borders of the

images. Their original shape was retrieved after the application of the proposed method,

see Figs 2.3(b) and 2.3(d).
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2. Monocular positioning and tracking system architecture

(a) Acquired (distorted) image of a syn-
thetic grid.

(b) Undistorted image of the syn-
thetic grid.

(c) Acquired (distorted) image of a real
scene.

(d) Undistorted image of the real
scene.

Figure 2.3: Performance of the inverse distortion method when the Creative WebCam Live! Motion
is used.

2.3 Image processing

In this section, image processing algorithms used to identify the boundary of the target are

described. The estimated target boundary is used to obtain the measurements provided to

the tracking system proposed in the next section.

2.3.1 Target isolation and identification

Every vision-based tracking system requires a strategy to detect the projection of the

target into acquired images. There are several methods that can be used, being the most

common based on point detectors, background subtraction, supervised learning, and

segmentation algorithms such as mean-shift clustering and active contours, see [YJS06]

for details about such approaches.

In this work, the isolation and identification of the target are tackled resorting to

active contours. Active contours [KWT88], or snakes, are curves defined within the image

domain that can move under the influence of internal forces coming from within the

curve itself and external forces computed from the image data. The internal and external

forces are defined so that the snake will conform to the boundary of an object or other

desired features within the image. Snakes are widely used in several computer vision
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2.3 Image processing

domains, such as edge detection [KWT88], image segmentation [LL93], shape modeling

[TF88], [MT95], or motion tracking [LL93], as is the case here.

There are several types of active contour models that can be found in the literature,

see for instance [KWT88], [CCCD93], and [XP98]. In this work, parametric active contours

are used. This approach consists in making a parameterized curve evolve over time

towards the desired image features, usually edges, attracted by external forces given by

the negative gradient of a potential function. These forces interact with internal ones,

which are responsible for holding the curve together and for keeping it from bending too

much, see [KWT88].

A snake is a curve y(s) = (x(s), y(s)) ∈R2, s ∈ [0,1], that evolves throughout the spacial

domain of an image, seeking to minimize its energy

Esk(y) = Eint(y) +Eext(y),

that includes a term related to its internal energy Eint(y), which has to do with its smooth-

ness, and a term of external energy Eext(y), based on forces extracted from the image.

Traditionally, this energy can be expressed in the form

Esk(y) =
∫ 1

0

1
2

[
α||ẏ(s)||2 + β||ÿ(s)||2

]
+Pext(y(s))ds , (2.4)

where the parameters α and β control, respectively, the tension and rigidity of the snake,

and ẏ(s) and ÿ(s) denote the first and second order derivatives of y(s) with respect to s.

The term Pext(y(s)) corresponds to a potential function that depends on the image.

There are several methods commonly used to design the external energy of an image

that would steer a snake towards the desired features, see [KWT88]. In this work, the

potential function

Pext(y) = −||∇[Gσ(y) ∗ I(y)]||2

is used, where I(y) represents the image intensity at coordinates y(s) = (x(s), y(s)), Gσ(y)

represents a 2D Gaussian function with standard deviation σ, and ∇ denotes the gradient

operator. Although large values of σ blur the boundaries in the images, such values

enlarge the capture range of the active contour.

A curve y(s) that minimizes (2.4) must satisfy the Euler Lagrange equation

αÿ(s)− β....y (s)−∇Pext(y(s)) = 0, (2.5)

which is verified when the internal and external forces, αÿ(s)− β....
y (s) and −∇Pext(y(s)), re-

spectively, are in equilibrium. In this expression,
....y (s) denotes the fourth order derivative

of y(s) with respect to s.
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In order to solve (2.5), the snake is made dynamic by considering that y(s) also depends

on the time t, i.e., y(s, t). The partial derivative yt(s, t) of y(s, t) with respect to time is set

equal to the left hand side of (2.5),

yt(s, t) = αÿ(s, t)− β....
y (s, t)−∇Pext(y(s, t)), (2.6)

and is used to define the evolution of the snake over time. In this expression, known

in the literature as the dynamic Euler equation, ÿ(s, t) and
....
y (s, t) represent the second

and fourth order derivatives of y(s, t) with respect to s. A solution for (2.5) is achieved

when yt(s, t) vanishes and, as a consequence, y(s, t) stabilizes. Note that the energy of

the snake may not be a convex function, thus the existence of local minima is plausible.

Such minima may steer the snake towards undesired boundaries, but the impact of this

behaviour in the performance of the algorithm can be mitigated by initializing the snake

in the neighbourhood of the features of interest.

The dynamic Euler equation cannot be solved analytically, thus the finite differences

method, see [MT00], with spatial and temporal steps denoted by h and τ, respectively, is

used to approximate the derivatives in (2.6). By using the notation s = ih and t = kτ, the

discretization of y(s, t) takes the form yik = y(ih,kτ), which means that yik corresponds to

the coordinates of the i-th point of the snake at instant t = kτ. The same approach can be

used to obtain (yt)ik = yt(ih,kτ), the discretized version of yt(s, t). If the derivatives of the

curve with respect to s are approximated by

ẏ(ih,kτ) ≈
yik − yi−1

k

h

ÿ(ih,kτ) ≈
yi+1
k − 2yik + yi−1

k

h2

....y (ih,kτ) ≈

yi+2
k − 2yi+1

k + yik
h2 − 2

yi+1
k − 2yik + yi−1

k

h2 +
yik − 2yi−1

k + yi−2
k

h2

h2 ,

see [MT00], and such approximations are substituted into the dynamic Euler equation

in (2.6), then it takes the form

(yt)
i
k =

α

h2 (yi+1
k − 2yik + yi−1

k )−
β

h4 (yi+2
k − 4yi+1

k + 6yik − 4yi−1
k + yi−2

k )−∇Pext(yik), (2.7)

where ∇Pext(yik) represents the influence of the image at the i-th point of the curve at

instant t = kτ.

Let yTk =
[
y1
k , y

2
k , . . . , y

Ns
k

]
∈R2×Ns , where Ns = 1/h is the number of points of the snake,

be used to denote all the points of the active contour at instant t = kτ in a compact manner.

In this case, the expression in (2.7) can be rewritten in the matricial form

(yt)k = Azyk + Fext(yk), (2.8)
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where

(yt)
T
k =

[
(yt)

1
k , (yt)

2
k , . . . , (yt)

Ns
k

]
∈R2×Ns

and

FText(yk) = −
[
∇Pext(y1

k), ∇Pext(y2
k), . . . , ∇Pext(y

Ns
k )

]
∈R2×Ns .

Moreover, Az ∈RNs×Ns is a circulant pentadiagonal matrix, see [BI00], with the elements

in its diagonals given by the vector

1
h2

[
−
β

h2 α+
4β
h2 −2α−

6β
h2 α+

4β
h2 −

β

h2

]
.

Using the forward difference approximation, see [MT00], to discretize the term in the

left hand side of (2.8), it is possible to conclude that the temporal evolution of the active

contour in the image occurs according to

yk+1 = yk + τ(Azyk + Fext(yk)) .

The final contour estimate is found at the end of the iterative process, which is stopped

when the coordinates of each point of the snake remain approximately constant over time.

2.3.2 Sensor measurements

The measurements provided to the target state estimator are the coordinates of the center

of the target image (uc,vc) and the depth z of the target.

The coordinates of the center of the target in each image are easily computed from the

target estimated contour, as the mean of the coordinates of the points that belong to this

contour [
uc
vc

]
=

1
Ns

Ns∑
j=1

yjkf , (2.9)

where kf corresponds to the last instant of the iterative process described in the previous

section.

When a pinhole model is used, the relation between the Cartesian coordinates (x,y,z)

of a point in the camera reference frame {C} and the coordinates (xp, yp) of its projection

into the image plane is given by

xp = f
x
z

and yp = f
y

z
,

where the origin of the camera reference frame is considered to be coincident with the

camera optical center, and the origin of the image frame is in the principal point.
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From the expressions of xp and yp, it is straightforward to show that the distance R,

between two points in a plane at a distance z from the camera, and the distance r, between

the projection of these points into the image plane, are related by

r = f
R
z

, (2.10)

see Fig. 2.4 for some insight about the aforementioned quantities. In particular, if two

points of the target, lying on the plane at a distance z from the camera, are used to obtain

a measure of the real target dimensions, they will verify this relation. However, the use

of a distance between two points as a measure of the target dimensions would require a

precise identification of those points in each image, which is a difficult problem to solve,

especially when the projection of the target appears with different orientations in different

images.

R

r

I m age  p l an e

z
f

{ C }

Figure 2.4: Example of a monocular positioning and tracking setup.

In order to obtain a measure of the dimensions of the projection of the target into the

image plane invariant to rotations of such projection, consider that the coordinates q ∈ R2,

of a point of the curve that describes the target boundary in the image plane, consist of

two discrete random variables, and that the covariance of q is Σq ∈ R2×2. Moreover, let

qa ∈ R2 be the coordinates of a point of the curve that describes the boundary of a target

in an image, and qb = Rqqa the coordinates of the same point when the target boundary

is rotated by an amount Rq, where Rq is an element of the special orthogonal group

SO(2). Consider also that both quantities are random variables with covariance matrices

Σqa ∈ R
2×2 and Σqb ∈ R

2×2. If ra =
√

tr(Σqa) and rb =
√

tr(Σqb) are the dimensions of the
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image of the target associated with qa and qb, respectively, then

rb =
√

tr(Σqb) =
√

tr(RqΣqaR
T
q ) =

√
tr(ΣqaR

T
q Rq) = ra,

by the properties of the trace of a matrix. Therefore, in this work, the square root of the

trace of the covariance matrix associated with the boundary of the projection of the target

into the image plane is used as a measure of the target dimensions, since this quantity is

invariant to rotations of the target image boundary.

According to (2.10), the depth z of the target can be obtained from

z = f
R
r

, (2.11)

where f is calibrated and r is measured. Note that the use of this equation is only possible

since, in this chapter, information about the real dimensions R of the target is considered

to be available.

If the target were a point in the space, the distance of such point to the origin of the

camera reference frame, measured along the principal axis, would correspond to the depth

of the target. However, since real targets have volume, such a definition in not appropriate.

In order to precisely define the meaning of “depth of the target”, let us assume that the

boundary of the target is on a plane parallel to the image plane. In this thesis, the depth

of the target is the distance between such plane and the origin of the camera reference

frame, measured along the optical axis.

2.4 Tracking system

In this section, the models considered for the dynamics of the target and for the observa-

tions, and a nonlinear filter that estimates the target 3D position, velocity, and acceleration,

and that identifies its angular speed, are detailed. The proposed estimator combines mea-

surements of the coordinates of the target image center with measurements of the target

depth, both obtained according to the strategies described in the previous section.

2.4.1 Target model

The target 3D position, linear velocity, and linear acceleration in the inertial Cartesian

frame {I} are denoted by p = [x y z]T , v = [ẋ ẏ ż]T , and a = [ẍ ÿ z̈]T , respectively, where

the dot represents the derivative with respect to time. Using this notation, the state

x = [x ẋ ẍ y ẏ ÿ z ż z̈]T ∈ R9 of the target is considered to evolve in time according to the
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2. Monocular positioning and tracking system architecture

discrete-time 3D Planar Constant-Turn Model

xk = f (xk−1,uk−1,wk−1)

= diag
[
FT (ω),FT (ω),FT (ω)

]
︸                            ︷︷                            ︸

FT (ω)

xk−1 + wk−1, k = k0 + 1, k0 + 2, ...,

(2.12)

as presented in [LJ03], with

FT (ω) =


1

sin(ωT )
ω

1− cos(ωT )
ω2

0 cos(ωT )
sin(ωT )
ω

0 −ωsin(ωT ) cos(ωT )


,

where T is the sampling interval and ω ≥ 0 the (assumed constant, unknown, and

bounded) target angular speed (norm of the target angular velocity vector). The subscript

k indicates that the associated quantity is evaluated at time instant kT and k0 identifies

the initial instant of time k0T . In this expression, wk ∈ R9 represents the process noise

and uk the control input, which is absent from the target model since it is not available for

measurement. In fact, this is one of the biggest challenges in target tracking, since not

taking u into account in the model of the target is an important source of errors.

According to the same model, the process noise covariance matrix has the form

QT (ω) = diag
[
SxUT (ω), SyUT (ω), SzUT (ω)

]
∈ R9×9, where diag

[
Sx, Sy , Sz

]
is the power

spectral density matrix of the continuous-time version of this noise (see more details in

[LJ03]), and

UT (ω) =


6ωT−8sin(ωT )+sin(2ωT )

4ω5
2sin4(ωT /2)

ω4
−2ωT+4sin(ωT )−sin(2ωT )

4ω3

2sin4(ωT /2)
ω4

2ωT−sin(2ωT )
4ω3

sin2(ωT )
2ω2

−2ωT+4sin(ωT )−sin(2ωT )
4ω3

sin2(ωT )
2ω2

2ωT+sin(2ωT )
4ω

 .
The nominal trajectories considered by this model are straight lines, parabolic trajectories,

and ellipses.

2.4.2 Observations model

From (2.2), it is straightforward to conclude that the distance dc of the center of the target

to the origin of the world reference frame can be obtained from z and mp = [uc vc 1]T as

dc = ||p||2

= ||cRTw(zA−1
c mp − ctw)||2

= ||zA−1
c mp − ctw||2,

24



2.4 Tracking system

where (uc, vc) and z are obtained respectively from (2.9) and (2.11), i.e. they are computed

using the strategies described in Section 2.3.2. The rotation matrix does not appear in the

last expression since rotating a vector does not change its norm.

If the coordinates (uck , vck) of the center of the target image and the distance dck of

the center of the target to the origin of the world reference frame, at a given time instant

kT , are used as observations to estimate the state xk of the target, then, according to the

pinhole model in (2.1), the available measurements

zk =


uck
vck
dck

 ∈R3

are a nonlinear function of the state. If vk = [vuk , vvk , vdk]
T ∈ R3, Ack , and (cRwk ,

ctwk),

represent respectively the measurement noise, the camera intrinsic parameters, and the

camera extrinsic parameters, at instant kT , this function, here denoted h(xk,vk), takes the

form

zk =



eT1 Ack(
cRwk

C xk+ctwk)
eT3 Ack(cRwk

C xk+ctwk)

eT2 Ack(
cRwk

C xk+ctwk)
eT3 Ack(cRwk

C xk+ctwk)√
xTk CTC xk


+ vk

︸                             ︷︷                             ︸
h(xk,vk)

, k = k0 + 1, k0 + 2, ..., (2.13)

where C = I3 ⊗ eT1 . The measurement noise covariance matrix, here denoted Rk ∈ R3×3,

can be obtained by estimating the standard deviation of the noises that corrupt the three

measurements, for the used sensor.

2.4.3 Extended Kalman Filter

Kalman Filters provide an optimal solution, in the mean square sense, to the problem

of estimating the state of a discrete time process that is described by a linear stochastic

difference equation, under white Gaussian noise conditions, see [Gel01]. However, this

approach is not valid when the process and/or the measurements are a nonlinear function

of the state. In these situations, one of the most successful strategies consists in applying

a linear time-varying Kalman Filter to a system that results from the linearization of the

original nonlinear system, along the estimates. These filters are usually referred to as

Extended Kalman Filters [Gel01], and have the advantage of being computationally effi-

cient, which is essential in real time applications. They are suboptimal, and convergence

guarantees are usually not available, however, the good performance observed in most

practical applications made this strategy the most successful and popular in nonlinear

estimation.
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2. Monocular positioning and tracking system architecture

Consider the system with state xk and measurements zk, as defined in (2.12) and (2.13),

and assume that both the process and measurement noises are white, Gaussian, and zero-

mean, and that they have covariance matrices QT (ω) and Rk, respectively. Moreover,

assume that both noises are independent, i.e, E[wkvkT ] = 09×3. In this case, estimates

for the state and error covariance can be obtained using an EKF, since the available

measurements are a nonlinear function of the state. For the presented system, the predict

and update steps have the following form (see [Gel01] and references therein for details):

Predict step:

x̂−k = FT (ω)x̂k−1

P−k = FT (ω)Pk−1[FT (ω)]T + QT (ω)

Update step:

Kk = P−kHT
k (HkP

−
kHT

k + Rk)
−1

x̂k = x̂−k + Kk(zk − h(x̂−k ,0))

Pk = (I−KkHk)P
−
k ,

for k = k0 + 1, k0 + 2, ..., where x̂−k is the a priori state estimate at step k given the estimated

state at step k− 1, x̂k is the a posteriori state estimate at step k (given measurement zk); P−k
is the a priori estimate error covariance, and Pk is the a posteriori estimate error covariance.

Moreover, Kk ∈ R9×3 is the Kalman gain and Hk ∈ R3×9 is the Jacobian matrix of partial

derivatives of h with respect to x. An initial guess for x̂k−1 and Pk−1 must be provided to

the filter.

The dynamics of the target and the process noise covariance matrix depend explicitly

upon the target angular speed. Since this information is not available, its identification

is tackled resorting to multiple models, as detailed in next section. A different option

would be to add the angular speed ω to the state vector, however this would increase its

dimension and would make the model, that is linear in the state, highly nonlinear. An

example where an EKF, designed for such an approach, diverges, is provided in Section

4.4.

2.4.4 Multiple models

The model considered for the target requires the knowledge of its angular speed. However,

this value is not known in real applications, which led us to the use of a multiple-

model based approach that simultaneously identifies some parameters of the system and

estimates its state. There are several architectures that resort to multiple models, either

from a control perspective or from an estimation point of view.

In terms of control, most multiple-model approaches identify the most likely model by
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2.4 Tracking system

means of a “supervisor” that uses mainly deterministic concepts to decide which controller,

from a bank of candidates, must be switched into the feedback loop. This strategy is

known as supervisory control, see the example in [Mor98]. An alternative control strategy

consists in using stochastic methods to compute online a posteriori hypothesis probabilities

reflecting which model is closest to reality, see [FAP06] for details.

In this chapter, a dual approach based on the estimation perspective is used. The

method implemented, known as MMAE, see [Mag65], considers several models for a

system that differ in a set of parameters (in this case the target angular speed). Each model

includes an EKF, whose state estimates are mixed properly. The individual estimates are

combined using a weighted sum with the a posteriori hypothesis probabilities of each

model as weighting factors.

The a posteriori hypothesis probability of model i = 1, . . . ,N , where N is the number

of considered models, evolves over time, from an initial estimate pi0, according to the

following expression (see [Mag65] for details):

pik =
βike
− 1

2ψ
i
k

N∑
j=1
β
j
ke
− 1

2ψ
j
kp
j
k−1

pik−1,

with

βik =
1

(2π)m/2
√
det(Sik)

ψik = (rTk )i(S−1
k )irik

and

rik = zk − z̃ik

Sik = Hi
k(P
−
k )i(HT

k )i + Rk,

for k = k0 + 1, k0 + 2, ..., where ri is the residual vector of the i-th Kalman Filter (difference

between the sensor measurements, zk, and the ones predicted by model i, z̃ik), Si is the

residual covariance matrix associated with the i-th Kalman Filter, m = 3 is the number of

measurements (number of elements of zk), and k is the time instant.

From the individual state estimates of each model, their error covariance matrices,

and the a posteriori probability of each hypothesis, it is possible to compute the weighted

state estimate

x̂k =
N∑
j=1

p
j
kx̂
j
k,

and the global covariance matrix

Pk =
N∑
j=1

p
j
k[P

j
k + (x̂jk − x̂k)(x̂

j
k − x̂k)

T ].
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2. Monocular positioning and tracking system architecture

In these expressions, x̂jk and Pjk denote the a posteriori state estimates and the a posteriori

state covariance matrix of the j-th Kalman Filter.

2.4.5 Design of the bank of EKFs

In this section, insight into how to design the bank of EKFs used in the MMAE architecture

is given.

The use of multiple model approaches requires the definition of a criterion to divide

the parameter set into smaller parameter subsets (in [FAP06], for instance, where this

problem was addressed from the control point of view, this division, and the specification

of the number of models that should be used, was based on the definition of performance

requirements for the controller). Once the number of models is determined, the subsets

associated with each model must be computed, as well as the nominal angular speed

values for each EKF. With this purpose, the Baram Proximity Measure (BPM) is usually

adopted, but techniques based on the Kullback information metric can also be found in

the literature, see [Bar76] and [AM79], respectively, for details.

If a KF is designed using the real angular speed value, its steady-state residual r∗ is

stationary white noise, with a given covariance matrix, here denoted S∗. Let ω denote

the real value of the unknown parameter and ωi the nominal parameter value used to

implement the i-th Kalman Filter. If ωi =ω, the steady-state residual of the i-th Kalman

Filter is also stationary white noise with covariance matrix S∗. On the other hand, ifωi ,ω,

the residual ri is not white. The BPM is a function that measures the “stochastic distance”

between the residuals r∗ and ri, and can be computed using the expression

Li∗ ≡ log[det(Si)] + tr[(Si)−1Γi∗], (2.14)

where Li∗ denotes the BPM between the i-th filter and the filter based upon the true model,

and Γi∗ denotes the actual steady-state prediction error covariance of the residual of the

i-th filter computed using information about the true model. A detailed deduction of

(2.14) and description of the use of the BPM in multiple model architectures can be found

in [Bar76] and [FAP06].

In order to find the number of models to use and the corresponding nominal parameter

values, let the null angular speed, that corresponds to straight or parabolic trajectories, be

the nominal parameter of one of the models. Then search the remaining parameter set

for the angular speed nominal values that lead to a situation in which there is always a

filter whose BPM, with respect to the filter based upon the true model, does no exceed

a certain value. The boundaries of each subset are defined by the points of intersection

of the BPM curves. For the proposed system, a total of N = 4 models results, with the

nominal angular speed values presented in the end of this section.
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2.4 Tracking system

According to the fundamental convergence result, proved in [Bar76] for an arbitrary

number of stable KFs, if the BPM from the true model to one of the nominal models

is smaller than its BPM to any other model, then under some additional stationarity

conditions and ergodicity assumptions the a posteriori probabilities will converge almost

surely to the correct model (see [Bar76], [FAP06], and references therein for formal proofs

and precise definitions of these concepts).

The system presented in this chapter is nonlinear, which invalidates the direct use of

the BPM approach to design the bank of nonlinear filters proposed in previous sections.

However, for performance study purposes, this technique can be used in a linearized

version of the system under consideration. Therefore, by linearizing the sensor measure-

ments expression presented in (2.13) about several different positions of the target in the

world, and by using the BPM approach to design the bank of linear filters that result in

each case, it is possible to gain some insight into how to choose the angular speed nominal

values for each EKF. However, it is important to stress that: i) as expected, this approach

does not provide theoretical guarantees of convergence for the correct model, and ii) the

linearizations mentioned above were only used in this process to help finding the nominal

angular speed values associated with each EKF.

Figure 2.5 depicts the BPM for each one of the four used models. A linearized version

of (2.13) for five different target depth nominal values is considered. The subset of validity
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Figure 2.5: BPM for the four models linearized about five different target positions, each one
associated with a different target depth (noise conditions equal to the ones found in practice). Dots
in different colours correspond to the angular speed values that minimize the BPM in each subset.

of the first model is smaller than the remaining, which is intuitive since it corresponds to

the identification of the particular situation in which the trajectory of the target is straight
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2. Monocular positioning and tracking system architecture

or parabolic. Another interesting conclusion is that, according to these results, targets

with angular speeds on the order of 2π0.0075 rads/s, for instance, are identified by the

second model and not by the first, which has the closest angular speed value in terms

of Euclidean distance. The results in Fig. 2.5 suggest that the BPM is insensitive to the

position of the target, and that equally spaced angular speed values are appropriate for

the nominal values of the four models. The four angular speed nominal values used in

the EKFs are the ones that minimize the BPMs presented in Fig.2.5, 2π 1
50 [0,1,2,3] rad/s,

which lead to the division of the original set (Ω = [0,2π0.070] rad/s) into the following

subsets:

Ω1 = 2π[0,0.0023]rad/s,

Ω2 = 2π[0.0023,0.0275]rad/s,

Ω3 = 2π[0.0275,0.0485]rad/s,

Ω4 = 2π[0.0485,0.070]rad/s.

2.5 Experimental results

In this section, experimental results obtained with the positioning and tracking system

proposed in this chapter, as well as some technical details about its implementation, are

provided.

2.5.1 System description

The results presented in this section were obtained with a low-cost Pan-Tilt-Zoom (PTZ)

camera, the Creative WebCam Live! Motion model, and the proposed algorithms were

implemented in Matlab. These algorithms can be divided into three main modules: one

that addresses the interface with the camera, other that implements the image processing

strategies, and a third related to the estimation process.

Interface with the camera

Since the camera used in this work has a discrete and limited range of movements, its

desired orientation in each time instant is determined according to a decision system,

whose aim is to prevent large distances between the image and the target centers.

The Charge-Coupled Device (CCD) sensor built-in the camera acquires images with a

maximum dimension of 640× 480 pixels, which is the resolution used in this application.

Despite the higher computational requirements, smaller targets can be tracked and the

accuracy of the system is increased.
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2.5 Experimental results

Image processing

The parameters α = 0.5 and β = 0.05, see equation (2.4), were used to implement the target

isolation and identification strategy described in Section 2.3.1, and the covariance matrix

R = diag[3.252,2.042,174.292], obtained empirically for the camera in use, was considered

for the measurement noise.

Since image segmentation is itself a very complex domain, and is not the main focus of

this work, a simple color segmentation strategy is used to identify the target in the images.

In the reported experiments, targets with vivid colours are used.

Estimation process

Four initially equiprobable target models associated with the nominal angular speed

values 2π 1
50 [0,1,2,3] rad/s, proposed in Section 2.4.5, were used to design the bank of

EKFs that compose the MMAE. The power spectral density matrix of the process noise

considered in each one of the four filters was diag[0.1,0.1,0.1].

Due to limitations imposed by the resources available, the nominal sampling interval

of the system was set to 0.5 s. Sometimes, this value may be slightly exceeded. In those

situations, the discrete-time system dynamics and the process noise covariance matrix are

corrected accordingly.

2.5.2 System performance

The results presented in this section illustrate the performance of the proposed positioning

and tracking system when the target is a red balloon attached to a robot Pioneer P3-DX,

as depicted in Fig. 2.6. The robot was programmed to describe two trajectories, which

combine sections with different angular speeds. The target position, linear velocity, and

linear acceleration, were estimated in real time, and its angular speed was identified in

the two experiments. The ground truth was obtained by hand-measuring the trajectory of

the robot.

In Fig. 2.7, the 3D nominal and estimated target trajectories are presented. In the

first experiment, see Fig. 2.7(a), the target moves along a circular trajectory, with its

angular speed varying over time, and in the second, see Fig. 2.7(b), it describes part of a

circumference and then commutes to a straight line. The evolution of the target position,

velocity, and acceleration, along time is depicted in Fig. 2.8. Even though the error in

the initial estimate of the state is large, the estimates of the target position, velocity, and

acceleration, converge to the vicinity of the real values. However, given the suboptimal

nature of the results produced by EKFs in nonlinear applications, in some experimental
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2. Monocular positioning and tracking system architecture

Figure 2.6: Real time target tracking. Left: experimental setup; right: target identification, where
the initial snake is presented in black, its temporal evolution is presented in red, and the final
contour estimate is presented in blue.

situations, where an excessively poor initial state estimate was tested, divergence of the

filter occurred.
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(a) Circular trajectory.
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(b) Combination of a circular trajectory with a
straight line.

Figure 2.7: 3D position estimation. The circle in black identifies the initial estimate for the position
of the target.

Position, velocity, and acceleration, estimation errors are presented in Fig. 2.9. These

quantities have transients in the beginning of the experiments, due to initial state esti-

mation errors, and then converge to a steady state situation with standard deviations σ

below 5.6 cm, 0.9 cm/s, and 0.2 cm/s2, respectively, in the circular trajectory experiment,

and below 4.2 cm, 0.5 cm/s, and 0.02 cm/s2, in the experiment that combines a circular

trajectory with the straight line. In all the cases, the standard deviation associated with

measurements along the x-coordinate is the largest because this coordinate was approx-

imately in the same direction as the camera optical axis. Therefore, it is intrinsically

related to measurements of the depth of the target, which are the noisiest of the three
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Figure 2.8: Position (top), velocity (center), and acceleration (bottom), estimation. Figures on the
left correspond to the circular trajectory, and figures on the right correspond to the combination of
a circular trajectory with a straight line. The slender and thicker lines identify the estimated and
real values, respectively.

used measurements. There are several reasons that can explain the observed errors: i)

the uncertainty associated with the characterization of the real trajectory described by

the target; ii) possible mismatches in the models considered for the camera and for the

target; iii) inaccuracies in the calibration of the camera, and in particular in the calibration

of the position of its rotation center with respect to the camera reference frame, and iv)

incomplete noise characterization.

Results regarding the identification of the correct target model, for the two described

experiments and for a third experiment, are presented in Figs 2.10 and 2.11. As expected,

the probability of the model that, in each instant of time, is associated with the angular
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Figure 2.9: Position (top), velocity (center), and acceleration (bottom), estimation errors. Figures on
the left correspond to the circular trajectory, and figures on the right correspond to the combination
of a circular trajectory with a straight line.

speed that is closest to the real angular speed, in terms of the BPM, tends to 1. In the

circular trajectory experiment, the target describes the same circumference several times

with three different angular speeds, which decrease over time. In the beginning of the

experiment, the probability associated with the fourth model (the one with the largest

angular speed) converged to 1. A few seconds after the moment when the target angular

speed changed to a value closer to the one of the third model, the probability associated

with this model converged to 1. The same behaviour was observed the second time the

target changed its angular speed. As expected, the position, velocity, and acceleration,

estimates provided by the MMAE degrade slightly when the angular speed changes, see

Figs 2.8 and 2.9, since the probabilities associated with each model take some time to
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Figure 2.10: Model identification. Top: a posteriori hypothesis probabilities. Bottom: real and
estimated angular speeds. Figures on the left correspond to the circular trajectory, and figures on
the right correspond to the experiment that combines a circular trajectory with a straight line.

converge to the new values.

A behaviour similar to the one described in the previous paragraph is depicted in

Figs 2.10(b), 2.10(d), and 2.11, which correspond to trajectories that are more elaborate

than the one addressed before: one in which the target moves along a straight line after

describing part of a circumference, and other in which it describes two circular trajectories,

with different angular speeds, connected by a straight line.

Finally, in Fig. 2.12, the proposed model-based approach (a MMAE that uses the

model presented in Section 2.4.1 to replicate the dynamics of the target) is compared

with a model-free strategy, which consists in a single EKF designed for the case where

the dynamics of the target is modeled using a double integrator. The norm of the state

estimation error obtained with both estimators is depicted in Fig. 2.12 for the circular

trajectory experiment presented in Fig. 2.7(a). The root mean square of the trace of the

covariance matrix associated with such errors is presented in the legend of the figure.

This value is smaller for the proposed model-based approach (σMB = 0.14) than for the

model-free estimator (σMF = 0.34), which was expected since the use of an appropriate

model for the target provides additional information to the estimator.

The range of operation of the proposed system depends significantly on the used
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Figure 2.11: MMAE performance for the trajectory depicted in (a). Figures (b) and (c) show the a
posteriori hypothesis probabilities and the real and estimated target angular speeds, respectively.

camera and on the size of the target to be tracked. In the reported experiments, an

elliptic shape with axes of length 106 mm and 145 mm was identified and its position was

estimated with the mentioned accuracies up to distances of approximately 7 m from the

camera. The lower bound of the range of distances for which the system works properly is

limited by the distance at which the target stops being completely visible. For the used

target, this occurs at distances bellow 40 cm.

2.6 Conclusions

In this chapter, a new indoor positioning and tracking architecture for systems that use

a single pan and tilt camera was presented. The proposed approach uses suboptimal

stochastic multiple-model adaptive estimation techniques, which provide real time esti-

mates for the position, linear velocity, linear acceleration, and angular speed, of targets

that move in the 3D space. This framework allowed us to use a model for the dynamics of

the target that depends on its (assumed constant) angular speed, even when measurements

of this value are not available, as is the case here. A new lens distortion calibration method,

based on the idea that straight lines in the scene must project into straight lines in the

images, was also provided. Experimental results illustrating the performance of the whole
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Figure 2.12: Comparison between a model-free strategy and the proposed model-based approach,
for the circular trajectory experiment.

system for several different target trajectories, obtained using a single low-cost pan and

tilt camera, were presented. Accuracies on the order of a few centimeters were obtained

for the real time target position estimates. Results showing that the proposed model-based

strategy outperforms a model-free approach, even when the angular speed of the target

varies over time, were also provided. The main limitation of the system presented in this

chapter is the assumption that information about the dimensions of the target is available.
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In this chapter, the depth estimation algorithm used in the image processing module of

the proposed architecture, see Fig. 2.1, is addressed with more detail. In particular, new

methodologies for monocular depth estimation, i.e., for the estimation of the depth of

a target with unknown dimensions, when only one camera is available, are proposed.

The presented algorithms use depth from focus strategies, and enrich the positioning

and tracking system introduced in Chapter 2 by dropping the assumption that some

information about the target, namely about its dimensions, is available. These algorithms

were first proposed in [2], [8], [9], and [10].

Monocular depth estimation plays a key role in many areas, such as 3D reconstruction

[BGMG08], obstacle detection [DRRB07], video surveillance [HHD00], or positioning,

as is the case here. In multi-camera approaches, triangulation strategies are the most

effective solution to estimate the position of a target, and thereby its depth. However, for

systems with small baselines, i.e., with small depth sensitivities, or for systems with only

one camera, triangulation methods are not the best option, see [SK98]. In these situations,

monocular depth estimation strategies should be considered. Moreover, multi-camera sys-

tems have two significant disadvantages: the image-to-image matching problem, perhaps

the major source of errors in these type of strategies, and the missing part problem (it is

not possible to estimate the depth of points that are visible only in one image).

When a single camera is used, the depth of a point in the 3D world can be estimated

by exploiting the relation between this quantity and the amount of blur that corrupts the

projection of the point into acquired images. This is done by modeling the influence that

some of the camera intrinsic parameters have on images acquired with a small depth of

field. Based upon this principle, there are three main strategies that have been exploited:

depth from blur by focusing, see [VMMS03] and [PDTH89], depth from blur by zooming,

see [ABO01], and depth from blur by irising, see [EL93]. In this work, we are mainly
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3. Monocular depth estimation

concerned with depth estimation from blur by focusing. Two different techniques based

upon this approach can be found in the literature: depth from defocus, see [PDTH89] and

[EL93], and depth from focus, see [Kro87], [VMMS03], and [NN94]. The depth estimation

strategy that is proposed here is based on this latter method, since this approach does

not require a mathematical model for the blurring process of the camera, i.e., the Point

Spread Function (PSF) responsible for the blurring does not need to be modeled.

In this chapter, two novel approaches to estimate the depth of a target are described:

one based on a complementary filter and other based on a Linear Parameter Varying (LPV)

observer. These strategies combine measurements of the depth of the target, obtained

with algorithms that exploit the concept of depth from focus, see [Kro87] and [EL93], with

measurements of the dimensions of the images of the target. In the complementary filter

approach, the measurements of the dimensions of the projection of the target into acquired

images are used to infer the value of the target depth derivative over time, i.e., the velocity

of the target along the camera principal axis. This quantity is corrupted by a bias, which

is the result of assuming an incorrect value for the target unknown dimensions. However,

since the proposed complementary filter estimates this bias, it provides estimates for the

instantaneous depth of a target describing arbitrary trajectories in the 3D world, without

requiring the availability of further information about its dimensions and shape. In the

observer-based approach, the dynamics of the depth of the target is written as a function

of a parameter that depends on the dimensions of the projection of the target into acquired

images, which leads to a LPV observer for the depth of targets with unknown dimensions.

Given the considerations above, the use of the proposed depth estimation strategies leads

to a new monocular indoor positioning and tracking system, which estimates in real

time the position, linear velocity, linear acceleration, and angular speed of targets with

unknown dimensions. These estimates are absolute since absolute measurements of the

target depth are used. If relative depth measurements were considered, as is usually the

case in monocular systems that deal with the aforementioned type of targets, the target

position, velocity, and acceleration, estimates would be obtained up to a scaling factor.

The main contributions in this chapter are:

• the complete process of synthesis, analysis, implementation, and validation in real

time of two new depth estimators for target tracking and positioning;

• a detailed study of the influence that some of the camera parameters, such as the

focal length and the aperture, have on the proposed algorithms;

• experimental results comparing the performance of the proposed methods with

other state-of-the-art monocular and stereo-based depth estimation strategies;
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3.1 Depth measurements

• experimental results illustrating the behaviour of the positioning and tracking

system that results from integrating the monocular depth estimation strategies

presented in Chapter 3 into the system proposed in Chapter 2, when the target is a

small indoor UAV.

This chapter is organized as follows. The process of obtaining the image-based mea-

surements used by the depth estimation algorithms is described in Section 3.1. The

proposed complementary filter and LPV observer are studied in Sections 3.2 and 3.3,

respectively, where their design and analysis are detailed. In Section 3.4, experimental

results illustrating the performance of the proposed depth estimation algorithms and

the behaviour of the whole positioning and tracking system are presented. Finally, some

concluding remarks are provided in Section 3.5.

3.1 Depth measurements

In this section, the process of obtaining the measurements used by the depth estimation

algorithms proposed in the remaining of this chapter is described. Measurements of the

depth of the target are obtained using depth from focus strategies, and the target depth

derivative is inferred from the variation of the boundary of the target in the images.

3.1.1 Target depth

There are two traditional approaches to model the image formation process: one uses geo-

metrical optics and the other physical optics. The first is an approximation that disregards

behaviours specifically attributed to the wave nature of light, such as interference and

diffraction, and relies on ray tracing. The great simplicity of this approach compensates

for its inaccuracies. On the contrary, the second relies on diffraction theory, and its results

are exact. In this work, only geometrical effects are considered since the spatial resolution

of the used imaging system makes diffraction effects negligible.

The idea of inferring depth from focus is based on the concept of depth of field, which

is a consequence of the inability of one lens to simultaneously focus planes on the scene at

different depths. The depth of field corresponds to the distance between the farthest and

the nearest planes on the scene whose points appear in acquired images with a satisfactory

definition, according to a certain criterion.

By considering a thin model for the lens of the camera, see [Hec01], it is possible to

establish a nonlinear relation between the distance z from the lens to the plane that the

camera can exactly focus at each instant of time (the object plane), and the distance v

between the lens and the image plane at which the projection of points in the object plane

appears sharply focused, see Fig. 3.1. To complete the relation, the focal length f of the
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Figure 3.1: Model for the imaging process of a thin lens.

lens must be taken into account. This relation is known as the Gaussian Lens Formula,

see [Hec01], and can be rearranged in the form

z =
f v

v − f
. (3.1)

If the boundary of the target is considered to belong to the object plane, and the origin

of the camera reference frame is coincident with the lens of the camera, this expression

can be used to estimate the depth of a target moving in the scene, i.e., its distance with

respect to the origin of the camera reference frame measured along the camera optical

axis. In order to do that, both the focal length of the camera and the value of v, i.e., the

value of the camera focus that minimizes the amount of blur that corrupts the projection

of the target into acquired images, must be known. The estimation of this last quantity

requires the definition of a metric that quantifies the sharpness of a transition in an image.

Metrics related with high-frequency energy contents in the image, Fourier transform,

image gradient, or Laplacian, are detailed in [Kro87]. Our goal is to estimate the depth of

a target, therefore the proposed metric aims to maximize the image gradient magnitude

across lines orthogonal to the target boundary, which, as described in Section 2.3.1, is

obtained using active contours. This approach considers that the real target boundary is

on a plane perpendicular to the camera principal axis, which is the plane that appears

sharply focused when the camera focus value v0 (i.e., the distance between the lens and

the plane of the camera CCD sensor) is the one that optimizes the proposed metric. This

assumption is not too restrictive, since, for typical applications, the difference between the

depths of the points that belong to the target contour is usually small when compared with

the accuracy of the depth estimation algorithm. The plane in which the target boundary is

considered to be (the object plane) is the plane that specifies the depth of the target. The

problem at hand can be written as

v = argmin
v0

g(v0),
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where the cost function

g(v0) =
[

1
Nl

Nl∑
i=1

max
(x,y)∈li

||∇Iv0
(x,y)||2

]−1

(3.2)

is the inverse of the mean of the square of the image gradient magnitude maximum values

across lines approximately orthogonal to the boundary of the target. Moreover, Nl denotes

the number of used lines, li the i-th line, ∇ the gradient operator, and Iv0
(x,y) the intensity

of the image acquired with the focus value v0 at point (x,y). The formulation of this

problem as the minimization of g(v0), instead of the maximization of its inverse, is based

on the model that will be proposed for this function in the sequel. An example of the

quantities introduced above can be found in Fig. 3.2. The target used in the figure is very

simple and leads to smooth curves for the intensity of the image and for the gradient

magnitude, see Figs 3.2(b) and 3.2(c). The level of noise in typical applications is usually

larger, but its effect on the performance of the algorithm should be mitigated by the use of

several lines, see Fig. 3.2(a).

(a) Lines crossing the boundary of the
target.
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(c) Image gradient magnitude along one of the lines.

Figure 3.2: Example of a simple target (in this case a red circle in a white background) and example
of the quantities used to obtain the cost function value. In (a), the boundary of the target, in black,
and lines approximately orthogonal to it, in blue, are shown. In (b) and (c), the image intensity and
the image gradient magnitude, respectively, along one of the lines depicted in (a), are presented.
The dot in red identifies the maximum of the image gradient magnitude, and s ∈ [0,1] is a variable
used to parametrize the lines.

In order to gain some insight into how to model the cost function, consider a scene
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consisting of a plane at a given depth. In this case, images acquired with a focus value

v0 can be obtained by convolving the ideal sharply focused image If (x,y) of the plane

with the point spread function h(x,y) of the lens system for the depth of the plane,

i.e., with the function that models the camera blurring process for the plane depth,

Iv0
(x,y) = If (x,y) ∗ h(x,y).

A common model for the PSF is a circle with constant intensity. Let, in this situation,

the PSF be

h(x,y) =
{ 1

πR2
c

, x2 + y2 ≤ R2
c

0 , x2 + y2 > R2
c

,

where Rc denotes the radius of the circle, and consider the existence of a vertical step in

the sharply focused image of the form I
f
v0(x,y) = a1 + a2u(x − x0), where u(x − x0) is the

standard unit step function centered at point x0, a1 is the intensity of the image when

x < x0, and a2 is the magnitude of the step. Thus, this approach profits from the used

target segmentation method.

In this situation, it is straightforward to show that the partial derivative of Iv0
(x,y)

with respect to y is null, since Ifv0(x,y) does not depend on this variable, and differentiation

and convolution are linear operations, thus they commute. Using this fact, and after

some mathematical manipulation, it is also possible to show that the partial derivative of

Iv0
(x,y) with respect to x is

0 , |x− x0| > Rc
2a2

πR2
c

√
R2
c − (x− x0)2 , |x− x0| ≤ Rc

.

By considering a line l orthogonal to the boundary of the target, it is easy to conclude that

max
(x,y)∈l

||∇Iv0
(x,y)||2 = ||∇Iv0

(x,y)||2
∣∣∣∣∣
x=x0

=
(

2a2

πRc

)2

.

If some trigonometric manipulations are used, the value of Rc can be written as a

function of the already defined quantities f , z, and v0, and the diameter L of the lens (here

also referred to as aperture), see [EL93] for details. The replacement of the value of Rc in(
2a2
πRc

)
2 by its expression allows us to write the cost function proposed in (3.2) in the form

g(v0) =
(f − z)2v2

0 + 2f z(f − z)v0 + (f z)2

[4f za2/(Lπ)]2 . (3.3)

According to the discussion above, which is supported by the results presented in

Fig. 3.3 for a 215 PTZ camera from AXIS1, the cost function in (3.2) is expected to depend

quadratically on v0. Therefore, a quadratic model is considered for this function. Since

three coefficients are enough to define the shape of a quadratic function, the acquisition

1http://www.axis.com
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Figure 3.3: Cost function for a 215 PTZ camera from AXIS, when the camera focal length is 29 mm
and the target is 3 m away from the lens.

of at least three images with different focus values (which provide at least three measure-

ments of g(v0), one per focus value) is enough to estimate the three coefficients of the cost

function model. If three or more images are acquired, a system of linear equations results,

which can be solved resorting to the standard linear least squares method [BH97]. Here,

the minimum number of required images is used. The linear dependence of this model

on the parameters that must be estimated is the reason why the minimization of g(v0) is

considered, instead of the maximization of its inverse, which seems more intuitive. The

estimated coefficients can be easily converted into estimates of v = argminv0
g(v0), i.e.,

estimates of the camera focus value that minimizes the cost function for a given depth of

the target, since this value corresponds to the one that minimizes the quadratic function.

By repeating this procedure over time, successive estimates of the value of v result, and,

as a consequence, estimates of the instantaneous depth z of the target can be computed

using (3.1).

In order to study the sensitivity of the estimates of the depth z of the target with

respect to the estimates of the value of v, let us compute the partial derivative ∂z
∂v of z with

respect to v, which is given by
∂z
∂v

= −
(
z
f
− 1

)2

,

according to (3.1). If δz and δv are used to denote small perturbations in the value of z

and v, respectively, around some fixed points, we have that

δz ≈ ∂z
∂v
δv

≈ −
(
z
f
− 1

)2

δv,

where the symbol ≈ is used to indicate that the two members of the equation are approxi-

mately equal. As can be seen, the uncertainty in the estimation of z grows quadratically

with the depth of the target, if the accuracy in the estimation of v is assumed to be the

same for all possible depths.
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A simplified version of the architecture of the proposed depth estimation strategy

is depicted in Fig. 3.4. In this figure, zm denotes the measurements of the target depth

filter/
observer

sec. 3.1.1
sec. 3.1.1

eq. (3.1) sec. 3.2/3.3
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Iv01
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v

v zm ẑ
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Figure 3.4: Architecture of the proposed depth estimation algorithm.

provided by the algorithm described in this section, which can be written in the form

zm = z + zd, where zd is the noise that corrupts the measurements of z. Moreover, ẑ

denotes target depth estimates, obtained from one of the algorithms that are proposed in

Sections 3.2 and 3.3, and Iv0i
and g(v0i ), i = 1,2,3, denote, respectively, the three images

used by the described depth estimation algorithm and the cost function measurements

extracted from these images. It is assumed that the depth of the target does not change

during the acquisition of these three images, which is not true in many situations. However,

the impact of this assumption in the performance of the proposed algorithms should not

be significant when compared with the accuracy of the estimates of the target depth, as

long as the target does not perform aggressive maneuvers in the direction of the camera

principal axis. The value of vc0 corresponds to the focus value used to command the focus

of the camera.

The depth estimation strategy proposed above consists in using three images (more

images can be used if higher accuracies are required) to obtain three measurements of

a cost function, and then fit a parabola to such measurements. The focus value that

minimizes this parabola is the one that is used to estimate the depth of the target. An

alternative approach would consist in moving the CCD sensor of the camera in such a way

that the target was always in focus, see for instance [SSNW83] and [Kro87], and the work

in [WSN85], where this problem is explicitly cast as an adaptive control problem. The

idea of such an approach would be to compute the value of the cost function, move the

sensor, recompute the value of the cost function, and then use the sign of the difference

of the values of the cost function to infer if the sensor moved in the correct direction.

This procedure would be repeated over time, and the focus value that sharply focused

the target in each time instant would be used to estimate the depth of the target. The
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problem with this method is that it would require more evaluations of the cost function

than our approach, and these evaluations are time-consuming, thus their number must be

minimized.

The accuracy of the target depth estimates obtained with the strategy proposed in this

section depends on the depth of field Dof of the optical system, which can be written in

the form

Dof =
4z(z− f )f LRc

(f L)2 − 4(zRc)2 , (3.4)

where

(f L)2 − 4(zRc)
2 > 0 and z− f > 0 .

These expressions can be derived from equation (3.1), if some simple trigonometric

relations, that can be inferred from Fig. 3.1, are used. As can be seen, larger target depths

lead to larger depths of field, as they decrease and increase, respectively, the values of

the denominator and numerator in (3.4). The influence that the camera focal length and

aperture have on the depth of field of the an optical system is on the opposite direction,

i.e., large focal lengths and large apertures lead to small depths of field, see [Ray02]. The

smaller the depth of field, the more accurate are the depth estimates. Thus, estimates of

depths of targets that are close to the lens, obtained using large focal lengths and large

apertures, tend to be more accurate.

The accuracy of the depth estimates also depends on the shape of the cost function.

It is difficult to compute the minimum of a flat cost function, for instance. Thus, it is

important to understand the influence that some quantities have on this function, namely

the scene illumination, and the camera focal length and aperture.

The scene illumination influences the shape of the cost function in (3.3) through the

value of a2. However, this influence can be minimized by scaling the intensity of acquired

images along the lines l in such a way that the magnitude a2 of the step functions is the

unit. As illustrated in Fig. 3.5, this strategy makes the impact of the scene illumination

in the shape of the cost function small, specially in the vicinity of its minimum, which

is the region of interest. This is not true outside this region, since the noise corrupting

the derivative of the image intensity is not negligible when the target boundary is too

blurred and the image intensity values are small, which occurs when the scene is poorly

illuminated.

In order to study the influence of the camera focal length and aperture on the shape

of the cost function, let the quadratic function in (3.3) be written in the form g(v0) =

av2
0 + bv0 + c. Flat cost functions are associated with small values of a, and large values of

a lead to cost functions with narrow concavities, whose minimum is easier to compute.

Therefore, the value of a defines how difficult it is to find the minimum of the cost function.
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Figure 3.5: Influence of the scene illumination on the cost function for several target depths when
the image intensity is scaled (results obtained with a 215 PTZ camera from AXIS; f = 45.6 mm).

The partial derivatives of a with respect to the camera focal length and aperture are given

by

∂a
∂f

= 2z
(
Lπ

4zf a2

)2(
1− z

f

)
∂a
∂L

= 2L
(
π

4za2

)2(
1− z

f

)2

.

For typical applications, ∂a∂f < 0 since z > f (f is on the order of some millimeters). This

indicates that small focal lengths lead to cost functions with narrow concavities. However,

as stated previously, small focal lengths are associated with large depths of field. Thus,

there is a tradeoff between the depth of field and the precision in the computation of the

cost function minimum that must be taken into account when choosing the focal length.

The balance between these two aspects depends on the particular optical system in use.

In what concerns the camera aperture, large values must be used to improve the

accuracy of the depth estimates since they lead to cost functions with narrow concavities,
∂a
∂L > 0, and to small depths of field.

Note that the measurements obtained according to the proposed strategies are robust

to variations in the camera focal length and aperture, which may change the shape of the

cost function, since the proposed estimation process computes new parabola coefficients

in each iteration of the algorithm, leading to the adaptation of the cost function model to

those values.

3.1.2 Target depth derivative

According to equation (2.10), and assuming that f and R remain constant, it is possible to

write the derivative of the depth of the target with respect to time in the form

ż = − ṙ
r2
Rf , (3.5)
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where r and ṙ denote the dimension of the image of the target (i.e., the square root of the

trace of the covariance matrix associated with the boundary of the image of the target, see

Section 2.3.2) and its derivative with respect to time, respectively. Both quantities follow

from the boundary of the target in the image, and their measurements are here denoted

rm and ṙm.

Relation (3.5) is a function of the value of R, which corresponds to the dimensions of

the real target, measured on the object plane. When this quantity is not known, i.e., when

the dimensions of the target are not available, an extra term γ, that takes this uncertainty

into account, must be added to the value of R, resulting in the expression

ż′ = − ṙ
r2
Rf︸ ︷︷ ︸
ż

− ṙ
r2
γf︸ ︷︷ ︸
β

for the target depth derivative. The value of ż corresponds to the real target velocity in

the direction of the camera principal axis, and β corresponds to a bias term that results

from taking γ into account. The new quantity ż′ denotes a biased version of the target

depth derivative ż.

The measurements ψm of the target depth derivative provided by the previously

described method have the form

ψm = ψ+ β +ψd + βd , (3.6)

where ψ denotes the real target depth derivative over time, ψd the noise that corrupts the

measurements of this quantity, and βd is a disturbance related to the bias value. The noise

may come, for instance, from errors in the segmentation of the target.

At this point, several similar quantities have been introduced. In order to clarify the

notation, a list of these quantities is presented next with the associated meaning (some of

them are only defined in the upcoming sections, but are also presented here to augment

the legibility of the document):

• z: target depth, i.e., distance from the lens to the object plane associated with the

target, measures along the camera optical axis;

• r: dimensions of the image of the target, i.e., dimensions of the target measured in

the image plane;

• R: dimensions of the target measured in the object plane;

• R̂k: estimate of R computed using the measurements obtained at the time instant

kT ;

49



3. Monocular depth estimation

• R̂: estimate of R computed using the measurements obtained along the whole

experiment;

• R′: parameter used to replace R, whose value is unknown (more explanations about

this quantity are provided in Section 3.4);

• z′: biased version of the target depth that results from replacing the target dimen-

sions R, in (2.10), with R′;

• Rc: point spread function radius.

3.2 Depth complementary filter

A complementary filter that provides estimates for the depth of a moving target is pro-

posed in this section. Initially, for motivation, a simple continuous-time complementary

structure for situations where the dimensions of the target are known is presented. After-

wards, this structure is modified to address the same problem when the dimensions of the

target are not known. A rigorous formulation of the problem addressed in this section is

presented next.

Problem statement 3.1. Consider a moving target with unknown dimensions and unknown

position (x,y,z) in the camera reference frame {C}. Suppose that measurements{
zm = z+ zd
ψm = ψ+ β +ψd + βd

of the target depth and its derivative are obtained from images acquired with a single camera,

and that both quantities are corrupted by noise (zd and ψd, respectively) in complementary

frequency regions. These quantities are measured with respect to the camera reference frame.

The value of the target depth derivative is affected by a bias term β, which results from the

unknown nature of the target dimensions, and which is corrupted by a disturbance βd. Given

these assumptions, design a filter that provides an optimal solution in the minimum mean

square error sense for the problem of estimating the instantaneous depth of the moving target.

3.2.1 First-order: known target dimensions

When the target dimensions R on the object plane are known, the measurements of

the target depth derivative presented in (3.6) are not biased, since the value of γ, and

consequently the value of β, are null. A filter that estimates the target depth using the

measurements zm and ψm is deduced below.
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3.2 Depth complementary filter

Let z(s) and ψ(s) denote the Laplace transforms of z and ψ, respectively. Then, for

every k > 0, z(s) admits the stable decomposition

z(s) =
k
s+ k︸︷︷︸
T1(s)

z(s) +
s

s+ k︸︷︷︸
T2(s)

z(s), (3.7)

with T1(s) and T2(s) satisfying the equality T1(s) +T2(s) = I, where I denotes the identity

operator.

Using relation ψ(s) = sz(s), it follows from (3.7) that z(s) = Fz(s)z(s) +Fψ(s)ψ(s), which

suggests a filter with the structure

ẑ = Fzzm +Fψψm, (3.8)

where Fz and Fψ are linear time-invariant operators with transfer functions Fz(s) and

Fψ(s), respectively. From the equations above, it is straightforward to deduce that the filter

admits the state-space realization F

˙̂z = ψm + k(zm − ẑ), (3.9)

which is represented in Fig. 3.6.

k

k
-

+
1
s

F
ψm

zm ẑ

Figure 3.6: First-order complementary filter.

Considering that T1 and T2 denote linear time-invariant operators with transfer func-

tions T1(s) and T2(s), respectively, it is possible to rewrite (3.8) in the form

ẑ = (T1 + T2)z+Fzzd +Fψψd, (3.10)

which shows that the estimate ẑ provided by the filter consists of an undistorted copy

(T1 + T2)z = z of the original signal z, corrupted by the measurement noises zd and ψd.

From the deduction above, it is possible to conclude that the proposed filter relies on

information provided by the depth from focus algorithm at low frequencies only, since

T1(s) corresponds to a low-pass filter. Moreover, the derived complementary filter blends

the previous information with that from the target depth derivative at high frequencies,

since T2(s) = I −T1(s) corresponds to a high-pass filter. This decomposition into different
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3. Monocular depth estimation

frequency regions, that results from the complementary filter structure, holds the key to

its practical success, as it mimics the natural frequency decomposition induced by the

physical nature of the sensors. In this situation, for instance, the target depth measure-

ments, obtained from the depth from focus algorithm, provide reliable information at low

frequencies only, whereas the target depth derivative measurements may be corrupted

by a bias in the same frequency region (as exemplified in next section), which makes it

useful at higher frequencies.

The complementary filter design corresponds to the choice of the parameter k, i.e.,

to the choice of the cutoff frequency of the low- and high-pass filters, which is entirely

dictated by the physical characteristics of the sensors. Therefore, the emphasis, that in

Wiener and Kalman filtering is put into describing process and measurement noises, see

[BH97], is shifted from a statistical framework to a deterministic framework, where the

aim is to shape the filter closed-form transfer function. The filter can be designed using

any efficient method, and the analysis of the filter can be performed in the frequency

domain using Bode plots.

In the described case, the stochastic underlying process model, here calledM, can be

written relying on the realization

ΣM :=
{
ż = ψm −ψd
zm = z+ zd

,

where ψd and zd play the roles of process and measurement noises, respectively. In an

H2 setting, the objective is to minimize the estimation error z− ẑ for given values of the

covariances of ψd and zd. The optimal solution to this problem has the complementary

structure presented in (3.9). The covariances of ψd and zd are simply viewed as design

parameters to vary the cutoff frequency of the filter.

3.2.2 Second-order: unknown target dimensions

In most situations, there is no information about the dimensions of the target. Therefore,

the value of γ, and as a consequence the value of β, are not known, and the measurements

of the target depth derivative presented in (3.6) are biased. The simple complementary

structure described previously does not allow steady-state bias estimation. However,

a modified version of its structure, augmented with an extra integrator, will meet this

additional constraint. This strategy results in a new complementary filter, depicted in

Fig. 3.7 and described in the remainder of this section, with the realization

ΣM :=


[

˙̂x1
˙̂x2

]
=

[
−k1 1
−k2 0

][
x̂1
x̂2

]
+
[
k1
k2

]
zm +

[
1
0

]
ψm

ẑ =
[

1 0
][ x̂1
x̂2

] , (3.11)
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3.2 Depth complementary filter

where x1 and x2 denote the states associated with the depth of the target and with the bias

term, respectively, and k1 and k2 are filter gains. Note that, as mentioned in the end of

Section 3.1.2, the bias term models the uncertainty resulting from having a target with

unknown dimensions. It is possible to show that this bias can also be seen as a term that

comprises slowly time-varying perturbations in the dimensions of the target. Therefore,

the estimation of the extra state variable x2 mitigates the effect of assuming constant target

dimensions.

-

+
1
s

F

1
sk2

+
k1

ψm

zm ẑ

Figure 3.7: Complementary filter with bias estimation.

From equation (3.11), it is possible to show that the estimated target depth can be

rewritten as in (3.10), where the transfer functions of T1 and T2 take the form

T1(s) =
k1s+ k2

s2 + k1s+ k2
and T2(s) =

s2

s2 + k1s+ k2
,

respectively, and the intensity of the noise term is given by Fzzd + Fψ(ψd + βd). This

term depends on the transfer functions Fz(s) = T1(s) and Fψ(s) = s/(s2 + k1s + k2). As

before, T1(s) + T2(s) = I, where T1(s) and T2(s) correspond to low- and high-pass filters,

respectively. The second order complementary filter proposed blends the information

provided by the depth from focus algorithm at low frequency regions, with that of the

target depth derivative in the complementary frequency range, leaving the original signal

z undistorted. Therefore, low frequency bias in the disturbances that corrupt ψm will

be naturally rejected at the output. Note also that the filter rejects high frequency noise

present in zm.

In this situation, the underlying process model can be written relying on the realization

ΣM :=


[
ẋ1
ẋ2

]
=

[
0 1
0 0

][
x1
x2

]
+
[

1
0

]
ψm −

[
ψd
βd

]
zm =

[
1 0

][ x1
x2

]
+ zd

, (3.12)

where ψd and βd correspond to the process noise and zd to the measurement noise. One of

the two measurements available (ψm) is used as an input to the differential equation that

models the process, and the other (zm) as the observation. So far, no assumption about the
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3. Monocular depth estimation

noise was made. However, if the process and measurement noises are stationary, white,

and Gaussian processes with zero-mean, then, as stated in Lemma 3.1, the complementary

filter described in this section corresponds to a stationary Kalman Filter for the realization

presented in (3.12). Therefore, according to the properties of KFs, see [BH97], the pro-

posed complementary filter provides a stable and optimal solution, in the minimum mean

square error sense, for the problem of estimating the depth of a target evolving according

to the presented underlying process model. Note that, under the aforementioned Gaussian

assumptions, the bias term is modeled as a Wiener process.

Lemma 3.1. Let the process and observation noises in realization (3.12) correspond to station-

ary white Gaussian noises with zero-mean and spectral densities σ2
ψ, σ2

β, and σ2
z , respectively

(i.e., ψd ∼N (0,σ2
ψ), βd ∼N (0,σ2

β), and zd ∼N (0,σ2
z )), and β denote a low frequency bias that

corrupts the measurements of the target depth derivative. Then the complementary filter in

(3.11) is the stationary Kalman Filter for the system (3.12) if k1 =
√

2σβ/σz + (σψ/σz)2 and

k2 = σβ/σz.

Proof. Let the system realization (3.12) assume the form{
ẋ = Ax + Bu + Lη
y = Cx +ϑ

,

where x=[x1 x2]T , u=ψm, y=zm, η=[ψd βd]T , ϑ=zd,

A =
[

0 1
0 0

]
, B =

[
1
0

]
, L =

[
−1 0
0 −1

]
, and C =

[
1 0

]
.

Consider that the process noise η and the observation noise ϑ correspond to stationary

white Gaussian noises with zero-mean and spectral densities Q = diag[σ2
ψ, σ

2
β] and R = σ2

z ,

respectively. In this situation, the estimation error covariance matrix P of the KF for the

system (3.12) is the solution of the Riccati equation Ṗ = AP+PAT +LQLT −PCTR−1CP, see

[BH97] for more details. The stationary KF is obtained by setting Ṗ = 0 in this equation.

Considering the general expression P =
(
p11 p12
p21 p22

)
for the estimation error covariance matrix,

where p12 = p21 by the properties of symmetry of covariance matrices, the solution of

the Riccati equation in steady-state leads to p11 = σz
√

2σβσz +σψ2, p12 = p21 = σβσz, and

p22 = σβσz
√

2σβσz +σψ2. The KF gain that follows from this solution is K = PCTR−1 =[√
2σβ/σz + (σψ/σz)2 σβ/σz

]T
, which leads to the equation

˙̂x = Ax̂ + Bu + K(y −Cx̂)

=

 −
√

2
σβ
σz

+
(σψ
σz

)2
1

−σβσz 0

 x̂ +


√

2
σβ
σz

+
(σψ
σz

)2

σβ
σz

zm +
[

1
0

]
ψm,

for the state estimate provided by the KF. This equation is equivalent to the one that

provides the state estimate according to the complementary filter in (3.11), when k1 =
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√
2σβ/σz + (σψ/σz)2 and k2 = σβ/σz. Therefore, under the stated assumptions, the comple-

mentary filter proposed in this section corresponds to a stationary Kalman Filter.

In an H2 setting, the goal is to minimize the state estimation error for given values of

the covariances of ψd, βd, and zd. As mentioned, the optimal solution to this problem has

the complementary structure described in (3.11). Therefore the covariances of ψd, βd, and

zd, can be regarded as design parameters to vary the cutoff frequency of the filter.

In summary, two strategies can be used to obtain the gains of the filter: a deterministic

approach, in which classical strategies, based on pole placement, for instance, are used,

see [Rug96], and a stochastic approach, in which the noise variances are determined and

used to compute the filter gains.

The discrete-time equivalent of the proposed second-order complementary filter is

obtained by sampling the solution of the state equation in (3.11) at time instants kT , where

T is the sampling interval and k = k0, k0 + 1, . . . ; the value of k0 is associated with the initial

time instant k0T . By assuming that the inputs, zm and ψm, of the filter remain constant

between sampling instants, a discrete time-invariant linear state equation for the filter

results, see [Rug96] for more details.

The discrete-time complementary filter proposed in this section provides estimates

for the depth of a target, with unknown dimensions, moving in a 3D scene. This filter

is suitable for the tracking system described in Section 2.1, since it is appropriate for

implementation in a digital computer.

3.3 Depth LPV observer

In this section, a depth estimation strategy, alternative to the complementary filter de-

scribed in Section 3.2, is pursued. A state-space formulation for the evolution of the target

depth is derived in continuous time, and an observer for the state of the LPV system that

results is proposed. The analysis of the observer stability and its discrete-time version are

also provided.

3.3.1 Continuous-time observer

In order to derive a state-space formulation for the evolution of the depth of the target,

consider that both R and f , in equation (2.10), do not vary over time, and that the

measurements rm and ṙm, of r and ṙ, respectively, are exact. Under these assumptions, it is

straightforward to show that the derivative of the depth of the target with respect to time

can be written in the form

ż = − ṙm
rm
z. (3.13)
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3. Monocular depth estimation

By denoting the quotient −ṙm/rm by a parameter α, and by considering that exact mea-

surements zm of the target depth are available, a deterministic LPV system with the

realization {
ż = αz
zm = z

results. An observer for the state z of this system can be written in the form

˙̂z = αẑ+ h(zm − ẑ), ẑ(t0) = ẑ0, (3.14)

see [Rug96], where ẑ and ˙̂z are the target depth estimate and its derivative with respect to

time, respectively; h is the observer gain, t0 is the initial time instant, and ẑ0 is the initial

estimate for the target depth.

From the considerations above, it is straightforward to show that the state estimation

error z̃ = z− ẑ satisfies the linear state equation

˙̃z = (α− h)z̃, z̃(t0) = z0 − ẑ0, (3.15)

where ˙̃z denotes the derivative of the estimation error with respect to time. The unknown

parameter α depends on the target velocity and on the target depth, as it can be written in

the form α = ż/z. Since all physical systems have limitations in terms of maximum velocity,

ż is bounded. Moreover, it is physically impossible that the target depth goes below a

certain value (the target and the camera cannot coincide), thus α is upper bounded and

the bound depends on the type of motion of the target. According to this reasoning, the

gain h must be chosen according to the experiment at hand to guarantee the stability of

the observer, see Lemma 3.2.

Lemma 3.2. The linear state equation (3.15) is uniformly exponentially stable if the gain h of

the observer verifies h ≥ αmax + ν/q, where αmax is the upper bound of α, and ν and q are finite

positive constants.

Proof. Consider the Lyapunov function V (z̃) = qz̃2/2, where q is a finite positive constant.

From the error dynamics in (3.15), it is possible to show that the derivative of this

Lyapunov function with respect to time has the form V̇ (z̃) = q(α − h)z̃2. According to

Lyapunov theory, see [Rug96], the linear state equation (3.15) is uniformly exponentially

stable if there exists a q that, for all possible values of α, verifies q(α−h) ≤ −ν, where ν is a

finite positive constant. This relation can be rewritten in the form h ≥ α+ ν/q. Consider

that α has an upper bound αmax, which is specified by the values that both rm and ṙm can

assume. If the gain of the observer is chosen in such a way that h ≥ αmax + ν/q is verified,

for given values of ν and q, then the observer-error state equation (3.15) is guaranteed to

be uniformly exponentially stable.
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From equations (3.9) and (3.14), it is possible to infer that the structure of the first-

order complementary filter proposed in Section 3.2.1 and the structure of the LPV observer

presented in this section are very similar. The main difference is in the computation of the

target depth derivative. In the complementary filter, it is based on relation (3.5), which

is a function of the target dimensions R measured on the object plane, and in the LPV

observer it is based on relation (3.13), which is a function of the state variable z. The

two expressions are equivalent, however, the latter does not require the knowledge of

the target dimensions. This is an important advantage since the performance of both

strategies is similar, as will be seen in next section.

3.3.2 Discrete-time observer

According to relation (3.14), the depth estimates provided by the proposed observer can

be rewritten in the form
˙̂z(t) = (α(t)− h)︸    ︷︷    ︸

a(t)

ẑ(t) + hzm(t), (3.16)

where a is a new parameter. The time variable t, omitted in previous sections, was used

here to distinguish the terms that depend on time from the ones that do not.

The solution of the homogeneous equation ˙̂z(t) = a(t)ẑ(t) is given by

ẑ(t) = e
∫ t
τ
a(σ)dσ︸   ︷︷   ︸
Φ(t,τ)

ẑ(τ),

where τ is an arbitrary instant of time verifying t ≥ τ. Therefore, the solution of (3.16) has

the form

ẑ(t) =Φ(t,τ)ẑ(τ) +
∫ t

τ
Φ(t,σ)hzm(σ)dσ, t ≥ τ,

see [Rug96] for more details. Evaluating this expression for t = (k+ 1)T and τ = kT , where

T is a fixed positive constant and k = k0, k0 + 1, . . . , yields

ẑk+1 = Fkẑk +Λkuk,

where uk and ẑk denote the input zm and the state estimate ẑ, respectively, at instant

kT . The values of the input zm and the parameter a are assumed to be constant over

the integration range, and the index k0 is associated with the initial time instant k0T .

According to the considerations above, we have Fk = eakT and Λk = h(eakT − 1)/ak, where

ak = −h− ṙmk
/rmk

. The variables associated with the subscript k are discrete, with values

that correspond to the evaluation of their continuous-time versions at time instant kT .

The discrete-time LPV observer derived in this section provides estimates for the

depth of a target, with unknown dimensions, moving in a 3D scene. This observer is

suitable for the proposed tracking system, since it is appropriate for implementation in a

digital computer.
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3.4 Experimental results

In this section, the proposed depth from focus algorithm is compared with alternative

approaches reported in the literature. Real time experiments illustrating the performance

of the described depth estimation strategies and the behaviour of the whole positioning

and tracking system when the target is a UAV are reported.

The results presented in this section were obtained with the 215 PTZ camera from AXIS.

Images with the spatial resolution 704×576 pixels were used. Since image segmentation

is itself a complex domain, which is out of the scope of this work, targets with vivid

colours, identified using simple color segmentation strategies, were used. Initially, an

image of the scene is acquired, and an initialization of the active contour, which must

include the image of the target, is provided to the system by the user. After this step, no

more user interaction is required, and the target contour is initialized in each instant in

the region of the image where it is expect to appear, according to the predictions of the

state estimator described in Section 2.4. The dimensions of these initial contour estimates

are extrapolated from the dimensions of the target boundary estimates obtained in the

previous instant. During the algorithm, successive reparametrizations of the contour

estimates are performed to guarantee that two consecutive points are not closer than a

given distance (20 pixels, for the reported experiments).

The segmentation of the target and the extraction of its contour have an important

impact on the performance of the proposed algorithms. If the contour of the target is

not properly identified, the direction associated with the position of the target in the

world, which is computed from the center of the target contour, and the target depth

are not measured accurately. The same occurs with the measurements of the target

depth derivative, which are computed from the variations in the contour of the target.

This degradation in the performance of the proposed algorithms occurs mostly due to

occlusions. When the target is partially occluded, only the part of the target that is

properly segmented provides correct information to the depth estimation algorithm.

When the target is completely occluded, the depth estimates provided by the depth from

focus algorithm are not correct, but both the second-order complementary filter and the

LPV observer should attenuate the effect of these errors.

As in most cameras, the value of the distance v0, between the plane of the CCD sensor

of the camera and the lens of the camera, is not accessible to the operator. Instead, a

different parameter ranging from 1 to 9999 is available. This parameter is specified by the

manufacturer and is usually known as the camera focus setting. The use of the proposed

depth estimation algorithms requires the calibration of the relation between these two

quantities, see [TTG92] for details about this procedure.
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The implementation of the proposed discrete-time depth estimation algorithms re-

quires the availability of discrete-time versions of the measurements derived in Section 3.1.

The values of the target depth zmk
, at time instants kT , k = k0, k0 + 1, . . . , are obtained from

the depth from focus algorithm, and the values of the target depth derivative ψmk
, at

the same instants, are computed according to ψmk
= −f R′ ṙmk

/r2mk
, with rmk

=
√

tr(Σxk) and

ṙmk
= (rmk

− rmk−1
)/T , where Σxk is the covariance matrix associated with the boundary of

the projection of the target into the image acquired at instant kT . Ideally, ψmk
would

be obtained using the target real dimensions R, measured in the object plane. However,

since this quantity is not known, R is replaced by a constant R′, chosen by the user. This

quantity can be written in the form R′ = R + γ, where both R and γ are unknown. As

explained in the end of Section 3.1, γ corresponds to the difference between the guessed

and real target dimensions.

The accuracy of the proposed algorithms depends on the extraction of information

from the blur present in the images. In order to guarantee that this blur results only from

the distance of the target to the camera, and not from the motion of the CCD sensor, we

have to wait some time for this sensor to stop completely after each movement. This

interval is approximately 0.4 s for the camera in use, therefore the acquisition of an image

takes approximately 0.4 s. This time is used to perform image processing tasks, such

as identifying the target. Since three images are required per iteration of the algorithm,

each iteration takes approximately 1.2/1.3 s, thus the nominal sampling interval T for

the application was set to 1.3 s. Obtaining accurate depth estimates with this sampling

interval imposes a constraint in the velocity at which the target can change its depth.

However, as explained, this limitation is mostly imposed by the slow speed at which

the CCD sensor can be moved, and not by the proposed algorithms. Note that we use a

regular camera, not modified for this type of tasks. Tracking other types of targets, namely

targets that perform more aggressive maneuvers, could be achieved by using a camera

that allowed faster movements of the sensor.

3.4.1 Comparison with alternative depth estimation strategies

Several depth from focus and depth from defocus methods can be found in the literature.

In Table 3.1, a comparison between some of these methods is presented. In particular, the

Root Mean Square Error (RMSE), expressed as a percentage of the distance to the camera,

is provided, as well as the range of depths associated with the reported accuracies. The

last column indicates if the implementation of the algorithms in a real time positioning

system is realistic. The first four methods in the table are based on depth from defocus

strategies, whereas the last two use a depth from focus approach.
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3. Monocular depth estimation

Table 3.1: Comparison between several monocular depth estimation methods, for static scenes and
real data.

Method
RMSE Depth Real time

(%) range [m] positioning

Pentland et al. [PDTH89] 2.5 up to ∼ 1 yes
Ens et al. [EL93] 1.3 0.8 to 0.95 no
Subbarao et al. [SS94]1 2.3 to 20 0.6 to 5 yes
Favaro et al. [FS05]2 ∼ 1 3 to 4 no
Krotkov [Kro87] ∼ 1 1 to 3 no
Our method ∼ 1 3 to 4 yes

The depth estimation strategy detailed in Section 3.1 of this document is compared

here with the one proposed by Paolo Favaro and Stefano Soatto in [FS05]. This method

learns a set of projection operators from blurred images, which are then applied to novel

acquired (blurred) images. Their approach does not use any information about the PSF,

and consists in minimizing the Euclidean norm of the difference between the estimated

and the observed images. Depth is inferred from the operator that leads to the output

with the lowest energy. For the results presented in this section, a Gaussian kernel for

patches of 3× 3 pixels was considered, and 50 equifocal planes placed equidistantly in

the range between 2.7 m and 4.2 m, in front of the camera, were used. Larger patches

could have been considered to obtain better accuracies, however this would make the

algorithm slower. This algorithm provides a depth map of the scene. Since, in this work,

we are interested in estimating the depth of a target, a mean of the depth map values in

the vicinity of its contour is considered.

In Fig. 3.8, the comparison between the novel strategy proposed in this work and the

aforementioned one is illustrated. A target placed at two different depths, 3 m and 3.9 m,

was used, and 50 independent experiments were performed. In the figure, zm denotes

the target depth measurements obtained with the strategy presented in Section 3.1.1,

and zf the measurements obtained with the strategy proposed in [FS05]. The values in

brackets in the caption correspond to the RMSE associated with each approach, expressed

as a percentage of the target depth, and their values were computed by dividing the

RMSE by the target real depth (both experiments were considered). As can be seen, the

performance of the algorithm proposed in [FS05] is slightly superior to the performance

1The error increases linearly from 2.3%, at 0.6 m, to approximately 20%, at 5 m.
2The results presented in the table for the algorithm proposed in [FS05] were obtained using the code that

Paolo Favaro and Stefano Soatto made available on the internet, since the accuracy evaluation provided in
[FS05] is for synthetic data. The experimental setup used to obtain these results was the one described in this
section.
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Figure 3.8: Comparison between the depth estimation strategies proposed in Section 3.1 (RMSE =
1.03%) and in [FS05] (RMSE = 0.94%).

of the algorithm detailed in this document. However, despite requiring only two images

to estimate the depth of the target, i.e., one image less than the strategy proposed here,

this algorithm is slower, which is a critical issue in real time applications. In particular,

our strategy is approximately three times faster than the one proposed in [FS05], for the

experiments reported in Fig. 3.8.

Overall, considering also the other monocular strategies presented in Table 3.1, the

depth estimation approach proposed in this document seems to have the best properties for

real time target tracking. The algorithm proposed in [Kro87] attains similar accuracies for

depths on the order of a few meters, however, according to the details provided in [Kro87],

this strategy is not appropriate for real time applications since it is computationally too

expensive.

In Fig. 3.9, a comparison between the depth estimation strategy proposed in Section 3.1

and a classical stereo-based system is presented, see [BBH03] for details about stereo-

based depth estimation and [Bou] for details about the used calibration strategy. The

experimental setup used to obtain these results was similar to the one used to obtain

Fig. 3.8. The target was identified using active contours, and the center of its projection

into the images acquired by both cameras was used for triangulation purposes. Since PTZ

cameras were used, their orientation was chosen to guarantee that the target was always

close to the center of the image. The depth of the target was 3 m and 20 experiments were

performed to obtain the standard errors. Several distances between the two cameras were

tested. As can be seen, in this case the standard error of the monocular depth estimation

strategy proposed in Section 3.1 is smaller than the standard error of the stereo-based

strategy, for distances between the two cameras smaller than approximately 1.6 m. This
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result is in accordance with the idea that monocular depth estimation systems are a good

option when the baselines in multi-camera systems are small, as claimed in the beginning

of this chapter.
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Figure 3.9: Comparison between the depth estimation strategy proposed in Section 3.1 and a
stereo-based strategy.

In [SK98], the authors show that depth from focus strategies can be seen as a realization

of the geometric triangulation principle, by considering that the diameter of the lens

aperture corresponds to the baseline between two cameras in a stereo system. The main

difference is in the physical dimensions of the systems, since lens apertures are typically

one or two orders of magnitude smaller than stereo baselines, which leads to smaller

depth sensitivities in the monocular case. However, due to the 2D nature of lens apertures,

the (implied) triangulation in depth from focus does not use only two marginal points, as

in stereo, but a continuum of points, which makes the triangulation more robust. This is

why the monocular strategy outperforms stereo for small baselines.

In addition to the aforementioned gain in terms of accuracy, which is the most sig-

nificant achievement of the presented depth from focus strategy, the proposed approach

inherits all the advantages of monocular configurations, such as avoiding the synchro-

nization, missing part, and image-to-image matching problems. On the other hand, the

rate at which the proposed method provides depth measurements is slower than the one

attainable with stereo configurations, and our strategy is not appropriate for systems with

low resolution cameras, as measuring blur is more difficult in that situation. Finally, unlike

stereo, the presented method cannot be used with cameras that do not allow changing the

focus value.
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3.4 Experimental results

3.4.2 Performance of the proposed algorithms

In the sequel, three experiments are reported: two in which the target, a red balloon

attached to a robot Pioneer P3-DX as in Fig. 2.6, moves along a straight line and a cir-

cumference, and a third in which the target, the UAV depicted in Fig. 3.13(a), describes

an arbitrary trajectory in the 3D space. The first two experiments, in which the ground

truth was obtained by hand-measuring the trajectory of the robot, are used to study

the performance of the proposed depth estimation algorithms. The third experiment

illustrates the behaviour of the whole positioning and tracking system that results from

using the strategies proposed in Sections 3.2.2 and 3.3 to estimate the depth of the target,

instead of the method described in Section 2.3.2, which requires the knowledge of the

target dimensions. In this case, the ground truth is not presented as it is not available.

The camera was calibrated using the strategy described in the previous chapters.

The depth from focus estimates were obtained using as many lines crossing the target

contour estimate as the number of points of this contour. In the three experiments,

40-pixel-wide lines were used. In the first two experiments, the focal length f of the

lens and the value considered for the target unknown dimensions R′ were 45.6 mm and

10 mm, and in the third experiment 20.5 mm and 1 mm, respectively. The dynamics of

the discrete-time versions of the second-order complementary filter and LPV observer

were derived from their continuous-time equivalents by setting the gains k1, k2, and h,

to 0.4, 0.04, and 0.4, respectively. In the case of the complementary filter, the gains were

chosen so that the transfer functions T1(s) and T2(s) had two real poles in −0.2. The gain

of the LPV observer was chosen according to the relation presented in Lemma 3.2, where

αmax was set to 0.4 (this value can be adjusted for different experiments). Since α can

be written in the form α = ż/z, the constraint ż ≤ 0.4z, on the target depth derivative, is

always verified. For performance comparison purposes, results obtained in the first two

experiments with a discrete-time version of the first-order complementary filter derived

in Section 3.2.1 are also presented. This filter was discretized according to the strategy

described in Section 3.2.2 for the second-order complementary filter. The gain of the filter

was set to 0.4, i.e., it is equal to the LPV observer gain, and the real dimensions R of the

target used in the first two experiments were 35.76 mm. To compute these dimensions,

a set of experiments was performed, where the target was moved along a calibrated

trajectory. Measurements of the dimensions of the projection of the target into acquired

images were combined with the calibrated target depths to obtain the real dimensions of

the target.

In Figs 3.10, 3.11, and 3.12, the performance of the proposed complementary filters

and observer is addressed. For comparison purposes, results obtained using a standard

filtering approach, that models the dynamics of the depth of the target with a single
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integrator, are presented for the straight line trajectory experiment. The gain of this filter

was set to 0.4, i.e., it is equal to the one of the LPV observer. From Figs. 3.10(a) and 3.11(a),

it is possible to conclude that the estimates provided by all the strategies converge to the

vicinity of the target real depth. In other words, the depth estimation errors, depicted in

Figs. 3.10(b) and 3.11(b), converge to the vicinity of zero.
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(b) Depth estimation error.

Figure 3.10: Experimental evaluation of the performance of the depth from focus algorithm (in
red, σss = 45.5 mm), LPV observer (in black, σss = 20.7 mm), first-order complementary filter (in
yellow, σss = 24.5 mm), second-order complementary filter (in green, σss = 27.4 mm), and standard
filter (in magenta, σss = 33.8 mm), in the straight line trajectory experiment. The target real depth
is depicted in blue.
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(b) Depth estimation error.

Figure 3.11: Experimental evaluation of the performance of the depth from focus algorithm (in
red, σss = 79.8 mm), LPV observer (in black, σss = 37.7 mm), first-order complementary filter (in
yellow, σss = 43.8 mm), and second-order complementary filter (in green, σss = 48.5 mm), in the
circular trajectory experiment. The target real depth is depicted in blue.

As can be seen, from the standard deviations σss of the steady-state depth estima-

tion errors presented in Figs. 3.10(b) and 3.11(b), the three proposed depth estimation

algorithms perform better than the direct measurements provided by the depth from

focus strategy. In particular, the LPV observer is the one that leads to the smallest stan-

dard deviations of the steady-state depth estimation errors (20.7 mm in the straight line
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trajectory and 37.7 mm in the circular trajectory), when compared with the first-order

complementary filter (24.5 mm in the straight line trajectory and 43.8 mm in the circular

trajectory), and with the second-order complementary filter (27.4 mm in the straight line

trajectory and 48.5 mm in the circular trajectory). This was, in a sense, unexpected, since

the first-order complementary filter benefits from additional information (the real target

dimensions) that is not used by the observer. A possible explanation for this fact has

to do with the similarities between the structure of this filter and the structure of the

observer, which were detailed in Section 3.3.1. The main difference between the two is in

the computation of the target depth derivative. In the complementary filter, it depends on

the square of rm, and in the observer it depends directly on rm. Therefore, the influence of

the noise that corrupts this quantity is smaller in the observer. This is a great advantage

for the observer-based approach, which does not require the knowledge of the dimensions

of the target. Since the computation of the target depth derivative in the second-order

complementary filter also depends on the square of rm, a similar reasoning can be used to

explain why the LPV observer outperforms this strategy.

From Fig. 3.10, it is possible to conclude that the performance of the proposed estima-

tors is better than the performance of the aforementioned standard filtering approach,

especially when the target is moving (approximately between the 70 s and the 120 s). This

difference results from the fact that this simple strategy does not use any information

about the dynamics of the target. This is not the case with the proposed filters, that use

measurements of variations in the dimensions of the image of the target to obtain such

information. The difference in performance between this approach and the proposed

ones is more significant if the RMSE is used for evaluation purposes, as the depth es-

timates provided by the standard filter have an offset when the target is moving, see

Fig. 3.10(b). If only this period is considered, the RMSE of the standard filter is 55.7 mm,

which is even worse than the performance of the depth from focus measurements (RMSE

= 43.2 mm). The RMSEs associated with the LPV observer, first-order complementary

filter, and second-order complementary filter, are 24.1 mm, 35.9 mm, and 37.7 mm,

respectively.

There are several reasons that can explain the errors observed in Figs. 3.10(b) and

3.11(b): i) uncertainty associated with the characterization of the ground truth; ii) errors

resulting from the fitting of the cost function; iii) errors associated with the calibration

of the camera intrinsic parameters, whose values vary with changes in the camera focus

setting, and iv) uncertainty associated with the calibration of the relation between the

focus value and the focus setting of the camera. In particular, part of the errors associated

with the estimates provided by the observer result from the fact that the measurements

zm, rm, and ṙm, are not exact, as assumed in the derivation of the observer, but corrupted
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by noise.

The values of the bias estimates β̂, provided by the second-order complementary filter,

result from the unknown nature of the target dimensions and are depicted in Fig. 3.12.
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Figure 3.12: Comparison between the real value of the bias that corrupts the measurements of
the target depth derivative and the bias estimates obtained with the second-order complementary
filter.

The third experiment, in which a small UAV with unknown dimensions describes a

trajectory in the 3D space, is illustrated in Fig. 3.13. In Fig. 3.13(a), the UAV and the used

camera are depicted, and in Fig. 3.13(b), the real time estimates of the UAV position in the

inertial reference frame, provided by the whole positioning and tracking system when the

depth of the target is obtained using the second-order complementary filter and the LPV

observer, are presented. An analysis of the performance of the system, i.e., a comparison

between the real and estimated target positions, is not provided for this experiment since

the real coordinates of the trajectory described by the UAV are not known. A demo movie

illustrating the behaviour of the system in this case can be found online in [GO10].

(a) UAV and AXIS 215 PTZ.
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(b) Position estimation.

Figure 3.13: Real time tracking of a UAV. In (b), solid and dashed lines correspond to the esti-
mates of the position of the UAV obtained using depth estimates provided by the second-order
complementary filter and by the LPV observer, respectively.
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From (2.10), it is possible to conclude that, at a given time instant kT , an estimate R̂k
for the dimensions of the target can be easily obtained according to R̂k = rmk

ẑk/f , where rmk

and ẑk denote the values of rm and ẑ at the same time instant. In particular, in experiments

where the dimensions of the target do not vary over time, an estimate R̂ for R can be

obtained as the mean of the estimates R̂k computed along the whole experiment.

In order to test this strategy, a target with dimensions R = 73.19 mm was placed

3 m away from the camera. The use of this approach to estimate the dimensions of this

target leads to R̂ = 73.23 mm, when the depth estimates provided by the second-order

complementary filter are used, and to R̂ = 73.22 mm, when the depth estimates are

provided by the observer. These values are very close to the target real dimensions. The

standard deviations of the errors associated with the target dimension estimates obtained

with the filter and with the observer during the 65 s of the experiment were 1.18 mm and

1.07 mm, respectively.

3.5 Conclusions

In this chapter, new methodologies for the estimation of the depth of a target with un-

known dimensions were presented. Measurements of the target depth extracted from

images acquired with a single camera and based on depth from focus techniques were

considered. These measurements were processed using two different strategies, a com-

plementary filter and a LPV observer, whose analysis and synthesis were also detailed.

The proposed approaches were integrated in the system introduced in Chapter 2, which

allowed us to drop the requirement of having some information about the target, namely

about its dimensions. The monocular positioning and tracking system that resulted from

this combination works without using any information about the target. Both the per-

formance of this system and the performance of the depth estimation strategies were

assessed by carrying out a series of indoor experimental tests, for a range of operation

of up to ten meter. A centimetric accuracy was obtained under realistic conditions. The

proposed positioning system was also used to track and estimate the position of a small

indoor Unmanned Aerial Vehicle with unknown dimensions in real time.
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4
H2 adaptive filtering for
3D positioning systems

Designing a positioning and tracking system when the only available sensor is one camera

is a challenging task. Common approaches require that some information about the

dimensions of the target is available and use model-free algorithms, as measurements of

the parameters on which typical target models depend are not available. It is possible

to use a complex model for the target by augmenting the state of the system with the

parameters of such model, but this approach leads to highly nonlinear estimators whose

convergence is not guaranteed. Another hypothesis is to use multiple model approaches,

such as Interacting Multiple Model Estimators, see [BSRLK01], or MMAEs, as proposed

in Chapter 2. However, these methods require selecting a set of values for the considered

parameters, in which the values of the true parameters may not be included.

In this chapter, a new model-based estimator for the 3D position, linear velocity, linear

acceleration, and angular speed of a target is proposed, and guarantees on its convergence

are provided. The combination of this estimator with the depth estimation strategies

presented in Chapter 3 leads to a monocular positioning and tracking system that can be

used with targets with unknown dimensions, and whose error is guaranteed to converge to

the vicinity of zero. The proposed estimator consists of a cascade of a parameter identifier

and an H2 adaptive filter. The first estimates the target angular speed and the second

combines these estimates with measurements of the target position to estimate the target

state.

The problem at hand could have been addressed using other strategies, such as robust

linear filtering, for instance. However, the model considered for the target, as other

state-space models used in target tracking, is unstable. In this case, the system has three

eigenvalues at the origin of the complex plane and three pairs of complex conjugate

eigenvalues in the imaginary axis. The work in [XdSS94] addresses the problem of robust

filtering design for uncertain linear systems with unstable modes and subject to norm-
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bounded parameter uncertainty in both the state and output matrices. However, it is

assumed that the uncertainty does not affect the unstable modes of the system, which is

not the case. Moreover, it is easy to show that any linear filter designed for the system

considered in this work using a wrong model for the target dynamics is biased, see

Section 4.3. Other approaches inspired, for instance, in Lyapunov theory or backstepping,

see [KKK95], have also failed, since both strategies require the observation of the target

velocity and acceleration, which are not available for measurement.

The main contributions of this chapter are:

• a new H2 adaptive filter that estimates the position, linear velocity, and linear

acceleration of a target using only position observations;

• a new parameter identifier that estimates the (assumed constant) target angular

speed — the structure of this identifier is different from the usual approaches,

since there is only one unknown parameter, but there are several measurements

depending on it;

• a proof that, under persistence of excitation conditions, the error in the angular speed

identification and the error in the state estimates provided by the adaptive filter

converge exponentially fast to zero in the deterministic setup, i.e., in the absence of

noise, and are bounded when bounded stochastic disturbances are considered and

there is an upper bound on the target linear velocity and angular speed.

The proposed framework was introduced in [3] and [6], and is also appropriate for

systems with sensors that do not measure the target 3D position in Euclidean coordinates,

such as RADAR or SONAR, see [BSRLK01] and [DB03], as long as their measurements

can be transformed into 3D Euclidean position measurements.

This chapter is organized as follows. The problem addressed is formulated in Sec-

tion 4.1, and the design and analysis of the identification procedure that estimates the

target angular speed are provided in Section 4.2. In Section 4.3, anH2 adaptive filter for

the state of the target is derived, and its stability and performance are discussed. Simula-

tions illustrating the performance of the proposed estimators, in comparison with an EKF,

are presented in Section 4.4. Finally, concluding remarks are provided in Section 4.5.

4.1 Problem formulation

The problem addressed in this chapter is that of tracking and localizing a target maneuver-

ing in the three-dimensional space using observations of its position. These observations

follow directly from the combination of the measurements of the target center coordinates,

obtained using equation (2.9), with the measurements of the target depth, obtained using
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one of the strategies proposed in Chapter 3. Using the notation introduced in Section 2.4,

the target position, linear velocity, and linear acceleration in the inertial reference frame

are denoted p = [x y z]T , v = [ẋ ẏ ż]T , and a = [ẍ ÿ z̈]T , respectively, where the dot rep-

resents the time derivative. In Section 2.4, the discrete-time version of the 3D Planar

Constant-Turn Model was considered. In this chapter, the same model is used, but in

continuous-time, thus the state x = [x ẋ ẍ y ẏ ÿ z ż z̈]T ∈R9 of the target evolves according

to

ẋ(t) = F(ω)x(t) + Bd(t), (4.1)

see [LJ03], where

F(ω) = diag
[
F(ω), F(ω), F(ω)

]
, F(ω)=


0 1 0
0 0 1
0 −ω2 0

,
B = I3 ⊗B,

B = e3,

and ω ≥ 0 is the (assumed constant, unknown, and bounded) target angular speed. The

process noise is denoted by d(t) ∈R3 and t represents time. The eigenvalues of F(ω) are 0

and ±ωj, where j =
√
−1 is the imaginary unit. Thus, the nominal trajectories considered

by this model are straight lines, parabolic trajectories, and ellipses.

The measurements ym(t) ∈R3 of the position of the target with respect to the inertial

reference frame are a linear function of the target state, and can be written as

ym(t) = p(t) + Dn(t) = Cx(t) + Dn(t), (4.2)

where n(t) ∈ R3 denotes the measurement noise, C = I3 ⊗C, with C = eT1 , and D = DI3,

with D = 1. Both the process and observation noises are assumed to be bounded stochastic

disturbances, i.e., βd = ||d||∞ and βn = ||n||∞ are finite.

The problem addressed in this chapter is stated next.

Problem statement 4.1. Consider a target maneuvering in the 3D space according to the

model in (4.1), with constant, unknown, and bounded angular speed. Moreover, assume that

measurements of the target position, as described in (4.2), are available. In this case, design two

estimators, one for the target state and other for its angular speed, such that the errors in both

cases i) converge exponentially fast to zero when no process and observation noises are present,

and ii) are bounded when bounded noise is considered and there is an upper bound on the target

linear velocity.
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Parameter
Identifier

H2 Adaptive Filter
ym(t) x̂(t)

ω̂(t)
sec. 4.3

sec. 4.2

Figure 4.1: Parameter identifier and adaptive filter interconnection.

To solve this problem, a cascade of a parameter identifier and an adaptive filter is

proposed, see Fig. 4.1. In the figure, ω̂(t) denotes the estimates of the target angular speed

ω and x̂(t) the estimates of the target state x(t).

4.2 Angular speed identification

In this section, the design and analysis in continuous-time of a parameter identifier

that estimates the angular speed of a target moving according to the model in (4.1) are

provided. This identifier resorts only to position measurements obtained as in (4.2), and

builds on strategies commonly used in adaptive control, see [IF06] and [SB89].

The design of the parameter identifier uses the convolution differentiation properties

in Proposition 4.1.

Proposition 4.1 (Convolution differentiation rules). If the convolution of the functions f (t)

and g(t), over the range [0, t], is given by f (t) ∗ g(t)=
∫ t
0f (τ)g(t − τ)dτ, then

ḟ (t)∗g(t)=f (t)∗ġ(t)+f (t)g(0)−f (0)g(t) (4.3)
...
f (t)∗g(t)=f (t)∗

...
g (t)+f (t)g̈(0)−f (0)g̈(t)+ḟ (t)ġ(0)−ḟ (0)ġ(t)+f̈ (t)g(0)−f̈ (0)g(t). (4.4)

Proof. It is easy to obtain (4.3), from the product and chain rules of differentiation, since

ḟ (t) ∗ g(t) =
∫ t

0

d
dτ

(
f (τ)g(t − τ)

)
dτ−

∫ t

0
f (τ)

d
dτ
g(t−τ)dτ

= f (t)g(0)− f (0)g(t)−
∫ t

0
f (τ)

d
dτ
g(t − τ)dτ.

If this relation is applied successively to
...
f (t) ∗ g(t), then (4.4) follows immediately.

From the model in (4.1), it is easy to conclude that ȧ(t) = αv(t) + d(t), i.e., that
...
p(t) =

αṗ(t) + d(t), where α = −ω2. To avoid the use of differentiators, let us start by filtering

the entries of the vectors in the previous expression with a filter with impulsive response

hf (t), which leads to
...
p(t) ∗ hf (t) = αṗ(t) ∗ hf (t) + d(t) ∗ hf (t). (4.5)
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Note that u(t) ∗ hf (t), where u(t) represents a generic vector, denotes the convolution of

each one of the entries of u(t) with the impulsive response hf (t), over the finite range [0, t].

According to (4.3) and (4.4), the expression in (4.5) can be rewritten in the form

p(t) ∗
[...
h f (t) + δ(t)ḧf (0)

]
= αp(t) ∗

[
ḣf (t) + δ(t)hf (0)

]
+

+ p(0)ḧf (t) + ṗ(0)ḣf (t) +
(
p̈(0)−αp(0)

)
hf (t)− ṗ(t)ḣf (0)− p̈(t)hf (0) + d(t) ∗ hf (t), (4.6)

where δ(t) represents the Dirac delta function, given that p(t) = p(t) ∗δ(t), since δ(t−τ) = 0,

for all τ > t.

For simplicity, consider the notation

h1(t) = hf (t), H1(s) = Hf (s)
h2(t) = ḣf (t) + δ(t)hf (0), H2(s) = sHf (s)
h3(t) =

...
h f (t) + δ(t)ḧf (0), H3(s) = s3Hf (s)− s2hf (0)− sḣf (0)

where s is the Laplace operator, Hf (s) the Laplace transform of hf (t), and Hi(s) the Laplace

transform of the impulsive response hi(t), i = 1,2,3.

In (4.6), the target velocity and acceleration are not measured, thus the terms ṗ(t)ḣf (0)

and p̈(t)hf (0) are unknown. These quantities can be removed from the equation by

designing the impulsive response hf (t) in such a way that hf (t) and ḣf (t) verify hf (0) =

ḣf (0)=0. Moreover, for h1(t), h2(t), and h3(t), to be impulsive responses of filters that are

realizable by linear time-invariant state-space systems, H1(s), H2(s), and H3(s), must be

proper rational functions, see [Rug96]. Since s3 has degree 3, this can be accomplished by

choosing Hf (s) to be a stable filter of the form Hf (s)=1/Λ(s), where Λ(s) is a third-order

monic Hurwitz polynomial, e.g., Λ(s)=(s+λ)3, λ > 0. By calculating the inverse Laplace

transform of Hf (s), the functions hf (t)= t2e−λtu(t)/2 and ḣf (t)= t(1−λt/2)e−λtu(t), where

u(t) denotes the continuous-time unit step function, see [OWH83], result. Note that the

condition hf (0)= ḣf (0)=0 is verified. The transfer function Hf (s)=1/Λ(s) leads to

H1(s) =
1
Λ(s)

, H2(s) =
s
Λ(s)

, and H3(s) =
s3

Λ(s)
.

According to the notation and reasoning above, the relation in (4.6) can be rewritten

as a function of ym(t):

ym(t) ∗ h3(t)︸        ︷︷        ︸
ψ(t)

= αym(t) ∗ h2(t)︸        ︷︷        ︸
φ(t)

+n(t) ∗
[
h3(t)−αh2(t)

]
+ d(t) ∗ h1(t)︸                                     ︷︷                                     ︸

ξ(t)

+

+ p0ḧf (t) + v0ḣf (t) + (a0 −αp0)hf (t)︸                                      ︷︷                                      ︸
q(t)

, (4.7)

where p0, v0, and a0, denote the initial values of p(t), v(t), and a(t), respectively. In

this formula, q(t) is a term that comes from the initial conditions and ξ(t) ∈ R3 is a

73



4. Adaptive filtering for 3D positioning systems

signal that results from filtering the process and observation noises with filters with

impulsive responses h1(t) and h3(t)−αh2(t), i.e., with filters with transfer functions 1/Λ(s)

and (s3 −αs)/Λ(s), respectively. Since the process and observation noises, as well as the

quantities p0, v0, a0, and α, are not known, the signals ξ(t) and q(t) are also not known.

It is straightforward to show that ||q(t)|| converges exponentially fast to zero, thus this

term vanishes with time. Some properties will also be inferred for ||ξ(t)|| in Section 4.2.3,

which will ensure that having the two unknown terms ξ(t) and q(t), in (4.7), is not a

problem. Moreover, ψ(t) ∈ R3 and φ(t) ∈ R3 are signals obtained by filtering the entries

of the measurements vector ym(t) with filters with transfer functions H3(s) and H2(s),

respectively. Considering a state-space framework, the i-th entry ψi(t) of ψ(t) and the i-th

entry φi(t) of φ(t) are obtained by filtering the i-th entry ymi
(t) of the measurements ym(t)

with the following causal linear time-invariant filters{
ẋψi (t) = Aψxψi (t) + Bψymi

(t)
ψi(t) = Cψxψi (t) +Dψymi

(t)
, xψi (0) = 03×1, (4.8)

and {
ẋφi (t) = Aφxφi (t) + Bφymi

(t)
φi(t) = Cφxφi (t)

, xφi (0) = 03×1, (4.9)

where xψi (t) ∈R
3 and xφi (t) ∈R

3 denote the state vectors of each filter. For Λ(s)=(s+λ)3,

λ>0, we have

Aψ = Aφ =


−3λ −3λ2 −λ3

1 0 0
0 1 0

 , Bψ = Bφ = e1,

Cψ =
[
−3λ −3λ2 −λ3

]
, Cφ = eT2 ,

and Dψ = 1, see [Rug96].

In this work, no probability distribution is considered for the unknown parameter.

This is to keep the proposed methods as general as possible, without particularizing the

algorithms for a given target or experiment.

4.2.1 Angular speed adaptive law

In order to derive an adaptive law that provides estimates for α, consider the estimate ψ̂(t)

of ψ(t), with expression

ψ̂(t) = α̂(t)φ(t),

obtained resorting to an estimate α̂(t) of the unknown parameter α, at time t. Since the

value of α is unknown, the error α̃(t) = α− α̂(t) in its estimation is not available. However,

the estimation error

ε(t) =
ψ(t)− ψ̂(t)

m2
φ(t)

=
ψ(t)− α̂(t)φ(t)

m2
φ(t)

(4.10)
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can be computed using the position measurements and reflects the difference between α

and α̂(t):

ε(t) =
α̃(t)φ(t)

m2
φ(t)

+
ξ(t)

m2
φ(t)

+
q(t)

m2
φ(t)

.

The term m2
φ(t) is a normalization signal that guarantees that the entries of φ(t)/mφ(t) are

bounded, and is sometimes used in the context of parameter identification, see examples

in [IF06] and [SB89]. This property is useful in the analysis of the convergence of the

estimates α̂(t) to the real parameter α, when φ(t) is not guaranteed to be bounded. In this

work, the signal m2
φ(t) = 1 +µφT (t)φ(t), µ > 0, is used.

Estimates α̂(t) of the unknown parameter α can be obtained by minimizing the cost

function

J(α̂(t)) =
||ε(t)||2m2

φ(t)

2
=
||ψ(t)− α̂(t)φ(t)||2

2m2
φ(t)

, (4.11)

which depends quadratically on the estimation error ε(t). The minimization of this

function with respect to α̂(t) is performed using the normalized (the normalization signal

m2
φ(t) is considered) gradient method ˙̂α(t) = −γ∇J(α̂(t)), where γ > 0 is a constant usually

referred to as the adaptation gain and ∇J(α̂(t)) is the gradient of J(α̂(t)) with respect to

α̂(t). The following adaptive law results

˙̂α(t) = γεT (t)φ(t), α̂(0) = α̂0, (4.12)

where α̂0 denotes the initial estimate of α.

4.2.2 Angular speed convergence – deterministic framework

For convergence study purposes, let us start by considering a deterministic framework, i.e.,

consider that the process and observation noises introduced in Section 4.1 are not present

(the influence of these noises is addressed in Section 4.2.3). In this case, the proposed

adaptive law ensures that the estimation error ε(t) converges to zero, but does not imply

that α̂(t) converges to α. In order to guarantee this property, some conditions must be

imposed on φ(t). These conditions are derived in Theorem 4.1, whose proof depends on

Definitions 4.1 and 4.2, and on Lemma 4.1.

Definition 4.1 ([IF06]). A vector v ∈Rn is persistently exciting with level θ0 if it satisfies∫ t+T0

t
v(τ)vT (τ)dτ ≥ θ0T0In

for some θ0 > 0, T0 > 0, and for all t ≥ 0.

Definition 4.2 ([Rug96]). The linear state equation ẋ(t) = A(t)x(t), x(t0) = x0, is called

uniformly exponentially stable if there exist finite positive constants γu, λu such that for
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any initial time instant t0 and any initial condition x0, the corresponding solution satisfies

||x(t)|| ≤ γue−λu(t−t0)||x0||, for all t ≥ t0.

Lemma 4.1 ([ZIC94]). Consider the system ẋ(t) = A(t)x(t) + u(t). If ẋ(t) = A(t)x(t) is uni-

formly exponentially stable and ||u(t)|| is exponentially decaying, then ||x(t)|| converges to zero

exponentially fast.

In [IF06], stability and convergence guarantees for identification algorithms where

several parameters are considered, and ψ(t) is a scalar, can be found. In this chapter, these

properties are generalized for cases where there is only one unknown parameter, but ψ(t)

is a vector, see Theorem 4.1. The reasoning used to prove this generalization is completely

different from the ones in [IF06].

Theorem 4.1. In the deterministic case, the identifier structure described previously, combined

with the normalized gradient algorithm (4.12), guarantees that α̂(t) converges to the nominal

parameter α exponentially fast, if ||φ(t)|| =
∣∣∣∣∣∣ φ(t)
mφ(t)

∣∣∣∣∣∣ is persistently exciting.

Proof. Let the parameter estimation error be given by α̃(t) = α− α̂(t). Since α is constant,

when the process and observation noises are not considered we have

˙̃α(t) = −γεT (t)φ(t) = −γ
||φ(t)||2

m2
φ(t)

α̃(t)−γ
qT (t)φ(t)

m2
φ(t)

, (4.13)

with α̃(t0) = α̃0, where t0 denotes the initial time instant and α̃0 the initial parameter

estimation error. Moreover, if ||φ(t)|| is Persistently Exciting (PE), there exist θ0 > 0 and

T0 > 0 such that ∫ t+T0

t
||φ(τ)||2dτ ≥ θ0T0, for all t ≥ 0,

see Definition 4.1.

To prove this theorem, let us start by proving that the homogeneous part of (4.13) is

Uniformly Exponentially Stable (UES) if ||φ(t)|| is PE. Consider the continuously differen-

tiable function

V (t, α̃(t)) =
∫ t+T0

t
α̃2(τ)dτ, ∀ t ≥ 0. (4.14)

Since the solution of the homogeneous equation is given by

α̃(τ) = α̃(t)e−γ
∫ τ
t
||φ(σ)||2dσ, τ ≥ t, (4.15)

the function in (4.14) can be written in the form

V (t, α̃(t)) =
∫ t+T0

t
α̃2(t)e−2γ

∫ τ
t
||φ(σ)||2dσdτ, ∀ t ≥ 0. (4.16)

Moreover, ||φ(t)|| is bounded, i.e., β = supτ≥0

∥∥∥φ(τ)
∥∥∥ is a finite constant, thus

0 ≤
∫ τ

t
||φ(σ)||2dσ ≤ β2(τ− t), τ ≥ t.
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4.2 Angular speed identification

Using these inequalities and the expression in (4.16), it is possible to conclude that

1− e−2γβ2T0

2γβ2 α̃2(t) ≤ V (t, α̃(t)) ≤ T0α̃
2(t), ∀ t ≥ 0.

From (4.14), the derivative of V (t, α̃(t)) with respect to time is

V̇ (t, α̃(t)) = α̃2(t+ T0)− α̃2(t).

If ||φ(t)|| is assumed to be PE and (4.15) is used with τ = t + T0, it is straightforward to

show that there exist θ0 > 0 and T0 > 0 such that

V̇ (t, α̃(t)) ≤ −
(
1− e−2θ0T0

)
α̃2(t), ∀ t ≥ 0.

If such θ0 > 0 and T0 > 0 are considered, then there exist positive constants

k1 =
1− e−2γβ2T0

2γβ2

k2 = T0

k3 = 1− e−2θ0T0 ,

such that

k1α̃
2(t) ≤ V (t, α̃(t)) ≤ k2α̃

2(t)

V̇ (t, α̃(t)) ≤ −k3α̃
2(t), for all t ≥ 0.

Therefore, if ||φ(t)|| is PE, the homogeneous equation associated with the time-varying

system in (4.13) is UES, see Theorem 4.10 in [Kha02].

Since ||q(t)|| is exponentially decaying, ||φ(t)/mφ(t)|| is bounded, and mφ(t) ≥ 1, the

norm of the term −γqT (t)φ(t)/m2
φ(t), in (4.13), converges exponentially fast to zero. There-

fore, according to Lemma 4.1, |α̃(t)| also converges to zero exponentially fast.

When v(0) and a(0) are not both null, the signal ||φ(t)|| is PE, which can be confirmed

by studying the trajectories associated with the model in (4.1), see Appendix A. Therefore,

according to Theorem 4.1, in a deterministic framework α̂(t) is guaranteed to converge

to α exponentially fast unless v(0) = a(0) = 0, i.e., unless the target does not move, which

was expected since trying to identify the target angular speed ω does not make sense in

such situation.

4.2.3 Angular speed convergence – stochastic framework

When a stochastic framework is considered, i.e., when the process and observation noises,

d(t) and n(t) respectively, introduced in Section 4.1 are taken into account, the error α̃(t)

associated with the estimation of the target angular speed cannot be expected to converge
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exactly to zero. However, it is possible to prove that this error converges to the vicinity of

zero if some conditions are imposed on d(t), n(t), and ||φ(t)||. These conditions are stated

in Theorem 4.2.

Theorem 4.2. If the process and observation noises, d(t) and n(t) respectively, are bounded and

||φ(t)|| is PE, then the normalized gradient algorithm (4.12) guarantees that there exist finite

positive constants γ1, λ1, and βα̃, such that

|α̃(t)| ≤ γ1e
−λ1(t−t0) + βα̃, ∀ t ≥ t0.

Proof. In the stochastic setup, we have

˙̃α(t) = −γ
||φ(t)||2

m2
φ(t)

α̃(t)−γ
qT(t)φ(t)

m2
φ(t)

−γ
ξT (t)φ(t)

m2
φ(t)

, (4.17)

with α̃(t0) = α̃0, where t0 denotes the initial time instant and α̃0 the initial parameter

estimation error. The term ξ(t) results from filtering the process and observation noises

with causal linear time-invariant filters that are UES, which implies that they are also

uniformly bounded-input, bounded-output stable, see [Rug96]. Therefore, if the noises

are bounded, i.e., if βd = ||d||∞ and βn = ||n||∞ are finite, then there exist finite positive

constants ηd and ηn such that the forced responses of the filters guarantee that ||ξ(t)|| ≤
ηdβd + ηnβn, for any t0.

As argued in the proof of Theorem 4.1, the homogeneous part of (4.17) is UES if ||φ(t)||
is PE. Thus, in this case there exist finite positive constants γα̃ and λα̃ such that the state

transition matrix Φα̃ associated with this equation verifies ||Φα̃(t,τ)|| ≤ γα̃e−λα̃(t−τ), for all

t, τ such that t ≥ τ, see [Rug96]. Since ||q(t)|| is exponentially decaying, there exist γq > 0

and λq > 0 such that ||q(t)||≤γqe−λq(t−t0)||q(t0)||. Moreover, ||φ(τ)|| ≤ β and mφ(τ) ≥ 1, thus

the solution of (4.17) verifies

|α̃(t)| ≤ γα̃e−λα̃(t−t0)|α̃(t0)|+γγα̃β
∫ t

t0

e−λα̃(t−τ)
(
γqe
−λq(τ−t0)||q(t0)||+ ηdβd + ηnβn

)
dτ.

By computing the integral, the previous expression takes the form

|α̃(t)| ≤ γα̃e−λα̃(t−t0)|α̃(t0)|+
γγα̃γq||q(t0)||β

λα̃ −λq

(
e−λq(t−t0) − e−λα̃(t−t0)

)
+

+
γγα̃β

λα̃
(ηdβd + ηnβn)

(
1− e−λα̃(t−t0)

)
,

that consists of several terms that converge exponentially fast to zero and a term that is an

upper bound for the parameter estimation error after the initial transient. Therefore, it is
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straightforward to conclude that there exist finite positive constants γ1, λ1, and βα̃, such

that

|α̃(t)| ≤ γ1e
−λ1(t−t0) + βα̃, ∀ t ≥ t0.

In particular, this expression is verified by the constants

γ1 =


γα̃

[
|α̃(t0)|+ γγα̃γq||q(t0)||

|λq−λα̃|

]
, if λα̃ , λq

γα̃

[
|α̃(t0)|+ γγα̃γq||q(t0)||κe−1

(κ−1)λα̃

]
, if λα̃ = λq

λ1 =
{

min[λα̃, λq] , if λα̃ , λq
λα̃
κ , if λα̃ = λq

βα̃ =
γγα̃β

λα̃
(ηdβd + ηnβn)

where κ > 1 is a constant.

According to Theorem 4.2, when the process and observation noises are bounded,

||φ(t)|| is PE, and the initial transient is vanished, the norm of the error in the estimation

of the unknown parameter verifies |α̃(t)| ≤ βα̃, which guarantees that the angular speed

estimates converge to the vicinity of the target angular speed.

4.2.4 Gradient projection method

The parameter α = −ω2 to be estimated cannot be positive. Therefore, instead of mini-

mizing (4.11) for all α̂(t) ∈R, we want to constrain the estimation to be within the convex

subset S , {α̂(t) ∈ R : α1 ≤ α̂(t) ≤ α2} of R, where α1 ≤ α2 ≤ 0. This is done using the

Gradient Projection Method (GPM), see [IF06]. According to this method, instead of

(4.12), the new adaptive law

˙̂α(t) =


γεT (t)φ(t) , if α1 < α̂(t) < α2

or if α̂(t) = α1 and εT (t)φ(t) ≥ 0,
or if α̂(t) = α2 and εT (t)φ(t) ≤ 0,

0 , otherwise,

(4.18)

is used. This law retains the properties derived in the absence of projection, while

guaranteeing that α̂(t) ∈ [α1, α2], for all t, as long as α̂0 ∈ S and α ∈ S, see Theorem 4.3.

Theorem 4.3. The gradient adaptive law in (4.18) retains the properties derived in the absence

of projection and in addition guarantees that α̂(t) ∈ S, for all t ≥ 0, as long as α̂0 ∈ S and α ∈ S.

Proof. All the quantities used in the proof of this theorem depend on time, except for γ,

α1, and α2. In order to guarantee the legibility of the proof, such dependence is only made

explicit when necessary.
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The expression in (4.18) guarantees that whenever α̂ is in the boundary of S (i.e.,

α̂ = α1 or α̂ = α2), ˙̂α is null or its direction is towards the interior of S. Thus, if α̂0 ∈ S,

then α̂(t) ∈ S, ∀t ≥ 0.

If the gradient adaptive law in (4.18) is considered, then the dynamics of the parameter

estimation error can be written in the form

˙̃α=−γεTφ− (1−sgn(|α1−α̂|))max(0,sgn(−εTφ))(−γεTφ)

− (1−sgn(|α̂−α2|))max(0,sgn(εTφ))(−γεTφ),

where sgn(y) = 0 when y = 0, sgn(y) = −1 when y < 0, and sgn(y) = 1 when y > 0.

Using this expression, the derivative of the function V (α̃) = α̃2/2 with respect to time

is given by

V̇ (α̃) = −γεTφα̃+ V̇p1
(α̃) + V̇p2

(α̃),

where

V̇p1
(α̃)=−(1−sgn(|α1−α̂|))max(0,sgn(−εTφ))(−γεTφ)α̃,

V̇p2
(α̃)=−(1−sgn(|α̂−α2|))max(0,sgn(εTφ))(−γεTφ)α̃.

The terms V̇p1
(α̃) and V̇p2

(α̃) are null unless α̂ = α1 and εTφ < 0 or α̂ = α2 and εTφ > 0,

respectively. In these situations, V̇p1
= V̇p2

= α̃εTφ ≤ 0, since for α̂ = α1 we have α̃ =

α −α1 ≥ 0 and εTφ < 0 and for α̂ = α2 we have α̃ = α −α2 ≤ 0 and εTφ > 0. Hence, the

terms V̇p1
(α̃) ≤ 0 and V̇p2

(α̃) ≤ 0 can only make V̇ (α̃) more negative, i.e.,

V̇ (α̃) ≤ −γεTφα̃

≤ −2γ||φ||2V (α̃)−γ(qT +ξT )φα̃/m2
s .

If α̃np is used to denote the parameter estimation error when no projection is consid-

ered, then

V̇ (α̃np) = −2γ||φ||2V (α̃np)−γ(qT +ξT )φα̃np/m
2
s .

Using the Comparison Lemma, see Lemma 3.4 in [Kha02], it is possible to conclude

that

0 ≤ V (α̃) ≤ V (α̃np), ∀t ≥ t0,

if V (α̃(t0)) ≤ V (α̃np(t0)), which implies that

0 ≤ |α̃(t)| ≤ |α̃np(t)|, ∀t ≥ t0, (4.19)

if α̃(t0) = α̃np(t0).

If ξ is substituted by zero, it is straightforward to verify that the reasoning in this proof

is also valid when no noise is considered. Therefore, the condition in (4.19) guarantees

that both Theorem 4.1 and Theorem 4.2 hold when the gradient projection method is

used.
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4.3H2 adaptive filter

The angular speed estimation strategy described in this section is summarized below

and illustrated in Fig. 4.2.

Algorithm 4.1. Estimation of the target angular speed:

1. Obtain ψ(t) and φ(t) by filtering the measurements ym(t) with the filters presented in

(4.8) and (4.9);

2. Compute the estimation error ε(t) using (4.10);

3. Compute α̂(t) using the GPM presented in (4.18);

4. Obtain the target angular speed estimates ω̂(t)=
√
−α̂(t).

ψ(t)

φ(t)

ym(t)

eq.(4.9)

eq.(4.8)

ε(t) =
ψ(t)− α̂(t)φ(t)

eq.(4.10)

m2
φ(t)

α̂0

ω̂(t)(Aψ,Bψ,Cψ, Dψ),xψi
(0) = 0

(Aφ,Bφ,Cφ),xφi
(0) = 0

GPM - eq.(4.18)

ω̂(t)= −α̂(t)

Figure 4.2: Angular speed estimation strategy.

4.3 H2 adaptive filter

In this section, a continuous-time H2 adaptive filter that estimates the state of a target

moving according to (4.1), resorting only to measurements of the target position and

estimates of its angular speed, is proposed. The stability and performance of the filter are

studied.

If, instead of the target angular speed ω, α = −ω2 is used, the model in (4.1) for the

target can be written as an affine parameter dependent system

ẋ(t) = A(α)x(t) + Bd(t),

where A(α) = diag
[
A(α), A(α), A(α)

]
∈R9×9 and

A(α) =
[

03×1 e1 e2

]
︸               ︷︷               ︸

A0

+α
[

03×1 e3 03×1

]
︸                  ︷︷                  ︸

A1

.

Moreover, consider that the target angular speed is bounded, i.e., that there exist α1 ≤ 0

and α2 ≤ 0 such that α ∈ [α1, α2]. If estimates α̂(t), obtained according to (4.18), and
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measurements ym(t), as defined in (4.2), of the target position are used, the following

adaptive filter for the state x(t), with structure motivated by a linear filter, results

˙̂x(t) = A(α̂(t))x̂(t) + L(ym(t)− ŷ(t)), x̂(0) = x̂0, (4.20)

where x̂(t) is an estimate of x(t), ŷ(t) = Cx̂(t), and x̂0 denotes the filter initial conditions.

The vector L ∈R9×3 is the gain of the filter.

The dynamics of the state estimation error x̃(t) = x(t)− x̂(t) associated with the filter

can be written in the form

˙̃x(t) = (A(α)−LC− α̃(t)A1)x̃(t) + α̃(t)A1x(t) + Bd(t)−LDn(t), (4.21)

where A1 = diag
[
A1, A1, A1

]
∈R9×9.

Note that if no noise were considered and a linear filter designed using an arbitrary

value for α, here denoted α, were used, instead of the one in (4.20), the augmented state

x(t) = [x̃T (t), xT (t)]T would evolve according to

ẋ(t) =
[

A(α)−LC (α−α)A1
0 A(α)

]
x(t).

From this expression, it is possible to conclude that the estimation error x̃(t) associated

with this filter would have an offset and/or oscillations around zero when α , α, even if

the process and observation noises were not present. This results from the eigenvalues of

A(α), which are on the imaginary axis. Thus, it is straightforward to conclude that linear

filters designed using a wrong value for the target angular speed are biased. This is not

the case of the filter proposed in this chapter, as proved in the next sections.

4.3.1 Filter stability – deterministic framework

In order to study the stability of the proposed filter, let us start by considering a deter-

ministic framework, i.e., consider that the process and observation noises introduced in

Section 4.1 are not present. In this case, conditions on the gain L that ensure that the

error of the filter in (4.20) converges exponentially fast to zero can be imposed. These

conditions are provided in Theorem 4.4. The influence of the noise in the stability of the

filter is addressed in the next section.

Theorem 4.4. When a deterministic framework is considered and ||φ(t)|| is persistently exciting,

the error of the filter in (4.20), with α̂(t) computed resorting to (4.18) and gain L chosen to

guarantee that both ˙̃x(t) = [A(α1)−LC] x̃(t) and ˙̃x(t) = [A(α2)−LC] x̃(t) are UES for given

values of α1 ≤ 0 and α2 ≤ 0, converges to zero exponentially fast.

Proof. In the deterministic case, the dynamics of the error of the filter in (4.20), presented

in (4.21), has the form

˙̃x(t) = (A(α̂(t))−LC)x̃(t) + α̃(t)A1x(t).
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If ||φ(t)|| is PE, there exist finite positive constants cp, λp such that ||α̃(t)A1x(t)|| ≤
cpe
−λp(t−t0), ∀t ≥ t0, given that ||α̃(t)A1x(t)|| ≤ ||α̃(t)||.||A1||.||x(t)|| and that ||x(t)|| is either

bounded or dominated by a polynomial of degree two, due to the trajectories considered

by the target model in (4.1). Since, according to Theorem 4.1 and Section 4.2.4, α̃(t)

converges to zero exponentially fast when ||φ(t)|| is PE and no noise is considered, and ||A1||
is a finite positive constant, the exponential dominates the other terms in the expression.

Therefore, according to Lemma 4.1, if ||φ(t)|| is PE and L is chosen in such a way that
˙̃x(t) = (A(α̂(t))−LC)x̃(t) is UES, then the error of the filter is guaranteed to converge to zero

exponentially fast.

Consider that there exist a symmetric positive definite matrix P ∈R9×9 and a matrix

W ∈R9×3 such that the linear matrix inequalities (LMIs){
AT(α1)P + PA(α1)−CTWT −WC < −Q
AT(α2)P + PA(α2)−CTWT −WC < −Q

(4.22)

are verified for a given symmetric positive semidefinite matrix Q ∈R9×9, i.e., consider

that there exists a gain L=P−1W such that ˙̃x(t)=[A(α1)−LC] x̃(t) and ˙̃x(t)=[A(α2)−LC] x̃(t)

are UES. In this case, according to Theorem 3.2 in [Ama06], L = P−1W makes ˙̃x(t) =

[A(α)−LC] x̃(t) quadratically stable for α∈ [α1, α2], see details about quadratic stability

in [Ama06]. Moreover, from Theorems 2.6 and 3.1 in [Ama06], if ˙̃x(t)=[A(α)−LC] x̃(t) is

quadratically stable for α∈ [α1, α2], then ˙̃x(t) = [A(α̂(t))−LC] x̃(t) is uniformly asymptot-

ically stable, since α̂(t)∈ [α1, α2]. For linear time-varying systems, uniform asymptotic

stability is equivalent to uniform exponential stability, see [Rug96], therefore, under

the stated assumptions, ˙̃x(t) = [A(α̂(t))−LC] x̃(t) is UES, which, according to Lemma 4.1,

guarantees that the error of the filter converges to zero exponentially fast.

In Theorem 4.4, conditions to be imposed on L that ensure the convergence of the filter

error exponentially fast to zero, in the deterministic case, were presented. Theorem 4.5

proves that there always exists a gain L verifying these conditions if ||φ(t)|| is PE.

Theorem 4.5. When a deterministic framework is considered and ||φ(t)|| is persistently exciting,

there always exists a gain L that makes the error of the filter in (4.20), with α̂(t) obtained as in

(4.18), to converge to zero exponentially fast for any given values of α1 ≤ 0 and α2 ≤ 0.

Proof. Let ||φ(t)|| be persistently exciting. In this case, and according to Theorem 4.4,

to prove this theorem we only need to show that there always exists a gain L such that
˙̃x(t) = [A(α1)−LC] x̃(t) and ˙̃x(t) = [A(α2)−LC] x̃(t) are UES for any given values of α1 ≤ 0

and α2 ≤ 0. Consider that this gain has the structure

L =


L 03×1 03×1

03×1 L 03×1
03×1 03×1 L

 , (4.23)
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where L ∈R3. If this is the case, the matrix A(αk)−LC, k = 1, 2, is a block diagonal matrix

with three blocks in its diagonal of the form A(αk)−L C, with C = eT1 . According to the

properties of linear systems, it is straightforward to conclude that if there exists a gain

L ∈ R3 such that A(αk)−L C is Hurwitz for k = 1, 2, then the gain L, obtained from L as

in (4.23), ensures that both ˙̃x(t) = [A(α1)−LC] x̃(t) and ˙̃x(t) = [A(α2)−LC] x̃(t) are UES for

any given values of α1 ≤ 0 and α2 ≤ 0.

In order to show that there always exists a gain L such that A(αk) − L C, k = 1, 2, is

Hurwitz, we are going to show that there always exist a symmetric positive definite matrix

P ∈R3×3 and a vector W ∈R3 such that

A
T

(αk)P + PA(αk)−C
T

W
T −WC < −Q, k = 1, 2, (4.24)

is verified for any α1 ≤ 0 and α2 ≤ 0, and for any symmetric positive semidefinite matrix

Q = [qk,j]3×3 (see details about Lyapunov stability in [Rug96]). The gain L is associated

with W and P, and can be obtained using the relation L = P
−1

W.

By writing (4.24) explicitly as a function of the entries of each matrix and by imposing

P > 0, it is possible to conclude that a matrix P
∗

= [pk,j]3×3 and a vector W
∗

= [wk,j]3×1

with entries chosen according to the following criteria and order

p23 < −q33/2
p12 < −q22/2− |α∗|.|p23|
p11 > 0 and p2

11 > p
2
12

p22 > p11
p13 < −q23 − p22

p33 >
−2p12p13p23+p11p

2
23+p22p

2
13

p11p22−p2
12

w1 > q11/2
w2 > q12 + p11 + |α∗|.|p13|
w3 > q13 + p12 ,

where α∗ = min(α1, α2), satisfy the two LMIs in (4.24), and that such matrices can always

be found.

Therefore, there always exists a gain L
∗

=
(
P
∗)−1

W
∗

such that A(α1)−L
∗
C and A(α2)−

L
∗
C are Hurwitz, and consequently, if ||φ(t)|| is PE and a deterministic setup is considered,

there always exists a gain L, obtained from (4.23) with L = L
∗
, that makes the error of the

filter in (4.20) to converge exponentially fast to zero, for any given values of α1 ≤ 0 and

α2 ≤ 0.

4.3.2 Filter stability – stochastic framework

When both the process and observation noises are considered, it is possible to prove

that the filter estimation error converges to the vicinity of zero and that, after the initial

transient, its maximum norm has an upper bound if some conditions are imposed on d(t),

n(t), ||φ(t)||, and on the target maximum linear velocity, see Theorem 4.6.
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Theorem 4.6. Consider the filter in (4.20), with α̂(t) computed resorting to (4.18) and gain

L chosen to guarantee that both ˙̃x(t) = [A(α1)−LC] x̃(t) and ˙̃x(t) = [A(α2)−LC] x̃(t) are UES

for given values of α1 ≤ 0 and α2 ≤ 0. Moreover, assume that ||φ(t)|| is persistently exciting

and that the process noise d(t), the observation noise n(t), and the target linear velocity v(t)

are bounded. In this case, there exists a finite positive constant βx̃ such that, after an initial

transient, the filter estimation error verifies

||x̃(t)|| ≤ βx̃, ∀ t ≥ t0. (4.25)

Proof. Consider that the process and observation noises are bounded, i.e., that βd= ||d||∞
and βn= ||n||∞ are finite, and that ||φ(t)|| is PE. If the target angular speed estimates are

obtained using the gradient adaptive law in (4.18), which guarantees that |α̃(t)| ≤ |α2 −α1|,
for all t ≥ t0, then, according to Theorem 4.2, there exist finite positive constants γ1, λ1,

and βα̃, such that

|α̃(t)| ≤min
[
|α2 −α1|, γ1e

−λ1(t−t0) + βα̃
]
, ∀ t ≥ t0.

Moreover, if the gain L is chosen so that both ˙̃x(t) = [A(α1)−LC] x̃(t) and ˙̃x(t) =

[A(α2)−LC] x̃(t) are UES for any given values of α1 ≤ 0 and α2 ≤ 0, then, as argued

in the proof of Theorem 4.4, ˙̃x(t) = [A(α̂(t))−LC] x̃(t) is also UES. Therefore, there exist

finite positive constants γx̃ and λx̃ such that the state transition matrix Φx̃ associated with

this linear state equation verifies ||Φx̃(t,τ)|| ≤ γx̃e−λx̃(t−τ) for all t, τ such that t ≥ τ.

When noise is considered, the target state estimation error evolves according to (4.21).

Due to the structure of A1, this expression can be written as

˙̃x(t) = (A(α̂(t))−LC)x̃(t) + B (d(t) + α̃(t)v(t))−LDn(t).

If the target linear velocity v(t) is bounded, i.e., if βv = ||v||∞ is finite, then, using the

variation of constants method, see [Rug96], we have that

||x̃(t)|| ≤ ||Φx̃(t, t0)||.||x̃(t0)||+ βv ||B||
∫ t

t0

||Φx̃(t,τ)||min
[
|α2 −α1|,γ1e

−λ1(τ−t0) + βα̃
]
dτ+

+ (||B||βd + ||L||.||D||βn)
∫ t

t0

||Φx̃(t,τ)||dτ

for all t ≥ t0. By computing the integrals, it is straightforward to show that, under the

stated assumptions, there exists a finite positive constant βx̃, given by

βx̃ =
γx̃
λx̃

(
||B||βvmin[|α2 −α1|, βα̃] + ||B||βd + ||L||.||D||βn

)
, (4.26)

such that, after an initial transient, the filter estimation error verifies (4.25).
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In Theorem 4.6, some assumptions necessary to ensure the existence of a finite positive

constant βx̃ such that, after an initial transient, (4.25) is verified, were presented. It is

possible to prove that, under these assumptions, a gain L guaranteeing the existence of

such a constant can always be found, see Theorem 4.7.

Theorem 4.7. Consider the filter in (4.20), with α̂(t) computed resorting to (4.18), and assume

that ||φ(t)|| is persistently exciting and that the process noise d(t), the observation noise n(t),

and the target linear velocity v(t), are bounded. In this case, it is always possible to compute

a gain L that guarantees the existence of a finite upper bound βx̃, as in (4.25), for the filter

estimation error after the initial transient is vanished.

Proof. According to Theorem 4.6, to prove this theorem we only need to show that

there always exists a gain L that guarantees that both ˙̃x(t) = [A(α1)−LC] x̃(t) and ˙̃x(t) =

[A(α2)−LC] x̃(t) are UES for any given values of α1 ≤ 0 and α2 ≤ 0. The existence of such

a gain was already confirmed in the proof of Theorem 4.5 (note that, even though such

theorem addresses the deterministic case, the extraction of conclusions regarding the

two aforementioned differential equations has nothing to do with the type of framework

under consideration). Thus, if the stated assumptions are met, it is always possible to

compute a gain L that guarantees the existence of a finite positive constant βx̃, with the

expression in (4.26), that ensures that the filter estimation error verifies (4.25) after the

initial transient.

4.3.3 Design of the gain of theH2 filter

In this section, a LMI-based strategy for the design of the gain of the H2 adaptive filter is

proposed, see [BGFB94] and [Oli02] for details about the design of H2 filters using LMIs.

The gain L of the filter is computed using a set of LMIs, since this strategy allows us to

address both stability and performance issues in a unified setup.

According to the target model in (4.1), the maneuvers of the target along different

spatial coordinates are coupled only through the common angular speed. Moreover, the

measurements of the target position along different spatial coordinates are uncoupled,

see (4.2). Therefore, estimates for the state of the target can be obtained using three

separate filters for the components of the target state that define the motion of the target

along the spatial coordinates x, y, and z. Let the state of the target be defined in the form

x(t) = [x1T(t), x2T(t), x3T(t)]T , where x1(t) = [x(t) ẋ(t) ẍ(t)]T , x2(t) = [y(t) ẏ(t) ÿ(t)]T , and

x3(t) = [z(t) ż(t) z̈(t)]T . Henceforth, the superscript i indicates that only the part of the

quantity to which it is associated corresponding to the i-th spatial coordinate is considered

(i = 1, i = 2, and i = 3, are used to identify the coordinates x, y, and z, respectively). Using
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this notation, the three filters take the form

˙̂xi(t) = A(α̂(t))x̂i(t) + L(yim(t)− ŷi(t)), x̂i(0) = x̂i0,

for i = 1,2,3, where x̂i(t) is an estimate of xi(t), and x̂i0 denotes the initial conditions of

the i-th filter. The vector L ∈R3 is the gain of the filters and ŷi(t) = Cx̂i(t), where C is as

introduced in Section 4.1. The dynamics of these filters can be rearranged in the form

˙̂xi(t) = A(α)x̂i(t) + L(yim(t)− ŷi(t))−A1α̃(t)x̂i(t), x̂i(0) = x̂i0. (4.27)

The structure of these estimators is close to the one of linear filters, but with the extra

term A1α̃(t)x̂i(t), which is treated as a disturbance in this section, since it depends on the

unknown time-varying quantity α̃(t), whose impact on the filter performance we want to

minimize. This term can be rewritten in the form α̃(t)x̂i2(t)B, where x̂i2(t) corresponds to

the second entry of x̂i(t) and B is as introduced in Section 4.1. Two other disturbances are

considered: the process noise di(t) ∈ R and the measurement noise ni(t) ∈ R that affect,

respectively, the components of the state of the target and the measurements of the target

position associated with the i-th spatial coordinate.

When the aforementioned disturbances are taken into account, the dynamics of the

error x̃i(t) = xi(t)− x̂i(t) associated with the estimates provided by the estimator in (4.27)

can be written in the form

˙̃xi(t) =
(
A(α)−LC

)
x̃i(t) + Bdi(t)−LDni(t) + Bα̃(t)x̂i2(t).

The term α̃(t)x̂i2(t) ∈ R and the process noise di(t) affect the estimation error x̃i(t) in

the same way (through B), i.e., they both corrupt directly the error associated with the

target acceleration estimates. Therefore, for design purposes, a single disturbance term

δi(t) = di(t) + α̃(t)x̂i2(t) is considered to model the effects of these two quantities. By

concatenating this disturbance with the noise that corrupts the measurements of the

target position into a single vector, the following generalized disturbance vector results

wi(t) = [δi(t) ni(t)]T ∈ R2. Rewriting the dynamics of the error as a function of this

generalized disturbance vector yields

˙̃xi(t) =
(
A(α)−LC

)
x̃i(t) +

(
Bw −LDyw

)
wi(t),

where Dyw =
[
0 D

]
and Bw =

[
B 03×1

]
.

For performance purposes, only the target position estimation errors ei(t) = Cx̃i(t), i =

{1, 2, 3}, are considered. As can be found in [Oli02], the H2 norm
∥∥∥FL

∥∥∥
2

of the system

obtained from the disturbances wi(t) to ei(t), when the gain L is considered, verifies∥∥∥FL

∥∥∥
2
< η, with η > 0, if and only if there exist a symmetric positive definite matrix
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P ∈R3×3, an auxiliary variable X ∈R, and an auxiliary variable W ∈R3, verifying W = PL,

such that

tr
[
X
]
< η2[

X C

C
T

P

]
> 0 (4.28) A

T
(α)P + PA(α)−C

T
W
T −WC PBw −WDyw

B
T
wP−D

T
ywW

T −I2

 < 0. (4.29)

Since the value of α is unknown, (4.29) cannot be used in the computation of the gain

of the filter. Instead, two other LMIs obtained from (4.29), by replacing α by α1 and α2,

are used, see [BP94]. The gain of the filter is found by minimizing the trace of X, which is

a scalar in this particular case, subject to these two LMIs and to (4.28), and its value is

obtained as L =
(
P
)−1

W, since P > 0 is always nonsingular. By writing α as a function of

α1 and α2, it is straightforward to show that the two LMIs mentioned above ensure that

(4.29) is verified for any α in the interval [α1, α2], see [BP94]. Therefore, the proposed

strategy guarantees that η is an upper bound for
∥∥∥FL

∥∥∥
2

if α ∈ [α1, α2].

In addition to the performance guarantees just presented, the procedure proposed in

this section leads to a filter with certain stability properties. Since the two LMIs described

in the previous paragraph impose that their left-hand side terms are negative definite, the

first block of each LMI must verify

A
T

(αk)P + PA(αk)−C
T

W
T −WC < 0, k = 1, 2. (4.30)

If the matrix P = diag
[
P, P, P

]
is considered and the gain L for the filter in (4.20) is

obtained from the gain L =
(
P
)−1

W as suggested in (4.23), then it is easy to show that

the two LMIs in (4.30) guarantee that the gain L verifies the LMIs in (4.22) for Q = 09×9,

i.e., it guarantees that both ˙̃x(t) = [A(α1)−LC] x̃(t) and ˙̃x(t) = [A(α2)−LC] x̃(t) are UES

for given values of α1 ≤ 0 and α2 ≤ 0. Therefore, this gain ensures that the error of the

filter in (4.20), with α̂(t) obtained as in (4.18), verifies (4.25) if the assumptions stated in

Theorem 4.6 hold.

If the 3D generalized disturbance vector w(t) = [w1T(t), w2T(t), w3T(t)]T ∈R6 and the

3D target position estimation error e(t) = Cx̃(t) ∈ R3 are considered, then the H2 norm∥∥∥FL

∥∥∥
2

of the system obtained from the disturbances w(t) to e(t), when the gain L is used,

verifies
∥∥∥FL

∥∥∥
2
<
√

3η.

4.4 Simulation results

In this section, continuous-time simulation results illustrating the performance of the

proposed parameter identifier and adaptive filter are presented.
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For comparison purposes, results obtained with an EKF and with a linear KF are

also provided, see [Gel01] for details about these filters. The EKF was designed for the

nonlinear system that results from augmenting the state x ∈R9, of (4.1), with the target

angular speed ω. The new state variable was modeled as a Wiener process, see [LJ03] for

details. The model considered for the measurements was the one introduced in (4.2). This

system is observable unless v(0) = a(0) = 0, since it is possible to show that, apart from

this situation, its initial state when a given interval is considered is uniquely defined by

the evolution of the target position, which is measured, on that interval. This result is in

accordance with the persistence of excitation condition obtained for the convergence of

the angular speed identifier proposed in Section 4.2. The linear KF was designed for the

target model in (4.1), with ω assumed known, and considered the same model as before

for the measurements.

The proposed framework is not restricted to systems with sensors that provide mea-

surements of the target position directly in Cartesian coordinates. In this section, mea-

surements of the target position in spherical coordinates, that simulate measurements of

the center of the target in images acquired with a single PTZ camera and measurements

of the depth of the target, are considered. In a real application, these measurements can

be obtained using (2.9) and the strategies described in Chapter 3, respectively. These mea-

surements are transformed to Cartesian coordinates using a nonlinear transformation, see

examples in [BSRLK01], which leads to the model in (4.2) for the position measurements.

In the simulations presented in this section, the intrinsic parameters of a 215 PTZ

camera from AXIS are used. The inertial reference frame is considered to have its origin

in the camera optical center, with the z-axis aligned with the optical axis of the camera in

the beginning of the experiments. This is without loss of generality, since the placement

of the inertial reference frame in some other location can be tackled by determining the

camera extrinsic parameters during calibration, see [FL01] and [Bou] for details about

camera models and calibration procedures. The target angular speed is considered to

belong to the interval [0, 0.5] rad/s, thus α1 = −0.25 and α2 = 0. In the online angular

speed identification procedure, the parameters µ = γ = 10−10 and the Hurwitz polynomial

Λ(s) = (s + λ)3, λ = 0.2, are used. The gain L of the H2 adaptive filter was obtained

from (4.23) with L = [1.33, 0.77, 0.13]T . This gain was computed using the strategy

described in Section 4.3.3 and ensures that
∥∥∥FL

∥∥∥
2
< 199.445. In the design of the H2 filter,

the intensities of the process and observation noises were tuned by replacing B = e3 and

D = I3 by B = 10e3 and D = 100I3.

The measurements of the center of the target in the images and the measurements

of its depth are corrupted by uniformly distributed noise, with values in the intervals

[−10, 10] pixel and [−1, 1] m, respectively. In both the KF and the EKF, the process
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4. Adaptive filtering for 3D positioning systems

noise that affects the target acceleration and the measurement noise that corrupts the

measurements of the target position are considered to have power spectral density matrices

102I3 mm2Hz5 and 1002I3 mm2Hz−1, respectively. The power spectral density considered

for the noise that affects the target angular speed in the EKF is 10−6 rad2Hz3.

In the sequel, three experiments are reported. In the first and second experiments the

target moves, respectively, along a circumference with angular speed ω = 0.2 rad/s and

along a straight line (ω = 0 rad/s). The third experiment illustrates the performance of

the proposed estimators when the target angular speed varies over time. The trajectories

described by the target in the three situations are shown in Fig. 4.3.

ï10ï505

ï10

0

10
5

6

7

8

y [m]

 

x [m]

 

z 
[m

]

! = 0 rad/s
! = 0.2 rad/s
! = 0.2, 0.1, 0.3 rad/s

Figure 4.3: Trajectories described by the target.

In Figs 4.4(a) and 4.5(a), the target angular speed estimates provided by the identifica-

tion procedure proposed in Section 4.2 and by the EKF, for the first two experiments, are

depicted. As can be seen, in the case of the circular trajectory both estimates converge to

the target real angular speed ω = 0.2 rad/s. However, in the straight line trajectory, only

the estimates provided by the parameter identifier converge to the vicinity of the target

real angular speed ω = 0 rad/s. In this case, the EKF diverges, as can be inferred from

Fig. 4.5(a).

The results obtained with the adaptive filter proposed in Section 4.3, for the first two

experiments, are depicted in Figs 4.4(b) and 4.5(b), together with the results obtained

with the EKF, with the KF designed using the target real angular speed, and with the

measurements of the target position computed resorting to the aforementioned nonlinear

transformation. The KF is the one with the best steady-state performance, since it uses

information that is not available in practice. The H2 adaptive filter does not have any

information about the target real angular speed, however, as depicted in the figures, its

performance is similar to the one of the KF. In the case of the circular trajectory, the
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Figure 4.4: Performance analysis for ω = 0.2 rad/s.

0 20 40 60 80 100
0

0.5

1

1.5

time [s]

!
[r
a
d
/
s]

 

 
Real
Parameter Identification
EKF

(a) Angular speed identification.

0 20 40 60 80 100
0

2

4

6

8

time [s]

Po
si

tio
n 

er
ro

r n
or

m
 [m

]

 

 
Measu rements
H 2 adap tiv e fi l te r

EKF

KF (! = 0 [rad/s])

(b) Position estimation.

Figure 4.5: Performance analysis for ω = 0 rad/s.
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performance of the EKF is also close to the one of the KF, but the error in its initial

conditions is much smaller than the error in the initial conditions of the adaptive filter.

For larger initial errors the EKF diverges. This phenomenon is visible in both the angular

speed estimates and the target position estimation error obtained in the experiment with

the straight line, see Fig. 4.5. In this case, the error in the initial conditions of the EKF was

made equal to the error in the initial conditions of the adaptive filter. Note also that the

steady-state performance of the adaptive filter is significantly better than the one obtained

with the measurements of the target position.

The results obtained in the third experiment, which considers a trajectory for the target

with three different angular speed values, are presented in Fig. 4.6. As can be seen, the
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Figure 4.6: Performance analysis for a target with time-varying angular speed.

angular speed identification strategy proposed in Section 4.2 is robust to variations in the

parameter to be estimated, since the angular speed estimates converge to the target real

angular speed even after abrupt changes in its value. The degradation in the performance

of the position estimates obtained with theH2 adaptive filter, around time instants 100 s

and 200 s, is due to the transients observed in the estimates provided by the parameter

identifier when the target angular speed changes its value.

As expected according to the stability results derived in the previous sections, see

Theorems 4.2 and 4.6, when ||φ(t)|| is persistently exciting and the process noise, the

observation noise, and the target linear velocity, are bounded, the error in the position

estimates provided by the adaptive filter and the error in the estimation of the target
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angular speed converge to the vicinity of zero. Moreover, the rate of convergence of these

errors depends on the level of excitation of ||φ(t)||.

4.5 Conclusions

In this chapter, the problem of estimating the position, linear velocity, and linear accelera-

tion, of a target maneuvering in the 3D space was addressed. A model for the target that

depends on its angular speed was considered and only measurements of the target position

were used. This problem was tackled resorting to a cascade of a parameter identifier,

which estimates the angular speed of the target, and anH2 adaptive filter, which combines

the angular speed estimates with measurements of the target position to estimate the

target state. Under persistence of excitation conditions and for experiments where the

process noise, the observation noise, the target linear velocity, and the target angular

speed, are bounded, the errors associated with the proposed estimators were proved to

converge to the vicinity of zero. Simulations showing that the proposed filter performs

similarly to a linear Kalman Filter designed using the real value of the target angular speed

were presented. For comparison purposes, results obtained with an Extended Kalman

Filter were also provided. The simulations confirmed that the convergence and stability

guarantees derived in this chapter hold, even when the Extended Kalman Filter diverges.
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In the last years, there has been a massification of the use of systems such as acoustic

telemetry [Zel99] or pop-up satellite archival tags [Blo01] to study the daily movement

patterns and behaviour of marine animals [Zel99], [SN01], and migration patterns in

marine protected areas [Zel99], for instance. More recently, the development and use of

UAVs [RSCC07] as tools for ocean surface data acquisition has also been exploited. Most

vehicles have been designed to conduct simple survey missions that in general do not

require close interaction between the operator and the environment. Thus, it is by now felt

that the effective use of UAVs in demanding marine science applications must be clearly

demonstrated, namely by evaluating UAV-based systems in terms of their performance

and adaptability to different missions scenarios.

One of the marine science areas that can profit from the use of UAVs is positioning

and tracking of marine mammals [GG06]. Other applications including, for instance, the

use of UAVs to measure the temperature of the sea surface and to direct research vessels

to new areas of interest, leading to a more efficient use of the ship time, are also foreseen

as useful tools that can help marine scientists.

In this chapter, the problem of estimating the position of a marine mammal moving

at the ocean surface is addressed. With this purpose, a UAV instrumented with a GPS

receiver, an AHRS, and an image acquisition module, which consists of a digital video

camera mounted on a pan-tilt unit, is considered. The intrinsically nonlinear problem that

results is cast into the linear form by using the measurements provided by the camera in a

non-standard manner. This approach leads to two linear KFs that estimate the position of

the target by merging the aforementioned measurements with the measurements provided

by the GPS receiver and by the AHRS: one, time-invariant, that estimates only the target

position, and other, time-varying, that combines estimates of the target position with

estimates of the position of the UAV to improve its performance. These filters are included
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in a MMAE, which copes with the unknown nature of one of the parameters of the model

considered for the target (its angular speed). A set of simulations, carried out under

realistic noise conditions, is provided. The occlusion problem, that occurs when the

marine mammal dives, is also addressed in one of the simulations.

Note that the strategies presented in Chapters 3 and 4 are not used in this chapter

due to two main reasons: i) the distance from the mammal to the camera is very large,

and ii) we want to make the simulations presented in this chapter as realistic as possible,

thus a discrete-time filter is sought. The first point makes the use of the depth from focus

strategies proposed in Chapter 3 not viable, since such strategies are not guaranteed to

perform properly when the distance between the target and the camera is not on the order

of a few meters. The second point precludes the use of the H2 adaptive filter proposed

in Chapter 4, as it was designed (and its convergence guarantees were obtained) under a

continuous-time framework.

The main contributions of this chapter are:

• a new positioning and tracking strategy for marine mammals moving at the ocean

surface, which estimates their 3D position by fusing measurements obtained with a

pan and tilt camera, a GPS receiver, and an AHRS, all installed on-board a UAV;

• two new model-based KFs: i) a time-invariant filter that only estimates the target

position, and ii) a time-varying filter that uses a state augmentation strategy to

improve its overall performance.

This chapter is based on the preliminary works presented in [1] and [7], and is orga-

nized as follows. The problem in study is described in Section 5.1, as well as the models

considered for the target, UAV, and sensors. The filters proposed as solution for the

positioning problem at hand are addressed in Section 5.2, and in Section 5.3 simulation

results are presented and discussed. Finally, some concluding remarks are outlined in

Section 5.4.

5.1 Problem statement

Consider a UAV instrumented with an AHRS that provides estimates for the orientation
IRp(t) ∈ SO(3) of a body-fixed frame {P}, attached to the UAV, with respect to an inertial

reference frame {I}, over time t (IRp(t) is the rotation matrix that rotates the coordinates

of points from frame {P} to frame {I}). A GPS receiver installed onboard the UAV provides

estimates for the position IXp(t) ∈R3 of the origin of {P} expressed in the inertial frame

{I}. Without loss of generality, the inertial reference frame is considered to have its origin

in the vicinity of the mission scenario and at the sea surface, with the z-axis orthogonal
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to it and pointing upwards, see Fig. 5.1. The UAV is also instrumented with an image

acquisition module, which consists of a digital video camera mounted on a pan-tilt unit.

The position pXc ∈ R3 of the origin of a body-fixed frame {C}, attached to the camera,

expressed in the aircraft frame {P} and the orientation pRc ∈ SO(3) of {C} with respect to

{P} are known (pRc is the rotation matrix that rotates the coordinates of points from frame

{C} to frame {P}). The origin of {C} is at the camera optical center and its z-axis is aligned

with the camera optical axis.

{ I }

{ P }

{ C }

I X b

c X b

Figure 5.1: Example of mission scenario for tracking and positioning of marine mammals.

Moreover, consider a marine mammal moving at the sea surface and denote the inertial

coordinates of its position by IXb(t) ∈ R3. According to the described setup, the position

of the target in the inertial reference frame is given by the vector IXb(t) = [Ixb(t) Iyb(t) 0]T .

The problem addressed in this chapter is that of tracking the marine mammal and

obtaining estimates [I x̂b(t) I ŷb(t)]T for its position, using measurements provided by the

GPS receiver, AHRS, and image acquisition module. These measurements are considered

to be corrupted by white Gaussian noise.

5.1.1 Marine mammals model

State-space models have been used in the characterization of the movement of several

animals, as reported in [PTW+08]. In the sequel, the dynamical model chosen for the

marine mammal is described. Given the trajectories expected for this type of targets,

which, as stated before, are assumed to lie in a plane coincident with the sea surface,

the 2D Horizontal Constant-Turn Model with Known Turn Rate, as presented in [LJ03], is

selected. This model assumes that the target moves with constant speed and constant

angular (turn) rate ω, and is the 2D counterpart of the 3D model used in Chapter 2 to

deal with generic targets. Assuming that ω is known, a four-dimensional state vector

xb(t) = [Ixb(t) I ẋb(t) Iyb(t) I ẏb(t)]T results, where [Ixb(t) Iyb(t)]T and [I ẋb(t) I ẏb(t)]T are,

respectively, the position and velocity of the target expressed in inertial coordinates. Let

xb(tk) denote the values taken by the state xb(t) of the target at time instants tk = kT , k ∈N,

97



5. Outdoor (GPS/AHRS aided) 3D application

where T > 0 is the sampling interval. In this case, the target state dynamics assumes the

following linear parametrically varying form

xb(tk) = Fb(ω)xb(tk−1) + wb(tk−1)

=



1 sin(ωT )
ω 0 −1−cos(ωT )

ω

0 cos(ωT ) 0 −sin(ωT )

0 1−cos(ωT )
ω 1 sin(ωT )

ω

0 sin(ωT ) 0 cos(ωT )


xb(tk−1) + wb(tk−1). (5.1)

The process noise wb(tk) ∈ R4 is assumed to be Gaussian and to have zero-mean, with

covariance matrix

Qb(ω) = Swb



2(ωT−sin(ωT ))
ω3

1−cos(ωT )
ω2 0 ωT−sin(ωT )

ω2

1−cos(ωT )
ω2 T −ωT−sin(ωT )

ω2 0

0 −ωT−sin(ωT )
ω2

2(ωT−sin(ωT ))
ω3

1−cos(ωT )
ω2

ωT−sin(ωT )
ω2 0 1−cos(ωT )

ω2 T


, (5.2)

where Swb corresponds to the power spectral density of the continuous-time process noises

that affect the two components of the velocity of the target. More details about this model

can be found in [LJ03].

Note that the state dynamics and the process noise covariance matrix depend explicitly

on the target angular speed, whose real value is not known. A solution that copes with

this problem is proposed in Section 5.2.

5.1.2 UAV model

In order to keep the system proposed in this chapter as general as possible, the dynamics

of the UAV is modelled as a double integrator. A more complex model could have been

used, but this approach leads to a general solution that suits systems with different types

of aircrafts.

Let xp(t) = [Ixp I ẋp I ẍp Iyp
I ẏp

I ÿp
Izp

I żp
I z̈p]T , where [Ixp Iyp Izp]T , [I ẋp I ẏp I żp]T , and

[I ẍp I ÿp I z̈p]T denote, respectively, the UAV position, velocity, and acceleration, expressed

in inertial coordinates. The dependence of the scalar quantities on time t was omitted

for simplicity of presentation. A simple reasoning based on the kinematic equations of

motion leads to the following continuous-time kinematic model for the UAV

ẋp(t) = diag[A,A,A]︸          ︷︷          ︸
Ap

xp(t) + diag[G,G,G]︸          ︷︷          ︸
Gp

w(t), (5.3)
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where A =
[

03×1 e1 e2

]
and G = e3. The process noise w(t) ∈ R3, which affects the

three components of the acceleration of the UAV, is assumed to be Gaussian, zero-mean,

and with power spectral density matrix diag[Swp , Swp , Swp].

The solution of (5.3) has the form

xp(t) =ΦAp
(t,τ)xp(τ) +

∫ t

τ
ΦAp

(t,σ)Gp(σ)w(σ)dσ, t ≥ τ,

where t and τ are time instants and ΦAp
is the transition matrix associated with the

matrix Ap, see [Rug96] for more details. Evaluating this expression for t = tk = kT and

τ = tk−1 = (k− 1)T , k ∈N, where T > 0 is the sampling interval, and denoting the values

taken by the state xp(t) and process noise w(t) at a given time instant tk by xp(tk) and w(tk),

respectively, yields

xp(tk) = Fpxp(tk−1) + wp(tk−1),

where the process noise w is assumed constant over the integration range. The value of

wp(tk), which corresponds to the discrete-time process noise, is given by wp(tk) =Λpw(tk),

with Λp =
∫ T
0 e

ApσdσGp, and has the covariance matrix Qp = diag[SwpQ,SwpQ,SwpQ], with

Q =


T 5/20 T 4/8 T 3/6
T 4/8 T 3/3 T 2/2
T 3/6 T 2/2 T

 .

Since the continuous-time equation of the state of the UAV is time-invariant, its discrete

version is also time-invariant, with Fp = diag[F,F,F], where

F = eAT =


1 T T 2/2
0 1 T
0 0 1

 .

5.1.3 Measurements model

The UAV is instrumented with a GPS receiver and an AHRS, which provide measurements

of its position and attitude with respect to {I}, and with an image acquisition module

that acquires images of a marine mammal moving at the sea surface. The measurements

provided by these sensors are described in this section.

The data obtained from the GPS and AHRS correspond to direct measurements of

the position IXp and orientation IRp of the UAV with respect to the inertial reference

frame. Measurements provided by the image acquisition module are more intricate, as

the pinhole camera model is used in this chapter, see [FL01] and [HZ04] for details about

this model.

Let us assume that the center of the marine mammal in the image is the projection of

the point used to define the position IXb of the target in the inertial reference frame, and
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let the coordinates of this point in the image frame be denoted by (u,v). Then, according

to the pinhole model, these coordinates can be written in the form

u =
p11

Ixb + p12
Iyb + p14

p31
Ixb + p32

Iyb + p34
and v =

p21
Ixb + p22

Iyb + p24

p31
Ixb + p32

Iyb + p34
, (5.4)

where pij is the element of the projection matrix in the i-th line and j-th column. As can

be seen, these measurements are a nonlinear function of the position IXb of the target.

The absence of a z-component in this expression is due to the fact that, according to the

setup described in the beginning of this section, the 3D position of the target is given by
IXb = [Ixb Iyb 0]T .

In this chapter, the isolation and segmentation of the marine mammal are tackled

resorting to active contours, using the strategy described in Section 2.3.1. An example

of the segmentation of a marine mammal can be seen in Fig. 5.2. Once the target is

segmented, the coordinates in the image of the point that defines its position, in this case

the center of its boundary, are easily computed as the mean of the coordinates of the points

that belong to the estimated contour.

(a) Marine mammal. (b) Target segmentation.

Figure 5.2: Example of segmentation of a marine mammal.

5.2 Filters design

In this section, several estimation strategies that can be used to solve the positioning

problem at hand are presented: two Kalman Filters with different structures and an

Extended Kalman Filter, included in this chapter for comparison purposes. The two KFs

are here called isolated and joint, depending on the use, or not, of estimates of the position

of the UAV to help in the estimation of the position of the target. The linear KFs are

proposed under the framework of Multiple-Model Adaptive Estimation to deal with the

unknown nature of the target angular speed, similarly to what was done in Chapter 2.

The BPM is used to provide some insight into how to choose the nominal angular speed

values for each underlying KF model. The three filters merge the measurements provided
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by the GPS, AHRS, and image acquisition module, to provide estimates for the position of

the marine mammal with respect to the inertial reference frame.

5.2.1 Isolated Kalman Filter

When the pinhole model is considered, the relation between the coordinates IXb of the

point that represents the target, and the coordinates (u,v) of the projection of that point

into the image frame, is nonlinear, see the expressions in (5.4). A filter that combined

these expressions in their present form with the model in (5.1), to obtain estimates for the

marine mammal position, would hardly have any stability and performance guarantees.

Such a strategy is addressed in Section 5.2.4, where an EKF is presented for comparison

purposes. Here, a different approach, that consists in rewriting (5.4) as a linear function

of the state of the system, is proposed.

Let Ac denote the 3 × 3 matrix with the intrinsic parameters of the camera, and

[cRI | cXI ] its 3× 4 extrinsic parameters matrix, where cRI and cXI are, respectively, the

rotation matrix that rotates points from {I} to {C} and the origin of {I} expressed in {C}.
Using this notation, the projection matrix of the camera in each time instant (note that

the dependence on time is omitted here to keep the notation simple) has the form P =

Ac[cRI | cXI]. If m = [u,v,1]T is used to denote the homogeneous coordinates associated

with (u,v), then, according to the pinhole model, and using the properties of rigid body

transformations, see [MLS94], it is possible to rewrite (5.4) in the form

λm = Ac (cRI
IXb + cXI )

= Ac
pRTc [IRTp (IXb − IXp)− pXc], (5.5)

where λ is a scaling factor related with the distance from the target to the camera. Apart

from λ and IXb, all the other quantities in this equation are either known (Ac, pRc, and
pXc) or measured (m, IRp, and IXp). Given the constraint Izb = 0 on the third component

of IXb, (5.5) is a linear system with three equations and three unknowns (λ, Ixb, and Iyb).

By rearranging the terms in (5.5), we have that

[
−Ac

pRTc
IRTp M m

]
︸                           ︷︷                           ︸

QI


Ixb
Iyb
λ

 = −Ac
pRTc (IRTp

IXp − pXc)︸                        ︷︷                        ︸
bI

,

where QI ∈R3×3, bI ∈R3, and M = [e1 e2]. According to the geometry of the problem, it is

possible to conclude that QI is invertible (it would be singular if and only if the camera

mounted on the UAV were coincident with the sea surface, which is not possible). Thus,
Ixb and Iyb verify [

Ixb
Iyb

]
= MTQ−1

I bI .
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By replacing the values of m, IRp, and IXp, by the values of their measurements, the

previous expression allows us to transform the measurements of (u,v), which depend

nonlinearly on the state of the target, into measurements (Ixbm , Iybm) of (Ixb, Iyb), that are

a linear function of the state of the marine mammal.

In order to obtain estimates [I x̂b I ŷb]T of the marine mammal position [Ixb Iyb]T ,

consider a system with state xI = xb = [Ixb I ẋb
Iyb

I ẏb]T ∈ R4, whose evolution is

governed by the linear stochastic difference equation (5.1), and consider that at a given

instant tk of time, measurements zI(tk) = [Ixbm(tk) Iybm(tk)]T ∈R2, given by

zI(tk) =
[

1 0 0 0
0 0 1 0

]
︸             ︷︷             ︸

CI

xI(tk) + vI(tk), (5.6)

are available. The process wI = wb and measurement vI noises are assumed to be white,

zero-mean, Gaussian, independent (E[wI(tk)vTI (tj)] = 0, for all tk, tj), and with covariance

matrices QI(ω) = Qb(ω) and VI given, respectively, by (5.2) and VI(tk) = diag[σ2
xb , σ

2
yb],

where σxb and σyb denote the standard deviations of the measurements Ixbm and Iybm .

Let x̂−I (tk) and x̂I(tk) denote a priori and a posteriori estimates for the state of the target,

and P−I (tk) and PI(tk) a priori and a posteriori state covariance matrices, respectively. The

evolution over time of these quantities can be obtained according to a time-invariant KF

defined by the following equations:

Predict step:

x̂−I (tk) = FI(ω)x̂I(tk−1)

P−I (tk) = FI(ω)PI(tk−1)FTI (ω) + QI(ω)

Update step:

KI(tk) = P−I (tk)C
T
I [CIP

−
I (tk)C

T
I + VI ]

−1

x̂I(tk) = x̂−I (tk) + KI(tk)(zI(tk)−CI x̂
−
I (tk))

PI(tk) = [I4 −KI(tk)CI ]P
−
I (tk), (5.7)

see [Gel01] for more details about Kalman Filtering. In these expressions, FI(ω) is the

matrix that defines the dynamics of xI , i.e., FI(ω) = Fb(ω). An initial guess for x̂I(tk−1) and

PI(tk−1) must be provided to the filter.

Final estimates [I x̂b(tk) I ŷb(tk)]T , for the position [Ixb Iyb]T of the target at a given

time instant tk, can be obtained from the first and third components of x̂I(tk).

5.2.2 Joint Kalman Filter

The isolated Kalman Filter proposed in the previous section makes direct use of the

measurements provided by the GPS receiver in the transformation of the measurements
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of (u,v) into measurements of (Ixb, Iyb), which depend linearly on the state of the target.

In this section, a different approach is pursued, as the measurements provided by the GPS

are also incorporated into the filtering process. A filter with a different structure results,

and new estimates for the state of the target, as well as estimates for the state of the UAV,

are provided.

From (5.5), it is straightforward to conclude that the value of λ can be obtained from

λ = eT3
pRTc [IRTp (IXb − IXp)− pXc].

If this expression is substituted into (5.5), and the terms in the expression that results are

reorganized, (5.5) takes the form

(A−1
c meT3 − I3)pRTc

pXc = (A−1
c meT3 − I3)pRTc

IRTp (IXb − IXp).

Moreover, if M is as defined in the previous section, and Cb and Cp are given by Cb =

[e1 03×1 e2 03×1] and Cp = I3 ⊗ eT1 , the previous system, which has three equations, can be

cast into the form

MT (A−1
c meT3 − I3)pRTc

pXc︸                            ︷︷                            ︸
y

= MT (A−1
c meT3 − I3)pRTc

IRTp (Cbxb −Cpxp),

which is a system with only two equations. The third equation of the system was removed

since the last row of A−1
c meT3 − I3 is a vector of zeros. If the value of m in the previous ex-

pression is replaced with the value of its measurements, the measurements of (u,v), which

are a nonlinear function of the state of the target, are transformed into measurements ym,

of y ∈R2, that depend linearly on the state xb of the target and on the state xp of the UAV.

If the state of the new system is considered to be xJ = [xTb xTp ]T ∈R13, then, at a given

instant tk of time, measurements zJ (tk) = [yTm(tk) IXTpm(tk)]T ∈R5, given by

zJ (tk) =
[

MT (A−1
c m(tk)eT3 − I3)pRTc

IRTp (tk) 02×3
03×3 I3

][
Cb −Cp

03×4 Cp

]
︸                                                                        ︷︷                                                                        ︸

CJ (tk)

xJ (tk) + vJ (tk), (5.8)

are available. The values of ym(tk), IXpm(tk), and vJ (tk), denote the measurements of y, the

measurements of IXp, and the measurement noise, respectively, at instant tk. Since both

m and IRp depend on time, in this case the measurements equation is time varying.

The state xJ of the system results from the concatenation of the states of the target

and UAV, therefore its evolution over time is modelled by the linear stochastic difference

equation

xJ (tk) =
[

Fb(ω) 04×9
09×4 Fp

]
︸              ︷︷              ︸

FJ (ω)

xJ (tk−1) +
[

wb(tk−1)
wp(tk−1)

]
︸         ︷︷         ︸

wJ (tk−1)

.
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The process wJ and measurement vJ noises are assumed to be white, zero-mean,

Gaussian, independent (E[wJ (tk)vTJ (tj)] = 0, for all tk, tj), and with covariance matrices

QJ (ω) and VJ , respectively, of the form

QJ (ω) =
[

Qb(ω) 04×9
09×4 Qp

]
and VJ =

[
Vym 02×3
03×2 Vp

]
,

where Vym ∈R
2×2 and Vp ∈R3×3 are diagonal matrices with the variances of the compo-

nents of ym and IXpm in its diagonal.

By using a reasoning and notation similar to the ones in the end of Section 5.2.1, a joint

Kalman Filter that estimates the state of the target and the state of the UAV results. Since

the measurements equation in (5.8) is time-varying, in opposition to the time-invariant

equation in (5.6), when replacing the value of CI , in (5.7), with the value of CJ , attention

must be paid to the fact that CJ depends on time, i.e., CI must be replaced by CJ (tk). All

other substitutions are straightforward.

According to the described strategy, estimates [I x̂b(tk) I ŷb(tk)]T , for the position

[Ixb Iyb]T of the target at a given time instant tk, can be obtained from the first and

third entries of x̂J (tk). Moreover, estimates for the position of the UAV with respect to the

inertial reference frame, at the same time instant, can be obtained from the 5-th, 8-th, and

11-th, entries of x̂J (tk).

5.2.3 Multiple-Model Adaptive Estimators

The model considered for the marine mammal, see (5.1), assumes that its angular speed is

known, which is not a realistic assumption. In order to overcome this issue, an approach

based on the use of multiple models, that simultaneously identifies the target angular

speed and estimates its state, is used. This strategy is similar to the one proposed in

Chapter 2, thus it is not described in detail here. The interested reader is referred to

Chapter 2 and references therein for more information about MMAEs.

Let us consider several models for the marine mammal that differ in the angular speed

value. For each of these models, an isolated (see Section 5.2.1) or joint (see Section 5.2.2)

Kalman Filter, depending on the strategy in use, is designed. The individual estimates

provided by each filter are then combined to obtain final estimates for the state of the

system and for its covariance matrix. The Multiple-Model Adaptive Estimator based on

the bank of isolated KFs is here referred to as Isolated MMAE, and the one based on the

bank of joint KFs is referred to as Joint MMAE. Both methods provide estimates for the

position of a marine mammal moving at the sea surface with an unknown angular speed.

The bank of KFs used in each MMAE is designed using the approach described in

Section 2.4.5 for the bank of EKFs. This strategy consists in guaranteeing that the BPM,

104



5.2 Filters design

between a given filter and the filter based on the true model, does not exceed a certain

value. In this case, a total of N = 4 models are used.

In order to gain some insight into how to choose the angular speed nominal values to

use in each KF, a set of simulations were carried out. In these simulations, the value of the

BPM was obtained from Γi∗ (see definition in Section 2.4.5), which was computed as being

a correlation matrix, rather than a covariance matrix, since the mean of the residuals of

the filters is not negligible (the model of the target is unstable). This approach does not

provide theoretical guarantees of convergence for the correct model. Details about the

assumptions that must be met to ensure the correct identification of the true model can

be found in [Bar76].

Figure 5.3 depicts the BPM for each one of the 4 models obtained for the Isolated

MMAE. For the joint strategy, the same models are considered. The four angular speed
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Figure 5.3: BPM for the four models. Dots in different colours correspond to the angular speed
values that minimize the BPM in each subset.

nominal values used in each KF are the ones that minimize the BPMs presented in Fig. 5.3,

[0, 0.02, 0.04, 0.06] rad/s, which lead to the division of the original set (Ω = [0, 0.07] rad/s)

into the following subsets:

Ω1 = [0,0.01]rad/s,

Ω2 = [0.01,0.03]rad/s,

Ω3 = [0.03,0.05]rad/s,

Ω4 = [0.05,0.07]rad/s.

As can be seen, the regions of validity of the four subsets have similar dimensions, as

opposed to what happened in Section 2.4.5. Thus, in this particular situation, the use

of the BPM and the use of a strategy based on the Euclidean distance between the four

nominal angular speed values would lead to the same results.
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5.2.4 Extended Kalman Filter

In order to compare the two MMAE-KFs proposed in the previous sections with a standard

approach, an EKF that estimates the state of the target, its angular speed, and the state of

the UAV, is presented in this section.

If the state of the system is the concatenation of the state of the target with its angular

speed and with the state of the UAV, xe = [xTb ω xTp ]T ∈R14, then its temporal evolution is

given by the nonlinear stochastic difference equation

xe(tk) = fe(xe(tk−1)) + we(tk−1)

=


Fb(ω(tk−1)) 04×1 04×9

01×4 1 01×9
09×4 09×1 Fp

xe(tk−1) + we(tk−1),

where we(tk−1) = [wT
b (tk−1) wω(tk−1) wT

p (tk−1)]T ∈R14. The angular speed is modelled as a

Wiener sequence, see [LJ03], as the angular speed increments wω(tk−1) are assumed to be

an independent (white noise) process.

Moreover, let the measurements ze(tk) ∈R5 available at instant tk be given by

ze(tk) = he(xe(tk)) + ve(tk)

=
[

MTm(tk)
IXp(tk)

]
+ ve(tk),

where ve(tk) ∈ R5 is the measurement noise. If Ce = [Cb 03×1 −Cp], then, according to

(5.5), it is possible to conclude that

he(xe(tk)) =


MTAc

pRTc (IRTp (tk)Cexe(tk)− pXc)

eT3
pRTc (IRTp (tk)Cexe(tk)− pXc)

IXp(tk)

 .

The Jacobian matrix Fe of fe has the form

Fe(x̂e(tk)) =


Fb(ω̂(tk)) ae(x̂e(tk)) 04×9

01×4 1 01×9
09×4 09×1 Fp

 ,

with

ae(x̂e(tk))=



x̂e2
(tk)[Tω̂(tk)cos(Tω̂(tk))−sin(Tω̂(tk))]−x̂e4

(tk)[Tω̂(tk)sin(Tω̂(tk))−1+cos(Tω̂(tk))]

ω̂2(tk)

−x̂e2
(tk)T sin(T ω̂(tk))− x̂e4

(tk)T cos(T ω̂(tk))

x̂e2
(tk)[Tω̂(tk)sin(Tω̂(tk))−1+cos(Tω̂(tk))]+x̂e4

(tk)[Tω̂(tk)cos(Tω̂(tk))−sin(Tω̂(tk))]

ω̂2(tk)

x̂e2
(tk)T cos(T ω̂(tk))− x̂e4

(tk)T sin(T ω̂(tk))


,
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where x̂e(tk) = [x̂Tb (tk) ω̂(tk) x̂Tp (tk)]T is the estimate for the state xe(tk) of the system, at

instant tk, and x̂Tb (tk), ω̂(tk), and x̂Tp (tk), are estimates for the state of the target, for its

angular speed, and for the state of the UAV, respectively, at the same time instant. In the

expressions, x̂ei (tk), i = 1,2, . . . ,14, denotes the i-th entry of x̂e(tk).

The Jacobian He of he has the form

He(x̂e(tk)) =
MTAc

pRTc
IRTp(tk)Ce[eT3

pRTc (IRTp(tk)Cex̂e(tk)−pXc)]−(IRTp (tk)Cex̂e(tk)−pXc)[eT3
pRTc

IRTp(tk)Ce]

[eT3
pRTc (IRTp (tk)Cex̂e(tk)− pXc)]2

03×5 Cp

 .

Let the a priori and a posteriori estimates for the state of the target be denoted by

x̂−e (tk) and x̂e(tk), and the a priori and a posteriori state covariance matrices by P−e (tk) and

Pe(tk), respectively. According to this notation, an EKF that estimates the state xe(tk) of

the system is given by the following set of equations:

Predict step:

x̂−e (tk) = fe(x̂e(tk−1))

P−e (tk) = Fe(x̂e(tk−1))Pe(tk−1)FTe (x̂e(tk−1)) + Qe(ω
∗)

Update step:

Ke(tk) = P−e (tk)H
T
e (x̂−e (tk))

[
He(x̂

−
e (tk))P

−
e (tk)H

T
e (x̂−e (tk)) + Ve

]−1

x̂e(tk) = x̂−e (tk) + Ke(tk)[ze(tk)− he(x̂−e (tk))]

Pe(tk) = [I14 −Ke(tk)He(x̂
−
e (tk))]P−e (tk),

where Qe(ω∗) and Ve are, respectively, the covariance matrices of the process we and

measurement ve noises, which are assumed to be white, Gaussian, and to have zero-mean.

These matrices have the form

Qe(ω
∗) =


Qb(ω∗) 04×1 04×9

01×4 Qω 01×9
09×4 09×1 Qp

 and Ve =
[

Vye 02×3
03×2 Vp

]
,

where Vye ∈R
2×2 is considered to be a diagonal matrix with the variances of the first two

entries of ze in its diagonal, and Vp ∈ R3×3 a diagonal matrix with the variances of the

three components of IXpm in its diagonal. In these expressions, Qb and Qp are as defined

in Section 5.1, Qω ∈R is the variance of the noise wω that affects the target angular speed,

and ω∗ is an arbitrary angular speed value, which is assumed to be in the center of the

interval to which the target angular speed is considered to belong. An initial guess for

x̂e(tk−1) and Pe(tk−1) must be provided to the filter. See [Gel01] for more details about

Extended Kalman Filters.
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5.3 Simulation results

In this section, simulation results that illustrate and compare the performance of the filters

proposed in the previous sections are presented. Experiments depicting their behavior

when the marine mammal submerges are also provided.

In order to keep the simulations as close as possible to reality, the trajectories described

by the UAV are generated according to the aircraft dynamic model SymAirDyn, proposed

in [RSCC07]. The image acquisition module is modelled by a pinhole camera with position
pXc = (200,0,100) mm and orientation pRc = pRc0

R(αp)R(θp) with respect to {P}, where

R(αp), R(θp), and pRc0
, are rotation matrices that express rotations of αp, θp, and −π/2 rad,

about the x, y, and z axes, respectively. In these expressions, R(αp) and R(θp) denote the

rotation matrices that express the camera pan and tilt movements (αp and θp denote the

camera pan and tilt angles, respectively), and pRc0
corresponds to the orientation of the

camera with respect to {P} when αp = θp = 0 rad. The camera control strategy proposed

by the authors in [BCV+11] can be used to keep the target visible in the images.

In the simulations reported in this section, the sampling interval is T = 0.2 s and

the marine mammal angular speed is considered to belong to the interval [0, 0.07] rad/s.

The covariance matrices Qb and Qp, obtained from the power spectral densities Swb =

10−3 m2/s3 and Swp = 10−1 m2/s5, are used, as well as Qω = 10−8 rad2/s2. Regarding the

covariance of the measurements, we have that VI = Vym = 102 I2 m2, Vye = 52 I2 pixel2,

and Vp = 102 I3 m2. The measurements of the yaw, pitch, and roll angles of the UAV,

provided by the AHRS, are corrupted by zero-mean, white, and Gaussian, noises with

standard deviation 0.5◦, 0.2◦, and 0.2◦, respectively. A significant error is included in the

initial guesses of the state of the three filters. In the case of the two MMAEs, the initial

probabilities associated with each one of the four models are assumed to be equal, i.e.,

1/4.

In Fig. 5.4, the real position of the marine mammal, IXb, and UAV, IXp, are depicted.

The evolution over time of the estimates IX̂b of the target position, provided by both the

isolated and joint filters, is also depicted, as well as the evolution of the estimates of the

UAV position IX̂p provided by the joint filtering approach. In this simulation, the marine

mammal describes a circular trajectory with the angular speed of the third model, i.e.,

ω = 0.047 rad/s, and the UAV moves along the trajectory depicted in blue.

The performance of the isolated and joint filters, proposed in the previous sections,

is addressed in Fig. 5.5. For comparison purposes, the results obtained with the EKF

presented in Section 5.2.4 are also depicted, as well as the measurements Ixbm and Iybm ,

of the marine mammal position, which are computed using the strategy described in

Section 5.2.1. The estimates provided by the three filters converge to the vicinity of the
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Figure 5.4: Evolution over time of the real and estimated positions of the marine mammal and
UAV.

real target position. Even though the steady-state performances of the three filters are

similar (their RMSEs are close to each other), the performance of the joint MMAE-KF is

better than the ones of the other two filters. In the case of the isolated MMAE-KF, this

result is a consequence of its structure, since it does not resort to estimates of the position

of the UAV to help in the estimation of the position of the marine mammal, as happens in

the joint MMAE-KF. In the case of the EKF, its performance is conditioned by the model

of the target, which is highly nonlinear on its angular speed, see (5.1). From Fig. 5.5, it is

also possible to conclude that the three presented filters lead to significant improvements

in terms of performance in the estimation of the position of the marine mammal, when

compared with the direct use of the measurements Ixbm and Iybm of the marine mammal

position.

In this experiment, the main source of errors is the high altitude of the UAV with

respect to the mammal position. The UAV moves 150 m above the sea surface, thus small

uncertainties in the measurements of its position and orientation, and as a consequence

on the measurements of the position and orientation of the camera, have a strong impact

on the estimates of the position of the target.

Results regarding the identification of the true model of the marine mammal are
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Figure 5.5: Euclidean norm of the marine mammal position estimation error. The values in
brackets are the steady-state RMSEs of the position estimates provided by each strategy.

depicted in Figs 5.6 and 5.7. As expected, the a posteriori probability of the third model,

which is the one that considers the real value of the angular speed of the target, converges

to 1 after the initial transient, when both the isolated and joint MMAE-KFs are used. This

leads to the correct identification of the angular speed of the target (ω = 0.047 rad/s),

see Fig. 5.7. The angular speed estimates are obtained by combining the angular speeds

associated with each one of the four models through a weighted sum, with the a posteriori

hypothesis probabilities of each model as weighting factors.

In Fig. 5.8, the performance of the three filters in terms of the estimation of the position

of a marine mammal that moves along the trajectory in Fig. 5.4, but which submerges

during the time interval [60,90] s, is addressed. During this period, estimates of the

position of the marine mammal are obtained resorting only to the predict step of the

filters, as measurements of the center of the target in the images are not available. As

can be seen, the performance of the isolated and joint MMAE-KFs is similar to their

performance when there are no occlusions. This occurs because the model of the target

had already been correctly identified, in both situations, by the time the marine mammal

submerged, see Fig. 5.9. If this was not the case, a larger degradation in the performance

of the filters would have been observed. Such degradation occurs, for instance, in the

performance of the EKF, see Fig. 5.8, since the error in the estimates provided by this filter

for the angular speed of the marine mammal is still significant at the time the mammal

submerges, see Fig. 5.9. Using an inaccurate estimate for the angular speed during the

30 s of occlusion leads to the degradation of the quality of the position estimates.
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Figure 5.6: Evolution over time of the a posteriori probabilities of each model.

Even though the performance of the isolated and joint MMAE-KFs does not degrade

significantly during the occlusion of the marine mammal, the covariance of the error in

their position estimates increases. This behavior was expected since the update step is not

performed during the interval in which the target is submerged, and can be confirmed

by comparing the green and red ellipses in Fig. 5.10. In this figure, the ellipses represent

the covariance of the target position estimation error. Their two semi-axes have direction

and length given, respectively, by the eigenvectors and square root of the eigenvalues of

the covariance matrices associated with the errors in the estimation of the position of the

target.

5.4 Conclusions

In this chapter, new strategies that solve the positioning and tracking problem when the

target moves at the sea surface and is recorded by a camera installed on a UAV, equipped

with a GPS receiver and an AHRS, were presented. Measurements of the position of the

projection of the target into the images, which can be computed using methodologies
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Figure 5.7: Evolution over time of the estimates for the angular speed of the marine mammal.
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Figure 5.8: Euclidean norm of the estimation error of the marine mammal position when there are
occlusions. The values in brackets are the steady-state RMSEs of the position estimates provided
by each strategy.

based on active contours, were combined with measurements of the position and attitude

of the UAV, provided by the GPS receiver and AHRS, respectively, to obtain estimates

of the position of the target with respect to an inertial reference frame. To obtain these

estimates, two Kalman Filters were proposed: one, time-invariant, that estimates only the

position of the target, and other, time-varying, that combines estimates of the position

of the target with estimates of the position of the UAV to improve its performance. To

assess the performance of these strategies, a set of simulations, carried out under realistic

conditions, were presented and discussed. Results obtained with a standard approach

based on the use of an EKF were also provided and compared with the ones obtained

with the proposed methods. Even though the three strategies addressed in this chapter

had similar performances in the presented experiments, the time-varying Kalman Filter,

referred to as joint MMAE-KF in the previous sections, was the one that led to the best

accuracies in the estimation of the position of the marine mammal.
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Figure 5.10: Evolution of the covariance of the target position estimation error when there are
occlusions. Green and red ellipses correspond to moments when the target is visible by the camera
and submerged, respectively.
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6
Synchronization of video

sequences

All the algorithms presented in this thesis were proposed under the scope of monocular

positioning and tracking. A natural extension of these methods is their adaptation to

multi-camera systems. This chapter is a first step in that direction.

There are two challenges that usually arise in multi-camera configurations: dealing

with occlusions and dealing with the image-to-image matching problem. In addition

to these challenges, using more than one camera to estimate the position of a moving

target poses an extra difficulty, as it requires that all the cameras are synchronized, i.e.,

that the correspondence between the frames of the videos acquired with the different

cameras is known, see Fig. 6.1. This problem is not restricted to positioning applications,

and appears, for instance, whenever a given event is recorded by different people from

different viewpoints. Synchronizing these videos is essential to merge all the available

information, which can then be used in a wide range of contexts, such as 3D reconstruction,

human action recognition, calibration of multiple cameras, or dynamic depth estimation,

see examples in [WZ02], [YS05], [SP04], and [ZT03], respectively.

In professional applications, it is possible to synchronize two cameras using proper

hardware. However, such hardware is expensive and is usually not available to the

common user. Moreover, in many situations, synchronizing the videos turns out to be

important only after their acquisition. Therefore, since accurate manual synchronization

is both tedious and difficult, the problem of synchronizing two videos, usually acquired

by cameras with unknown relative inter-camera extrinsic parameters, has received a lot of

attention in the last decade.
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?

S e q u e n c e  1 S e q u e n c e  2

Figure 6.1: Video synchronization problem.

Previous work

The video synchronization problem that has aroused more interest among the scientific

community considers that the cameras are static and that there exist correspondences

between the features observed in the two videos. Two of the directions of work that have

been pursued to solve this problem are presented by Tresadern and Reid in [TR03] and

by Caspi and Irani in [CI02], in what they called the “feature-based sequence alignment”

approach. In the first case, the time offset is found by searching for the minimum of the

relative magnitude of the fourth singular value of the “measurement matrix” introduced

by Tomasi and Kanade in [Tom92]. The second strategy aligns video sequences, in time

and space, when the two sequences are related by a homography or by the projective

epipolar geometry. To overcome the requirement that the cameras are static or jointly

moving, i.e., that the relative inter-camera extrinsic parameters do not change, and that

correspondences between the features observed in the two videos exist, some research has

been done on algorithms that drop one of these assumptions.

In [CI02], Caspi and Irani present a second method, the “direct intensity-based se-

quence alignment”, which exploits spatio-temporal brightness variations within each

sequence. This approach can handle complex scenes and drops the need for having

feature correspondences across the two sequences, but still requires that the cameras are

static or jointly moving and that they see the same scene. In [WZ02], Wolf and Zomet

propose a strategy that builds on the idea that every 3D point tracked in one sequence

results from a linear combination of the 3D points tracked in the other sequence. This

116



approach copes with articulated objects, but still requires that the cameras are static or

moving jointly.

There are also some works that can deal with independently moving cameras, but

at the cost of requiring the existence of correspondences between features tracked in

the two video sequences. Tuytelaars and Van Gool were the first to address the problem

of automatic video synchronization for independently moving cameras and general 3D

scenes, see [TG04]. This is done by reformulating the video synchronization problem in

terms of checking the rigidity of at least 5 non-rigidly moving points, matched and tracked

throughout the two sequences. Another example is the work by Meyer et al. [MSMP08],

which consists of a two-step algorithm that leads to subframe-accurate synchronization

results. First, an algorithm that estimates a frame-accurate offset by analysing the motion

trajectories observed in the images and by matching their characteristic time patterns is

used. After this step, subframe-accurate results are obtained by estimating a fundamental

matrix between the two cameras, using a correspondence of 9 non-rigidly moving points

in the scene. Both the motion of the cameras and the motion of the tracked object are

assumed to be linear between consecutive time instants.

As can be seen, video synchronization has been addressed from different perspectives.

However, to the best of our knowledge, the most general and complex case, which arises

when the cameras move independently and the parts of the moving object in the field of

view of each camera do not intersect, is yet to be solved. None of the previous strategies

would work in this situation, as there is no correspondence between the features observed

in the two cameras. In [YP04], Yan and Pollefeys suggest a novel algorithm that uses

the correlation between the distributions of space-time interest points, which represent

special events in the videos, to synchronize them. This method does not explicitly require

feature correspondences and static or jointly moving cameras, but their fields of view

must intersect and its performance degrades as the baseline between the cameras gets

wider.

Contributions

The main contribution of this chapter is a method that synchronizes two video sequences

acquired by independently moving cameras that see (possibly) different parts of a common

rigidly moving object. The scene recorded by the cameras must also include a second

common object (typically a static background), whose motion must be independent of the

one of the first object. From now on, this second object is referred to as the background.

The fields of view of the two cameras may not intersect and no knowledge about the

correspondence between the two video sequences, in terms of which trajectories belong

to which objects, is required. This is one of the most common video synchronization
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problems, as it occurs every time two people use handheld cameras to record a rigid object

moving on a static background (e.g., a car moving on the street). The relative inter-camera

extrinsic parameters are unknown and the intrinsic parameters of the cameras (which can

be calibrated a priori using the typical approaches, see [Zha00] and [Bou]) are assumed

to be known. The idea is to track two sets of features in each video sequence: one on

the moving object and other on the background. These sets are used to retrieve the

motion of the two objects with respect to each camera using state-of-the-art structure and

motion methods, see [KM98] and [ST96]. These results can be used to obtain information

about the motion of one object with respect to the other, which is used as clue for the

synchronization process. When the correspondences between the features and the two

trajectories are not known, subspace clustering algorithms, such as the ones presented in

[EV09] and [LLY+13], can be used to segment the two motions.

In addition to the previous contribution, a new set of methods that synchronize two

video sequences acquired by static or jointly moving cameras that see (possibly) different

parts of a common rigidly moving object is also presented. These methods are closely

related to the one mentioned in the previous paragraph, and are introduced first in the

document as they serve as a starting point for the more general case of independently

moving cameras. The assumptions about the intrinsic parameters, extrinsic parameters,

and fields of view of the cameras are the same as before. In this case, the motion of the

object with respect to each camera can be used directly as clue for the synchronization,

due to the constraints imposed on the motion of the cameras. A study of the uniqueness

of the solutions obtained with these methods is also presented.

The two video sequences, which are the only available data, are assumed to be acquired

by cameras with the same frame rate, thus a single temporal offset between them is

considered. This is without loss of generality since the multirate problem can be tackled

by interpolating the measurements of the features in the video acquired with the lowest

frame rate (note that typical object motions are smooth). The strategies proposed in this

chapter can be used after this resampling.

In summary, the main contributions of this chapter are:

• a new set of methods that synchronize video sequences acquired by static or jointly

moving cameras that see (possibly) different parts of a common rigidly moving

object;

• a new method that uses the relative motion between two rigid objects on the scene

to synchronize video sequences acquired by independently moving cameras that see

(possibly) different parts of the objects.

This chapter results from the work presented in [5] and is organized as follows. The
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new algorithms that synchronize video sequences acquired by static or jointly moving

cameras are presented in Section 6.1, as well as a study of the object trajectories that

lead to a unique identification of the correct temporal offset. One of these algorithms is

generalized for independently moving cameras in Section 6.2. In Section 6.3, the strategy

used to recover the motion of an object from the time evolution of the images of its

features is described, and in Section 6.4 simulation and experimental results illustrating

the performance of the proposed synchronization algorithms are presented. Finally,

concluding remarks are provided in Section 6.5.

6.1 Static and jointly moving cameras

In this section, the synchronization of static or jointly moving cameras, when no corre-

spondences between the features tracked in the two videos exist, see Fig. 6.2, is addressed.

Instead of explicitly using the features tracked on a moving object to solve the synchro-

nization problem, the rigid body transformations that explain the trajectories of such

features when expressed in the reference frame of each one of the cameras are used.

Figure 6.2: Example of setup for the synchronization problem when the cameras are static. The
blimp represents the moving object.

Synchronizing two static cameras that see a common moving object is equivalent to

synchronizing two moving cameras, as long as they move jointly and their motion is

such that the motion perceived from the images of the features on their fields of view

(with respect to the cameras) is the same as the motion perceived for the moving object

(with respect to the static cameras). Since no matching between the features observed by

the two cameras is required, the two topologies presented in Fig. 6.3 are equivalent to

the one presented in Fig. 6.2. Note that, throughout this chapter, the expression jointly

moving cameras is used to convey the idea that the cameras move in such a way that there

exists a time-invariant rigid body transformation between them over time, i.e., the relative
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(a) The fields of view of the two cameras intersect,
but no matching between the two sets of features
exists.

(b) The fields of view of the two cameras do not
intersect.

Figure 6.3: Equivalent problems where the scene is static and the cameras are moving.

position and orientation of one camera with respect to the other remain constant.

Let xi(k) ∈ R3, being k an integer in the range [k0, k0 +F], where k0 and F are such that

k0 and k0 + F correspond to the times of acquisition of the first and final frames of the

videos, denote the 3D coordinates of an object feature expressed in the reference frame of

camera i, i = 1,2, at the time of acquisition of the (k− k0 + 1)-th frame. These coordinates

can be obtained from the coordinates of the same feature at the time instant associated

with k0 as xi(k) = Ri(k)xi(k0) + ti(k), i = 1,2, for all k ∈ [k0, k0 +F], where Ri(k) ∈ SO(3) and

ti(k) ∈ R3 denote, respectively, a rotation matrix and a translation vector that describe the

evolution in time of the coordinates of object features expressed in the reference frame of

camera i.

Since the cameras are static or jointly moving, the relative inter-camera extrinsic pa-

rameters are constant, i.e., there exist a constant rotation matrix and a constant translation

vector that transform coordinates expressed in the reference frame of camera 1 into the one

of camera 2, similarly to what happens in the hand-eye calibration problem, see [HD95].

If these rotation and translation are denoted R ∈ SO(3) and t ∈ R3, respectively, then it is

possible to show that x2(k) = RR1(k)RTx2(k0) + Rt1(k) + (I3 −R2(k))t, and consequently

R2(k) = RR1(k)RT and t2(k) = Rt1(k) + (I3 −R2(k))t, (6.1)

for all k ∈ [k0, k0 + F], when the two videos are synchronized. These expressions are not

valid for unsynchronized videos, except in the cases detailed in Section 6.1.2.

6.1.1 Video synchronization – general case

There are several methods that can be used to track a set of features belonging to an

object moving on a video, being one of the most used the KLT feature tracker [ST94]. By

combining such strategies with algorithms that recover structure and motion from image
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sequences, see [KM98] and [ST96], it is possible to retrieve the motion of the object, apart

from a non-negative scaling factor in the magnitude of its translational component. More

details about this procedure are provided in Section 6.3. By applying this strategy to the

two video sequences, the quantities R1(k), α1t1(k), R2(k), and α2t2(k), are obtained for

all k ∈ [k0, k0 +F]. The constants α1 and α2 are non-negative scalars that account for the

scaling ambiguity in the magnitude of the translation of the moving object.

According to the discussion above, for unsynchronized videos the expressions in (6.1)

have the form

R2(k′) = RR1(k)RT (6.2)

α2t2(k′) = Rt1(k) + (I3 −R2(k′))t, (6.3)

for all k ∈ [k0, k0 +F], with k′ = k+ δ, where δ denotes the temporal offset between the two

sequences. This offset is considered to belong to a given interval, δ ∈ [−∆,∆], with ∆ ≤ F
positive and known. Even though the two videos are unsynchronized, they are assumed

to have at least F + 1 frames acquired at the same time instants. In the expressions, α1 is

considered to be the unit. This is without loss of generality, as there is an overall ambiguity

in the magnitude of the two members of equation (6.3).

If quaternions are used to parameterize the attitude associated with the rotation

matrices in (6.2), this expression takes the form

q2(k′).q = q.q1(k), (6.4)

where q2(k′), q1(k), and q, are the unit quaternions (quaternions with unit norm) associ-

ated with R2(k′), R1(k), and R, respectively. See [MLS94] and [CMC07] for details about

the use of quaternions to represent rotations, and recall that “.” is used to denote the

quaternion multiplication operator. In this document, the notation used in [CMC07] is

adopted, i.e., for a generic rotation matrix Ra ∈ SO(3), the corresponding unit quaternion

is given by qa = [sin(θa/2)vTa cos(θa/2)]T , where θa and va denote, respectively, the asso-

ciated non-negative angle of rotation and the unit Euler axis. These quantities are such

that Ra = e[va]×θa . Using this notation, the expression in (6.4) can be written as

M(q1(k),q2(k′))q = 04×1, (6.5)

with M(q1(k),q2(k′)) =
[
Ψ(q2(k′)) − Ξ(q1(k)) q2(k′) − q1(k)

]
. For a given quaternion

g = [wT g4]T , the matrices Ξ(g) andΨ(g) have the form

Ξ(g) =
[
g4I3 + [w]×
−wT

]
and Ψ(g) =

[
g4I3 − [w]×
−wT

]
, (6.6)

where w ∈R3 is a vector and g4 ∈R a scalar, see [CMC07].
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If (6.3) is also written as a function of the unit quaternion q, we have that

α2t2(k′) = ΞT (q)Ψ(q)t1(k) + (I3 −R2(k′))t, (6.7)

as R = ΞT (q)Ψ(q), see [CMC07]. The use of quaternions in this work allows avoiding

singularities in the representation of rotations, see [MLS94].

By combining (6.5) and (6.7), the synchronization problem for static or jointly moving

cameras can be cast into the form of the minimization problem

δ̂ = argmin
δ

Es(δ), (6.8)

where δ̂ denotes the estimated temporal offset and Es(δ) is the error function

Es(δ) = min
(q,t,β2)

µRER(δ,q) +µTET (δ,q,t,β2) +µq(q
Tq− 1)2, (6.9)

with µR, µT , and µq, positive weighting coefficients. The last term in the expression forces

||q|| to be the unit and the other two are obtained from

ER(δ,q) =
k0+F−∆∑
k=k0+∆

||M(q1(k),q2(k+ δ))q||2 and

ET (δ,q,t,β2) =
k0+F−∆∑
k=k0+∆

||β2
2t2(k+ δ)−ΞT (q)Ψ(q)t1(k)− (I3 −R2(k+ δ))t||2.

The scalar β2 is used to guarantee that α2, with α2 = β2
2, is not negative.

The optimization problem in (6.9) is a nonlinear least-squares problem due to the non-

linear dependence of ET (δ,q,t,β2) on q and β2, thus it can be solved using the Levenberg-

Marquardt method [Mar63]. This problem transforms into a linear least-squares problem

if α2 is used and if R, in (6.3), is considered to be a generic constant matrix P ∈ R3×3.

Linear constraints on the trace of P and on the l1 and l∞ norms of its line and column

vectors are imposed to guarantee that P is close to a rotation matrix, see [GL96] and the

notation introduced in the beginning of this document for details about these norms. If

this relaxation is used and if the estimate found for P, by solving the linear version of the

problem, is approximated by a rotation matrix, an initial guess for q, t, and β2, is easily

found. This approximation can be obtained using the algorithm proposed in [Sch66],

which can be used to approximate a given matrix by the closest rotation matrix in the

least-squares sense.

The temporal offset between the two videos is the one that solves (6.8), and is found

by evaluating the error function in (6.9) for all the offsets in a given range.
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6.1.2 Uniqueness of solution

There are situations in which the motion of the object does not have enough information

for the synchronization to succeed (imagine for instance that the object is stopped or

moves with constant velocity). In these cases, the solution of the minimization problem

introduced in the previous section is not unique, i.e., there are several temporal offsets

that minimize the error function in (6.9).

According to (6.2) and (6.3), it is possible to conclude that the solution of the opti-

mization problem in (6.8) is unique in terms of the temporal offset δ (meaning that Es(δ)

is null only for the correct offset), if and only if there not exist a non-negative constant

scaling factor, a constant rotation matrix, and a constant translation vector, that verify

such equations for some temporal offset, different from the real δ. The object trajectories

that violate this condition are summarized in Lemma 6.1, where θi(k) ∈R and vi(k) ∈R3

are used to denote, respectively, the non-negative rotation angle and the corresponding

Euler axis associated with Ri(k), for all k ∈ [k0 −∆, k0 + F +∆]. The conditions presented

on the lemma depend on ti and Ri, but they do not need to be tested for both i = 1 and

i = 2. It is enough to choose one of the cameras, for instance camera 1, and test if t1 and

R1 verify any of such conditions.

Lemma 6.1. The solution of the optimization problem presented in (6.8) is unique if and only

if none of the following three conditions are met for some non-null δ verifying |δ| ≤ ∆, with

δ1 = min[δ, 0] and δ2 = max[0, δ]:

1. θi(k) = 0 for all k ∈ [k0 + δ1, k0 +F + δ2] and there exist a non-negative constant scalar α

and a constant rotation matrix R such that αti(k+ δ) = Rti(k), for all k ∈ [k0, k0 +F].

2. θi(k) is periodic with period |δ| for k ∈ [k0 + δ1, k0 + F + δ2], the direction of θi(k)vi(k)

is constant in the same interval, and there exist a non-negative constant scalar α and a

constant rotation matrix R such that θi(k+δ)vi(k+δ) = Rθi(k)vi(k), for all k ∈ [k0, k0+F],

and α [ti(k+ 2δ)− ti(k+ δ)] = R [ti(k+ δ)− ti(k)], for all k ∈ [k0 − δ1, k0 +F − δ2].

3. θi(k) is periodic with period |δ| for k ∈ [k0 + δ1, k0 + F + δ2], the direction of θi(k)vi(k)

is not constant in the same interval, and there exist a non-negative constant scalar α, a

constant vector t, and a constant rotation matrix R such that

θi(k+ δ)vi(k+ δ) = Rθi(k)vi(k)
αti(k+ δ) = Rti(k) + (I3 −Ri(k+ δ))t ,

for all k ∈ [k0, k0 +F].

Proof. According to (6.2) and (6.3), it is possible to conclude that the solution of the

optimization problem in (6.8) is unique in terms of the temporal offset (meaning that Es(δ)
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is null only for the correct offset), if and only if there not exist a non-negative constant

α′2, a constant unit quaternion q′ (i.e., a constant rotation matrix R′ = ΞT (q′)Ψ(q′)), and a

constant translation vector t′, that verify

R2(k′ + δ) = R′R1(k)R′T (6.10)

α′2t2(k′ + δ) = R′t1(k) + (I3 −R2(k′ + δ))t′, (6.11)

for some non-null temporal offset δ such that |δ| ≤ ∆, and for all k ∈ [k0, k0 +F]. If R2(k′+δ)

and t2(k′ + δ) are written as a function of R1(k+ δ) and t1(k+ δ), the previous expressions

take the form

R1(k+ δ) = RR1(k)R
T

(6.12)

α2t1(k+ δ) = Rt1(k) + (I3 −R1(k+ δ))t, for all k ∈ [k0, k0 +F], (6.13)

where α2 = α′2/α2 ≥ 0, R = RTR′, and t = RT (t′ −α2t). If the exponential map is used to

represent R1(k) and R1(k+ δ), the equation in (6.12) can be written in the form

θ1(k+ δ)v1(k+ δ) = Rθ1(k)v1(k), for all k = [k0, k0 +F], (6.14)

where θ1(k) and v1(k) are, respectively, the non-negative angle of rotation and the cor-

responding unit Euler axis associated with R1(k), see [MLS94]. Thus, checking if the

solution of the optimization problem presented in (6.8) is unique is equivalent to checking

if there exists a non-null δ, verifying |δ| ≤ ∆, such that (6.13) and (6.14) are valid for some

α2, R, and t.

Since ||v1(k+ δ)|| = ||Rv1(k)|| = 1, recall that v1(k+ δ) and v1(k) are unit Euler axes, then,

from (6.14), we have that

θ1(k+ δ) = θ1(k) (6.15)

must be verified for all k ∈ [k0, k0 +F]. Thus, there is not a rotation matrix R that solves

(6.14) for some non-null δ such that |δ| ≤ ∆, unless θ1(k) is periodic with period |δ| in the

interval [k0 + δ1, k0 +F + δ2].

A particular case of periodic functions is the constant null function. If θ1(k) = 0, i.e.,

if R1(k) = I3, for all k ∈ [k0, k0 +F], there exists a non-null δ, with |δ| ≤ ∆, such that (6.13)

and (6.14) are verified for some α2 ≥ 0, R, and t, if and only if there exists a δ , 0, with

|δ| ≤ ∆, such that θ1(k) = 0, for all k ∈ [k0 + δ1, k0 +F + δ2], and such that

α2 t1(k+ δ) = Rt1(k), for all k ∈ [k0, k0 +F],

is verified for some constant scalar α2 ≥ 0 and for some constant rotation matrix R.

When θ1(k) is periodic with period |δ|, but not null, in the interval [k0 + δ1, k0 +F + δ2],

two situations are possible: either the direction of θ1(k)v1(k) is constant in that interval,
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or it is not. In the first case, the direction of θ1(k)v1(k) defines the (constant) Euler axis

associated with R1(k). Together with (6.15), this implies that

R1(k+ δ) = R1(k)

for all k ∈ [k0, k0 +F]. Using this equality and (6.13), it is straightforward to show that, in

this case,

α2 [t1(k+ 2δ)− t1(k+ δ)] = R [t1(k+ δ)− t1(k)] , (6.16)

for all k ∈ [k0−δ1, k0 +F−δ2]. Thus, in this situation, there exists a δ , 0, with |δ| ≤ ∆, such

that (6.13) and (6.14) are verified for some α2 ≥ 0, R, and t, if and only if there exists a

constant scalar α2 ≥ 0 and a constant rotation matrix R such that (6.14) and (6.16) are

verified, being |δ| the period of θ1(k).

Consider now the case when θ1(k) is periodic, but not null, in the interval [k0 + δ1, k0 +

F+δ2], and the direction of θ1(k)v1(k) is not constant in the same interval. In this situation,

if a rotation matrix R that solves (6.13) and (6.14), for some δ, α2 ≥ 0, and t, exists, it is

uniquely defined by the directions of the vector θ1(k)v1(k) over time, see [Sch66]. Thus, in

this case, there exists a δ , 0, with |δ| ≤ ∆, such that (6.13) and (6.14) are verified for some

α2 ≥ 0, R, and t, if and only if there exists a non-negative constant scalar α2 and a constant

vector t that verify (6.13), for all k ∈ [k0, k0 +F], when the R defined by the directions of

θ1(k)v1(k), according to (6.14), is considered. Here, |δ| corresponds to the period of θ1(k).

If R1(k) and t1(k), in (6.10) and (6.11), are written as a function of R2(k′) and t2(k′), a

similar deduction can be done for the rotations and translations obtained for the second

camera. Thus, the conditions derived above are valid for both cameras, i.e., for i = 1,2,

and can be summarized as in the statement of this lemma.

Note that the conditions presented on the lemma can be easily tested for a given

trajectory of the moving object.

6.1.3 Video synchronization – special cases

The method proposed in Section 6.1.1 is general and can be used for all types of trajectories

of the moving object, as long as its motion has enough information for the synchronization

to succeed, see Section 6.1.2. However, the underlying optimization problem requires

the estimation of the relative rigid body transformation between the two cameras, which

contributes to the nonlinearity of the problem. In this section, special cases, which

arise when the moving object describes certain types of trajectories, are studied. The

formulations that result do not require the estimation of the rigid body transformation

between the two cameras, which significantly simplifies the optimization process. The

special cases addressed here result from three simplifications and/or transformations of

the equations in (6.2) and (6.3), and occur when the target:

125



6. Synchronization of video sequences

1. rotates with non-constant angle of rotation (this type of motion is here called

rotational motion);

2. translates and rotates, with respect to the reference frame of both cameras, and

the Euler axis associated with this rotation is not orthogonal to the direction of

translation during the whole video sequence (this type of motion is here referred to

as non-constrained motion);

3. translates but does not rotate (this type of motion is here called purely translational

motion).

Strategies that solve the synchronization problem in each one of these situations are

proposed next. The simplicity of these strategies is obtained at the cost of: i) losing

generality in their domain of applicability, and ii) using only part of the information that

is available.

Rotational motion

When the rotation matrix that defines the rotational component of the motion of the

target varies over time, the use of equation (6.2) may be enough to synchronize the videos.

According to the properties of the trace of a product of matrices, see [GL96], and to the

properties of rotation matrices, from (6.2) we have that

tr[R2(k′)] = tr[R1(k)], for all k ∈ [k0, k0 +F] ,

which can be written in the form

θ2(k′) = θ1(k), for all k ∈ [k0, k0 +F] ,

where θi(k), i = 1,2, is the non-negative angle of rotation associated with Ri(k), since

tr[Ri(k)] = 1 + 2cos(θi(k)), for i = 1,2,

see [MLS94].

As can be seen, the angles of rotation associated with the rotation of the moving object

with respect to each one of the cameras can be used for synchronization purposes, as long

as they do not remain constant during the whole video sequences and are not periodic,

see Lemma 6.1. In this case, the synchronization can be obtained by finding the temporal

offset between the two videos that solves the optimization problem

δ̂ = argmin
δ

k0+F−∆∑
k=k0+∆

(
tr[R2(k+ δ)]− tr[R1(k)]

)2

︸                                    ︷︷                                    ︸
Etr(δ)

, (6.17)

which is equivalent to the problem in (6.8), but with the error function Es(δ) replaced by

the function Etr(δ).
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Non-constrained motion

Let θi(k) ∈R and vi(k) ∈R3, i = 1,2, denote, respectively, the non-negative rotation angle

and the corresponding unit Euler axis associated with Ri(k), for all k ∈ [k0, k0 +F]. In other

words, vi(k) is the eigenvector of Ri(k) associated with eigenvalue 1, i.e.,

vi(k) = Ri(k)vi(k), for all k ∈ [k0, k0 +F], (6.18)

see [MLS94]. Then, from (6.2), it is possible to conclude that

θ2(k′)v2(k′) = Rθ1(k)v1(k), for all k ∈ [k0, k0 +F]. (6.19)

If the inner product between θ2(k′)v2(k′) and both members of equation (6.3) is com-

puted, we have that

α2θ2(k′)vT2 (k′)t2(k′) = θ2(k′)vT2 (k′)Rt1(k) +θ2(k′)vT2 (k′) (I3 −R2(k′))t.

From this equation, and according to (6.18) and (6.19), results that

α2θ2(k′)vT2 (k′)t2(k′) = θ1(k)vT1 (k)t1(k), (6.20)

for all k ∈ [k0, k0 +F].

This is an elegant expression that merges information from both (6.2) and (6.3), but it

is not useful when:

• the object does not rotate, as in this case both θ1(k) and θ2(k′) are null for all

k ∈ [k0, k0 +F];

• the object does not translate with respect to the reference frame of the cameras, as

in this case both t1(k) and t2(k′) are null for all k ∈ [k0, k0 +F];

• the object rotates and translates with respect to the reference frames of the cameras,

but vT1 (k)t1(k) and vT2 (k′)t2(k′) are null for all k ∈ [k0, k0 +F], i.e., the Euler axes are

orthogonal to the directions of translation during the whole video sequences.

In these situations, both members of (6.20) are null.

If the motion of the object does not fall into the previous categories, the cameras can

be synchronized by solving the optimization problem

δ̂ = argmin
δ

Evt(δ),

where

Evt(δ) = min
α2

k0+F−∆∑
k=k0+∆

(
α2θ2(k+ δ)vT2 (k+ δ)t2(k+ δ)−θ1(k)vT1 (k)t1(k)

)2
,

subject to α2 ≥ 0
(6.21)
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which is equivalent to the problem in (6.8), but with the error function Es(δ) replaced

by the function Evt(δ). The constrained optimization problem can be solved using the

methods described in [BV04].

In addition to the previous strategy, there is another neat approach, based on the use

of essential matrices, that can be used in the case of the non-constrained motion. Instead

of having static cameras and a moving object, consider the dual situation in which the

object is static and the cameras are moving. In this case, the essential matrix associated

with the pose of the i-th camera in each time instant is obtained from Ri(k) and ti(k) as

Ei(k) = [ti(k)]×Ri(k), with i = 1,2,

see [HZ04]. From (6.2) and (6.3), it is possible to conclude that the essential matrix

E2(k′), associated with camera 2, can be written as a function of the essential matrix E1(k),

associated with camera 1, and that this relation has the form

α2E2(k′) = RE1(k)RT + [t]×R2(k′)−R2(k′)[t]×,

for all k ∈ [k0, k0 +F]. By computing the trace of each member of the previous equation,

the following expression results

α2tr[E2(k′)] = tr[E1(k)], for all k ∈ [k0, k0 +F], (6.22)

since, according to the properties of the trace of a product of matrices, tr([t]×R2(k′)) =

tr(R2(k′)[t]×) and tr(RE1(k)RT ) = tr(E1(k)), see [GL96].

The previous equation can also be used to synchronize two cameras, but fails this

task in the three situations mentioned above. In the first case, i.e., when the object does

not rotate, it reduces to α2tr
(
[t2(k′)]×

)
= tr

(
[t1(k)]×

)
, which is null for all k ∈ [k0, k0 + F],

regardless of the type of translation of the target, due to the structure of skew-symmetric

matrices. In the second case, i.e., when the object does not translate with respect to the

reference frame of the cameras, the expression is also null, as t1(k) and t2(k′) are both

null for all k ∈ [k0, k0 +F]. In the last case, in which the object rotates and translates with

respect to the reference frames of the cameras, but vT1 (k)t1(k) and vT2 (k′)t2(k′) are null for

all k ∈ [k0, k0 + F], the two members of the expression in (6.22) are also null. In order to

confirm this statement, let Ri(k), i = 1,2, be written in the form

Ri(k) = I3 + [vi(k)]× sin(θi(k)) + [vi(k)]
2
×
(
1− cos(θi(k))

)
,

where the Euler axis vi(k) has unit norm, see Rodrigues’ formula in [MLS94]. According

to this expression, we have that

tr[Ei(k)] = tr
[
[ti(k)]× + [ti(k)]×[vi(k)]× sin(θi(k)) + [ti(k)]×[vi(k)]

2
×
(
1− cos(θi(k))

)]
.
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Since the trace of a skew-symmetric matrix is null, due to its structure, and

tr
[
[ti(k)]×[vi(k)]×

]
= −2tTi (k)vi(k),

see [Ber09] and references therein, then

tr[Ei(k)] = −2tTi (k)vi(k)sin(θi(k)) + tr
[
[ti(k)]×[vi(k)]

2
×
(
1− cos(θi(k))

)]
.

In this expression, [vi(k)]2
× is symmetric, as it can be written in the form

[vi(k)]
2
× = vi(k)v

T
i (k)− ||vi(k)||2I3,

see [MLS94]. Thus, according to Fact 3.7.23. in [Ber09], which states that the trace of the

product of a skew-symmetric and a symmetric matrix is null, the trace of [ti(k)]×[vi(k)]2
×

is zero. Since in the case of the trajectories under study tTi (k)vi(k) = 0, it is possible

to conclude that, for such trajectories, tr[E1(k)] = tr[E2(k′)] = 0 for all k ∈ [k0, k0 + F].

Consequently, the two members of the expression in (6.22) are null for the aforementioned

trajectories.

When the motion of the target is not among the three aforementioned categories, a new

synchronization strategy, based on equation (6.22), can be used. Such strategy consists in

solving the optimization problem

δ̂ = argmin
δ

Eess(δ),

where

Eess(δ) = min
α2

k0+F−∆∑
k=k0+∆

(
α2tr[E2(k+ δ)]− tr[E1(k)]

)2
,

subject to α2 ≥ 0
(6.23)

which is equivalent to the problem in (6.8), but with the error function Es(δ) replaced by

the function Eess(δ). This problem can be solved using one of the optimization methods

described in [BV04].

Purely translational motion

In situations where the moving object does not rotate, equation (6.2) does not have useful

information for the synchronization and equation (6.3) reduces to

α2t2(k′) = Rt1(k) , for all k = [k0, k0 +F],

as R2(k′) is the identity during the whole sequence. In these cases, the cameras can

be synchronized by analysing if, for each possible time offset, the relation between the

translations t1(k) and t2(k′) is accurately explained by the previous expression, i.e., if there

exists a scaling factor α2 and a rotation matrix R that accurately map t1(k) to t2(k′), for all
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6. Synchronization of video sequences

k = [k0, k0 + F]. In other words, in this case the cameras can be synchronized by solving

the optimization problem

δ̂ = argmin
δ

Ept(δ),

where

Ept(δ) = min
(α2,R)

k0+F−∆∑
k=k0+∆

∣∣∣∣∣∣α2t2(k+ δ)−Rt1(k)
∣∣∣∣∣∣2.

subject to
α2 ≥ 0
R ∈ SO(3)

The solution of this problem can be obtained using a singular value decomposition,

as reported by Markley in [Mar88]. Even though the problem addressed in that article,

known as the Wahba’s problem, does not include the ambiguity in scale introduced by

α2, this is not problematic. The only difference is that α2 introduces an ambiguity in the

magnitude of the singular values of the matrix whose singular value decomposition is

used to solve the problem, but they are not used at any point in the algorithm. Thus,

instead of the previous formulation, the optimization problem

Ept(δ) = min
R

k0+F−∆∑
k=k0+∆

∣∣∣∣∣∣t2(k+ δ)−Rt1(k)
∣∣∣∣∣∣2

subject to R ∈ SO(3)
(6.24)

can be solved to find the value of Ept(δ). The optimal solution for this problem can be

easily obtained using the method described in [Mar88].

In all the situations presented in this section, the temporal offset between the two

videos is found according to the strategy described in the end of Section 6.1.1, i.e., by

evaluating the corresponding error functions, Etr(δ), Evt(δ), Eess(δ), and Ept(δ), for all the

possible offsets in a given range.

6.2 Independently moving cameras

When videos are acquired with independently moving cameras, tracking features on

a single rigidly moving object is not enough for the synchronization. This is because

the projection of such 3D features into acquired images results both from the motion

of the object, which includes information for the synchronization, and from the motion

of the camera, which does not. In this situation, features on a second rigidly moving

object, for instance a static background, must be used. If the motion of this object is

independent from the one of the first object, the relative motion between the two objects

has information for the synchronization.
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6.2 Independently moving cameras

Let c0pji (k) ∈R
4, for k ∈ [k0, k0 +F], denote the homogeneous coordinates of a point of

the j-th object, j = 1,2, at the time of acquisition of the k-th frame. The superscript c0 and

the subscript i indicate that these coordinates are expressed in the reference frame {c0}
of camera i, i = 1,2, at the time of acquisition of the first frame k0 of the video sequence.

The evolution in time of the coordinates of this point is given by c0pji (k) = gji (k)
c0pji (k0),

where gji (k) denotes an homogeneous transformation. Moreover, let ckc0gi(k) denote another

homogeneous transformation, which converts coordinates of points expressed in {c0}, into

the coordinates of the same points expressed in {ck}. Here, {ck} is used to identify the

reference frame of camera i at the time of acquisition of frame k. This transformation

represents the motion of camera i. If these two transformations are combined, a new

transformation gT
j
i (k), that includes both the motion of the j-th object and the motion of

the i-th camera, results
ckpji (k) = ck

c0gi(k) gji (k)︸        ︷︷        ︸
gT

j
i (k)

c0pji (k0).

This transformation relates c0pji (k0), the homogeneous coordinates in the initial time

instant of points of object j expressed in {c0}, with ckpji (k) ∈R
4, their homogeneous coordi-

nates at the time of acquisition of frame k expressed in {ck}.
From the three aforementioned transformations, only gT

j
i (k) can be obtained from the

available features (apart from a non-negative scaling factor), for all k ∈ [k0, k0 +F]. Thus, it

is the only one that can be used to synchronize the cameras. Consider, for instance, the

homogeneous transformation gT 1
i (k) = ck

c0gi(k) g1
i (k), associated with the motion of object

1 with respect to camera i, which can be written as gT 1
i (k) = ck

c0gi(k) g2
i (k) [g2

i (k)]−1 g1
i (k),

since g2
i (k)[g2

i (k)]−1 = I4. If [g2
i (k)]−1 g1

i (k), which does not depend on the motion of the

cameras, is denoted by gi(k), the previous expression can be rearranged in the form

gi(k) = [gT
2
i (k)]−1 gT

1
i (k). (6.25)

If the homogeneous transformation from the reference frame of camera 1, at the initial

instant, to the reference frame of camera 2, at the same instant, is denoted g, it is easy to

show that gj2(k) = ggj1(k)g−1, j = 1,2, and consequently

g2(k) = gg1(k)g−1, (6.26)

as gi(k) = [g2
i (k)]−1 g1

i (k). When the two video sequences are synchronized, this expression

is valid for all k ∈ [k0, k0 +F].

If the rotations and translations associated with g and gi(k), i = 1,2, are denoted by

R ∈ SO(3) and t ∈R3, and by Ri(k) ∈ SO(3) and ti(k) ∈R3, respectively, then (6.26) can be

cast into the form of (6.1). The difference is that in Section 6.1, ti(k) was determined using
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6. Synchronization of video sequences

structure and motion strategies, which is not possible in this case. Here, the translational

components of gT
j
i (k) can also be determined using structure and motion strategies, thus

they are known up to a scaling factor, but ti(k) cannot. For independently moving cameras,

ti(k) is obtained using (6.25). This procedure induces some structure on ti(k), which

cannot be modelled with a single scaling factor. This is why the strategy proposed in

Section 6.1.1 cannot be used for independently moving cameras.

Video synchronization

By using the strategy described in the beginning of Section 6.1.1, it is possible to retrieve

the values of RT
j
i (k) and α

j
i tT

j
i (k), with i = 1,2, and j = 1,2, for all k ∈ [k0, k0 + F]. The

rotation RT
j
i (k) and translation tT

j
i (k) are the ones associated with the homogeneous

transformation gT
j
i (k), and αji is a non-negative constant that accounts for the ambiguity

in the magnitude of the translation of the j-th object, when it is estimated using the

features observed in camera i.

According to the discussion above and to (6.25), we have that

Ri(k) = [RT
2
i (k)]TRT

1
i (k)

ti(k) = α1
i [RT

2
i (k)]T tT

1
i (k)︸             ︷︷             ︸

h1
i (k)

−α2
i [RT

2
i (k)]T tT

2
i (k)︸             ︷︷             ︸

h2
i (k)

,

for all k ∈ [k0, k0 + F] and for i = 1,2. Note that the use of a single scaling factor is not

enough to model the structure of the ambiguity in the determination of ti(k). The vectors

h1
i (k) ∈R3 and h2

i (k) ∈R3, introduced in the expression, are used in this section with the

single purpose of becoming the notation clearer.

If the expression in (6.26) is separated into its rotational and translational parts, it

takes the following form for unsynchronized video sequences

R2(k′) = RR1(k)RT (6.27)

α1
2h1

2(k′)−α2
2h2

2(k′) = R
[
h1

1(k)−α2
1h2

1(k)
]
+ (I3 −R2(k′))t, (6.28)

for all k ∈ [k0, k0 +F], where k′ = k+δ and δ is as defined in Section 6.1.1. Note that α1
1 was

omitted from (6.28) as it is assumed to be the unit. This is without loss of generality since

there is an overall ambiguity in the magnitude of the two members of equation (6.28).

If quaternions are used, the equation in (6.27) reduces to the form of (6.5), see details in

Section 6.1.1, where q1(k), q2(k′), and q, are the unit quaternions associated, respectively,

with the rotation matrices R1(k), R2(k′), and R, redefined in this section for the case of

independently moving cameras.

The expression in (6.28) can also be written as a function of the quaternion q, associ-

ated with the rotation R that relates the reference frames of the two cameras in the initial
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6.2 Independently moving cameras

time instant. In this case, this expression takes the form

α1
2h1

2(k′)−α2
2h2

2(k′) = ΞT (q)Ψ(q)
[
h1

1(k)−α2
1h2

1(k)
]
+ (I3 −R2(k′))t,

where the matrices Ξ(q) andΨ(q) are as defined in (6.6).

By combining the previous expression with the one relating the rotations perceived

from both sequences, the synchronization problem for independently moving cameras

can be cast into the form of the minimization problem

δ̂ = argmin
δ

Em(δ), (6.29)

where δ̂ denotes the estimated temporal offset and Em(δ) is the error function

Em(δ) = min
(q,t,β1

2 ,β
2
2 ,β

2
1)
µRER(δ,q) +µTET (δ,q,t,β1

2 ,β
2
2 ,β

2
1) +µq(q

Tq− 1)2, (6.30)

with µR, µT , and µq, positive weighting coefficients and

ER(δ,q) =
k0+F−∆∑
k=k0+∆

||M(q1(k),q2(k+ δ))q||2

ET (δ,q,t,β1
2 ,β

2
2 ,β

2
1) =

k0+F−∆∑
k=k0+∆

||(β1
2)2h1

2(k+ δ)− (β2
2)2h2

2(k+ δ)−

−ΞT (q)Ψ(q)
[
h1

1(k)− (β2
1)2h2

1(k)
]
− (I3 −R2(k+ δ))t||2.

The scalars β1
2, β2

2, and β2
1 are used in these expressions to guarantee that α1

2, α2
2, and α2

1

(with α1
2 = (β1

2)2, α2
2 = (β2

2)2, and α2
1 = (β2

1)2) are not negative.

The optimization problem in (6.30) is a nonlinear least-squares problem due to the

nonlinear dependence of ET (δ,q,t,β1
2 ,β

2
2 ,β

2
1) on q, β1

2, β2
2, and β2

1, thus it can be solved

using the Levenberg-Marquardt method [Mar63]. An initial guess for the unknowns q, t,

β1
2, β2

2, and β2
1, can be obtained by relaxing the problem, similarly to what was done in the

end of Section 6.1.1.

The temporal offset between the two videos is the one that solves (6.29), and is found

by evaluating the error function in (6.30) for all the possible offsets in a given range.

Moreover, note that with the proposed strategy it is possible to estimate the relative scales

between the two objects. This is only possible because two cameras are used. In the

monocular multi-body structure-from-motion problem, for instance, each reconstructed

object has a different unknown scale, thus objects are distorted with respect to each other,

see [OSG10].

In this work, the correspondence between the two video sequences, in terms of which

trajectories belong to which objects, is assumed to be unknown. A set of features in one

camera may correspond to any of the two sets in the other camera, thus two combinations
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6. Synchronization of video sequences

between the sets are possible (once an association is assumed, the other is implicitly

defined). The correct combination can be found by solving the previous optimization

problem for the two cases, and choosing the one that leads to the minimum value for

Em(δ).

6.3 Object motion recovery

In this section, the strategy used to retrieve the 3D motion of an object from a video

sequence is described. Our approach consists of two parts: finding a first estimate for the

motion of the object and refining such estimate.

There are several strategies on the literature that can be used to retrieve both structure

and motion from a sequence of images. A good overview of several methods that solve

this problem, using either affine or perspective camera models, can be found in [KM98].

Approaches based on affine camera models are typically simpler, but lead to poor results

when the object thickness is significant when compared to its distance to the camera.

In this work, a strategy based on the perspective camera model is used, so that such

limitations are avoided.

Consider a set of 3D features that move rigidly in space, being their motion at the time

of acquisition of frame k, with respect to the initial time instant, described by a rotation

matrix Rf (k) ∈ SO(3) and a translation vector tf (k) ∈R3, for all k ∈ [k0, k0 +F]. Given the

evolution over time of the projection of such features into the images acquired by a camera,

it is possible to retrieve such rotation matrices and the direction of such translation vectors,

both expressed in the reference frame of the camera, using standard strategies based on

epipolar geometry, see [HZ04]. In this work, the intrinsic parameters of the cameras are

known, thus essential matrices can be used, rather than fundamental matrices. These

matrices can be obtained using different strategies, depending on the number of available

features, see examples in [HZ04] and [SEN06]. A comparison between several methods

that require a minimum of 5, 6, 7, and 8 points, is presented in [SEN06]. Once the

essential matrices are obtained, the aforementioned rotations and normalized translations

tfn(k), which verify tf (k) = tfn(k)||tf (k)||, can be computed using the standard algorithms

described in [HZ04]. These rigid body transformations do not enforce a globally consistent

geometry, as only the directions tfn(k) are retrieved, rather than the full 3D translation

vectors tf (k). A strategy that enforces such global consistency and, in addition, imposes

some smoothness on the trajectory of the object, is described next.

Let yn(k), for n = 1,2, ...,N , and k ∈ [k0, k0 + F], where N is the number of tracked

features, denote the normalized homogeneous coordinates of feature n, at the time of

acquisition of frame k, expressed on the image plane. These coordinates are obtained

from the measured homogeneous coordinates by correcting for the lens distortion and
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6.3 Object motion recovery

multiplying by the inverse of the intrinsic parameters matrix. Using this notation, we

have that

λn(k)yn(k) = Rf (k)λn(k0)yn(k0) + tfn(k)ψ(k), for all k ∈ [k0, k0 +F], (6.31)

where λn(k) is the unknown projective depth of feature n at the time of acquisition of

frame k, and ψ(k) is a scaling factor that compensates for the unknown magnitude of tf (k)

at the same time instant. If the Rf (k) and tfn(k) obtained from the computed essential

matrices are used, and if all the features and all the time instants are considered, the

previous expression leads to a linear system of equations

Hx = 0,

where x ∈RF+N (F+1) is a vector of the form

x = [ψ(k0 + 1) . . .ψ(k0 +F),λ1(k0) . . .λ1(k0 +F), . . . ,λN (k0) . . .λN (k0 +F)]T .

The term ψ(k0) is not included in x as Rf (k0) = I3 and tfn(k0) = 03×1. The structure of H

can be easily obtained by rearranging the terms in (6.31).

The projective depths that compose x can be found from the x̂ that solves the optimiza-

tion problem

x̂ = argmin
x

||Hx||2 +µψ

k0+F∑
k=k0+2

||tfn(k)ψ(k)− tfn(k− 1)ψ(k− 1)||2

+µλ
N∑
n=1

k0+F∑
k=k0+1

||λn(k)−λn(k− 1)||2

subject to

k0+F∑
k=k0+1

ψ(k) = γ

λn(k) > 0, for all k ∈ [k0, k0 +F] and n = 1,2, ...,N.

In these expressions, µψ and µλ are positive weighting coefficients, and γ is a positive scalar

that excludes the obvious solution x = 0 and defines the magnitude of the translational

component of the motion of the object. The two terms associated with the weighting

coefficients are used to impose some smoothness on the trajectory of the moving object,

and the inequality constraints guarantee that all the projective depths are positive. This

problem is a quadratic program and can be solved using the typical approaches detailed

in [BV04].

By combining the normalized homogeneous coordinates yn(k) with the projective

depths obtained with the procedure just described, for all k ∈ [k0, k0 +F] and n = 1,2, ...,N ,
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a set of 3D point clouds, one per time instant, that evolve smoothly in time results. These

clouds of points can be aligned with respect to the cloud associated with a chosen time

instant, typically the initial instant, using the algorithm proposed in [AHB87], which

finds the optimal rotation and translation between two point clouds in the least-squares

sense. This strategy leads to estimates for Rf (k) and tf (k), for all k ∈ [k0, k0 +F], that are

both smooth and geometrically consistent. There is an overall ambiguity in the scale of

the translation vectors that cannot be removed unless some metric information about the

scene is available, which is not the case.

Even though the 3D motion estimates obtained with the method described above

could be used as final estimates, a second step, consisting of a refinement procedure,

is performed. This refinement, known in the literature as bundle adjustment, see for

instance [TMHF00] and [LA09], is typically used as the last step of feature-based structure

and motion estimation, but has an important disadvantage, as the general nonlinear least-

squares problem that results has high computational and memory storage costs, due to

the large number of parameters involved. In order to overcome this problem, the sparse

bundle adjustment algorithm presented in [LA09] is used here. This approach exploits

the lack of interaction between certain subgroups of parameters, which leads to a sparse

Jacobian, to achieve significant computational savings. The motion estimates used to

attain the results presented in the next section were obtained using the two-step approach

described above. The C/C++ code made available by the authors, see [LA09], was used to

implement the sparse bundle adjustment algorithm.

6.4 Results

In this section, simulation and experimental results illustrating the performance of the

synchronization methods proposed for static, jointly moving, and independently moving

cameras, are presented. The results obtained with such algorithms are compared to the

ones obtained with the strategy proposed in [WZ02]. This strategy was developed to syn-

chronize videos acquired with static or jointly moving cameras, when no correspondence

between the features tracked in the two videos exists. It consists in using an heuristic to

examine the effective rank of a matrix constructed from the measurements. The heuristic

proposed in the paper and the suggested threshold were used in the implementation of

this algorithm. The comparisons with [WZ02] serve two purposes: i) understand how our

algorithms for static or jointly moving cameras compare to a state-of-the-art approach,

and ii) confirm that such approach cannot be used to synchronize videos acquired with

cameras that move independently.

In all the experiments reported in this section, the temporal offset between the two

video sequences is considered to be an integer in the range [−10, 10] frames (∆ = 10 frames).
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The estimates of this offset obtained according to a given strategy are found by minimizing

the corresponding error function, which is done by evaluating such function for all the

possible offsets. For ease of presentation, the real offset between the two sequences is

0 frames in all situations, as the sequences are previously synchronized using information

about the ground truth. This information is known in simulation, and was obtained

using a photo-flash to mark some of the frames, as suggested in [TG04], in the case of the

experiments with real data.

6.4.1 Simulation results

In order to access the performance of the proposed algorithms, simulations that illustrate

the results obtained in several situations are here presented. The setup is the one described

in the beginning of this chapter, i.e., features on a moving object (in the case of static

or jointly moving cameras) or features on a moving object and on a static background

(in the case of independently moving cameras) are used to simulate the measurements

provided to the algorithms. These measurements are generated using a pinhole model

for the cameras, whose intrinsic parameters were made equal to the ones of the cameras

used to obtain the experimental results presented in Section 6.4.2, so that the simulations

are as realistic as possible. The features tracked in the two cameras, either the ones on

the moving object or the ones on the background, do not match. The strategies proposed

in this chapter were implemented using µT = 1, µR = 10, and µq = F, and were applied to

simulated sequences with F = 120 frames. In the reported experiments, 10 object features

were used. In the case of the simulations with independently moving cameras, 20 features

belonging to the static background were tracked.

The three trajectories used to illustrate the performance of the algorithms proposed

for the synchronization of static or jointly moving cameras are presented in Figs 6.4(a),

6.5(a), and 6.6(a). The first experiment illustrates a situation in which the object moves on

a plane, the second illustrates the case of a non-constrained motion, and in the third the

motion of the object is purely translational. These trajectories illustrate the special cases

described in Section 6.1.3. Since the methods proposed in such section are particular for

some types of trajectories, only the results obtained with the strategies that can be used

(at least in theoretical terms) to synchronize the cameras in each case are presented.

The motion of the object in the experiment reported in Fig. 6.4 includes both rotational

and translational components, but is restricted to a plane. This is a common situation

that occurs, for instance, when a car moving on the street is used to synchronize the

cameras. In this case, both the general strategy proposed in Section 6.1.1 and the one that
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Figure 6.4: Performance of the algorithms for static cameras in the case of an object that moves
on a plane. In (a), the 3D trajectories of the features tracked in camera 1 (blue dots) and camera
2 (red dots) are depicted. The two pyramids in the figure represent the position and attitude of
the cameras. In (b), (c), and (d), the values of the error functions Es(δ), Etr(δ), and Ew(δ), when the
feature measurements are corrupted by zero-mean white Gaussian noise with standard deviation
σ = 0.25 pixel, are presented. The circles in red identify the minima of the functions.

only uses information coming from the rotation matrices, see the error function in (6.17),

correctly identify the temporal offset δ = 0. These results were obtained using feature

measurements that are corrupted by zero-mean white Gaussian noise with standard

deviation σ = 0.25 pixel. The method proposed by Wolf and Zomet in [WZ02] fails

to identify this offset. One of the main reasons for this failure has probably to due

with the use of an affine approximation for the cameras. Recall that all our strategies

consider a projective model for the cameras. In Fig. 6.4, as well as in the other figures

in this section, the notation Ew(δ) denotes the error function associated with the method

proposed in [WZ02].

The type of motion addressed in Fig. 6.5 is one of the most general, as the object

rotates and translates freely throughout the 3D space (it is not restricted to a plane), with

a motion that falls into the scope of the non-constrained motion described in Section 6.1.3.

In this case, four of the five synchronization strategies proposed in this chapter can be

used. Only the one regarding objects that do not rotate, i.e., the one associated with the

cost function in (6.24), is not appropriate. As can be seen, for the type of noise under

consideration, the error functions Es(δ), Etr(δ), Evt(δ), and Eess(δ), associated with the four

aforementioned strategies, reach their minimum at the correct temporal offset. This does
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Figure 6.5: Performance of the algorithms for static cameras in the case of a non-constrained
motion. In (a), the 3D trajectories of the features tracked in camera 1 (blue dots) and camera 2
(red dots) are depicted. The two pyramids in the figure represent the position and attitude of the
cameras. In (b), (c), (d), (e), and (f), the values of the error functions Es(δ), Etr(δ), Evt(δ), Eess(δ),
and Ew(δ), when the feature measurements are corrupted by zero-mean white Gaussian noise with
standard deviation σ = 0.25 pixel, are presented. The circles in red identify the minima of the
functions.

not occur with the method proposed by Wolf and Zomet, see Fig. 6.5(f). As mentioned in

the previous paragraph, this is probably a consequence of the use of affine models for the

cameras.

The last experiment regarding the synchronization of static cameras is presented in

Fig. 6.6, and addresses the case of objects whose motion is purely translational. From

the proposed synchronization strategies, there are two that are appropriate (at least in

theoretical terms) for this type of trajectory: the general approach proposed in Section 6.1.1

and the refinement of such approach for the case of objects that do not rotate, i.e., the

method associated with the error function in (6.24). Results obtained with the algorithm

proposed in [WZ02] are also presented, since it does not depend on the type of trajectory
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Figure 6.6: Performance of the algorithms for static cameras in the case of an object that translates
but does not rotate. In (a), the 3D trajectories of the features tracked in camera 1 (blue dots)
and camera 2 (red dots) are depicted. The two pyramids in the figure represent the position and
attitude of the cameras. In (b), (c), and (d), the values of the error functions Es(δ), Ept(δ), and Ew(δ),
when the feature measurements are corrupted by zero-mean white Gaussian noise with standard
deviation σ = 0.25 pixel, are presented. The circles in red identify the minima of the functions.

of the object, similarly to what happens with the strategy proposed in Section 6.1.1. As can

be seen from the figure, in this case the three strategies successfully identify the temporal

offset between the two sequences.

From the discussion above, it is possible to confirm that the strategy proposed in

Section 6.1.1 covers a wide range of situations, and that it leads to a unique solution, in

terms of the identification of the temporal offset between the two sequences, when the

motion of the object includes enough information for the synchronization, as expected

according to the conclusions drawn in Section 6.1.2. Moreover, the aforementioned figures

also confirm that the methods presented in Section 6.1.3, for some particular types of

trajectories, work properly when the type of motion of the object falls into the scope of

their domain of applicability.

According to the figures, the error functions associated with the strategies proposed in

this chapter are typically smoother than the ones associated with the method proposed by

Wolf and Zomet. This is probably a consequence of the fact that their method consists in

examining the effective rank of a matrix, which is usually not a smooth function.

In order to make a first assessment of the performance of the algorithm proposed in

Section 6.2, two simulations with independently moving cameras are presented next: one
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in which the motion of the object with respect to the background includes both rotational

and translational components, and other in which such motion is purely translational. In

addition to the object features shown in Figs 6.7 and 6.8, features on a static background

are also used. They are not shown here to avoid that the figures become illegible. The

motions of the simulated cameras were made similar to the ones obtained for the real

cameras used in Section 6.4.2, in order to mimic the natural movements of a person

holding a camera. A logarithmic scale is used in the figures that depict the values of Em(δ),

so that the two curves that result from considering the two possible associations between

the two sets of features tracked in both sequences are legible.

The purpose of Figs 6.7 and 6.8 is to illustrate a situation in which two people use hand-

held cameras to record different parts of a rigid object moving between them. When the

standard deviation of the noise that corrupts the measurements is small (σ = 0.25 pixel),

the strategy presented in Section 6.2 succeeds in the identification of the correct temporal

offset in both cases. For larger standard deviations, a degradation in the performance of

the proposed method occurs. In particular, it fails to synchronize the sequences in both

experiments for σ = 1 pixel, see Figs 6.7(d) and 6.8(d).

The main reason for the degradation of the performance of the synchronization algo-

rithm presented in Section 6.2 has to do with the accuracy of the estimates of the motions

of the object and camera, as structure from motion strategies are very sensitive to noise.

Another issue that has an important influence on the accuracy of the synchronization is

the type of motion of the object. Motions that are not rich enough (for instance, in terms

of changes in the velocity, acceleration, or in the direction of travel of the object) make the

synchronization more difficult, as there is very little information that can be used.

The strategy presented in Section 6.2 found the correct association, in terms of which

set of features corresponds to a given set in the other sequence, in the two experiments,

for small noise conditions (σ = 0.25 pixel), as the minimum of the two error functions is

achieved for the correct association (green curve) in both experiments. For σ = 1 pixel,

i.e., when the synchronization of the sequences is not successful, there is a situation in

which the correct correspondence is found, see Fig. 6.7(d), and one in which it is not, see

Fig. 6.8(d). Even though the correct association can be identified when the synchronization

does not succeed, as happens in Fig. 6.7(d), the failure in Fig. 6.8(d) is understandable,

since the synchronization process and the identification of the association between the

two sets of features depend on each other.

Finally, note that the method proposed in [WZ02] fails to synchronize the sequences

in both experiments, which was expected since this algorithm was developed for static or

jointly moving cameras.
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(b) Error function presented in (6.30): σ = 0.25 pixel.
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(c) Method presented in [WZ02]: σ = 0.25 pixel.
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(d) Error function presented in (6.30): σ = 1 pixel.

−10 −5 0 5 10
115

116

117

118

119

120

δ [f rames]

E
w
(δ

)

(e) Method presented in [WZ02]: σ = 1 pixel.

Figure 6.7: Performance of the algorithms for independently moving cameras in the case of an
object that rotates and translates with respect to the background. In (a), the 3D trajectories of the
features tracked in camera 1 (blue dots) and camera 2 (red dots) are depicted. The two pyramids
in the figure represent the position and attitude of the cameras in the initial time instant. In (b)
and (d), the values of the error function Em(δ), when the feature measurements are corrupted by
zero-mean white Gaussian noise with the indicated standard deviations, are presented. The same
is depicted in (c) and (e) for Ew(δ). In (b) and (d), the green and gray curves result, respectively,
from evaluating Em(δ) when the correct and wrong combinations, between the sets of features
associated with the moving object and with the static background, are considered. The circles in
red identify the minima of the functions.

6.4.2 Experimental results

In order to confirm that the methods proposed in this chapter can be used to synchronize

real video sequences, this section presents results obtained with experimental data.

The videos were acquired with cameras of regular mobile phones, at 29 fps, and images

with the spatial resolution 960 × 540 pixel were used. The intrinsic parameters of the

cameras were calibrated using the toolbox in [Bou].

The features used for the synchronization were selected manually in the first frame of

142



6.4 Results

−4
−2

0
2

4
−4

−2
0

2
4

0

5

10

 

2

Y [m]

O
c

Z
c

1

X
cY

c

X [m]

 
Z

[m
]

c amera 1

camera 2

(a) 3D features trajectories.

−10 −5 0 5 10
2

4

6

8

10

12

δ [f rames]

lo
g
(1

0
3
E

m
(δ

))
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(c) Method presented in [WZ02]: σ = 0.25 pixel.
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(d) Error function presented in (6.30): σ = 1 pixel.
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Figure 6.8: Performance of the algorithms for independently moving cameras in the case of an
object that translates but does not rotate with respect to the background. In (a), the 3D trajectories
of the features tracked in camera 1 (blue dots) and camera 2 (red dots) are depicted. The two
pyramids in the figure represent the position and attitude of the cameras in the initial time
instant. In (b) and (d), the values of the error function Em(δ), when the feature measurements
are corrupted by zero-mean white Gaussian noise with the indicated standard deviations, are
presented. The same is depicted in (c) and (e) for Ew(δ). In (b) and (d), the green and gray curves
result, respectively, from evaluating Em(δ) when the correct and wrong combinations, between the
sets of features associated with the moving object and with the static background, are considered.
The circles in red identify the minima of the functions.

each sequence, and tracked along the videos with the KLT feature tracker, see [ST94]. No

strategy to deal with occlusions or outliers was implemented, as this is not the focus of

this thesis, thus good features had to be selected to guarantee that the motion recovery

algorithm works properly.

Two experiments are presented in this section. In the first, two cameras were mounted

on the same rigidly moving platform, in such a way that their fields of view do not intersect

(they were facing opposite directions, similarly to the configuration in Fig. 6.3(b)). The
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inter-camera extrinsic parameters remain constant over time, and features on the static

background are used. As discussed in Section 6.1, this problem is the same as the more

common situation where static cameras are used to record an object that is moving

between them. In the second experiment, a tram was recorded with two cameras held

by two different people (i.e., with two independently moving cameras), and the static

background is used as the second object.

The videos used in the first experiment have 121 frames and were obtained with two

cameras moving jointly in the center of a public square. The first and final frames of

the two sequences are depicted in Fig. 6.9, with the motion of the features used in the

synchronization (that results from the motion of the platform in which the cameras were

installed) superimposed on them. No correspondence between the features tracked in the

two sequences exists, as the fields of view of the cameras do not intersect at any point.

(a) Initial frame of sequence 1. (b) Initial frame of sequence 2.

(c) Final frame of sequence 1. (d) Final frame of sequence 2.

Figure 6.9: Initial and final frames of the two videos in the experiment with jointly moving
cameras. Green dots represent the evolution over time of features on the background, and black
dots identify their position at the time of acquisition of the presented frames.

A comparison between the approach presented in Section 6.1.1 and the one presented

in [WZ02] can be found in Fig. 6.10. In particular, the values of the error functions Es(δ)

and Ew(δ) associated with such strategies are presented for each one of the considered

temporal offsets. Both methods succeed in the identification of the temporal offset (δ = 0)
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Figure 6.10: Error functions for the experiment with jointly moving cameras (videos previously
synchronized using the ground truth obtained by marking some of the frames with a photo-flash).
The circles in red identify the minima of the functions.

between the two video sequences.

The sequences used in the experiment with independently moving cameras have

96 frames. As before, there is no time offset between the two sequences as they were

previously synchronized using the ground truth. The first and final frames of the two

videos are depicted in Fig. 6.11, with the time evolution of the features used in the

synchronization superimposed on them. The motion of the features in blue results from

the motion of the users that were holding the cameras. No correspondence between the

features tracked in both sequences exists, as the cameras were in opposite sides of the

tram (note for instance the open/closed door or the differences on the background). The

values of the error functions Em(δ) and Ew(δ), proposed respectively in Section 6.2 of this

document and in [WZ02], are presented in Fig. 6.12, for each one of the considered time

offsets. Our method succeeds in the identification of the offset (δ = 0) between the two

sequences, whereas the method proposed in [WZ02] does not, which was expected, since

this algorithm was proposed for static or jointly moving cameras.

The two curves in Fig. 6.12(a) correspond to the two possible associations between the

sets of features identified in the two videos. The correct association (that corresponds to

the green curve) is successfully identified, as it is the one that minimizes the minimum of

the two error functions.

6.5 Conclusions

In this chapter, the video synchronization problem for cameras with fields of view that

may not intersect was addressed. Our approach differs from previous methods as it can

deal with independently moving cameras. Features on two rigidly moving objects with

independent motions are tracked in both sequences, and used to retrieve the relative

motion between the objects, which is used as clue for the synchronization. A similar

145



6. Synchronization of video sequences

(a) Initial frame of sequence 1. (b) Initial frame of sequence 2.

(c) Final frame of sequence 1. (d) Final frame of sequence 2.

Figure 6.11: Initial and final frames of the two sequences in the experiment with independently
moving cameras. The evolution along time of features in the tram and features in the background
are represented in green and blue, respectively. The black dots identify the position of the features
at the time of acquisition of the presented frames.
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Figure 6.12: Error functions for the experiment with independently moving cameras (videos
previously synchronized using the ground truth obtained by marking some of the frames with a
photo-flash). The green and gray curves in (a) result, respectively, from evaluating Em(δ) when the
correct and wrong combinations, between the sets of features associated with the moving object
and with the static background, are considered. The circles in red identify the minima of the
functions.

approach was used to solve this problem for the particular case of static or jointly moving

cameras. In this situation, some simpler strategies that result from particularizing the

general approach for certain types of trajectories were also proposed. All the methods

presented in this chapter were tested and validated in simulation and/or with real data.

The general method proposed for static or jointly moving cameras was compared with a
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state-of-the-art approach, and was shown either to perform similarly or to outperform

such strategy, for the tested trajectories.
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7
Conclusions and future work

This thesis addressed the positioning and tracking problem, with special emphasis on

indoor monocular vision systems that have no information about the target, and that do

not require placing any type of markers, emitters, or receivers, on it. As stated in the

Introduction of this document, namely in Section 1.2, the main goal of this work was to

answer the question:

What can be done in terms of 3D positioning when a single static camera is used and there

is no information about (either the dimensions or the shape of) the target?

At first sight, it could seem that such problem would be solvable, i.e., that the position

of the target would be retrieved, only up to a scaling factor, due to the ambiguity in scale

that characterizes monocular positioning problems. However, it was shown that it is

possible to get full 3D estimates for the position of the target by exploiting the optical

characteristics of the lens of the camera.

Monocular positioning systems are more sensitive to the quality of the camera optical

system than stereo systems with wide baselines. When the cost of the system is not a

problem, its accuracy can be improved by buying better sensors. However, this is not

often the case, thus what we proposed was to improve the performance of monocular

positioning systems by filtering the data with one of the new filters presented in this

thesis. It was also shown that it is possible to design filters with convergence guarantees

for positioning and tracking systems that use an unstable model for the target.

Even though the focus of this thesis was on monocular applications, a natural next

step would be to extend the proposed methods to multi-camera systems. In addition to

the typical occlusion and image-to-image matching problems, this configuration poses

an extra difficulty, as it requires that all the cameras are synchronized. This problem was

addressed in the last part of the thesis, where it was shown that it is possible to synchronize

video sequences acquired by independently moving cameras that see (possibly) different
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parts of a common rigidly moving object.

7.1 Summary of the main contributions

This thesis started with the proposal, in Chapter 2, of a new architecture for indoor

positioning and tracking systems that use a single pan and tilt camera. It consists of

three main modules: one responsible for the interface with the camera, other for the

identification of the target in the images, and a third for the estimation of the 3D position,

linear velocity, and linear acceleration, of the target, and the identification of its angular

speed. The second module uses active contours to identify the target in the images, and

the third consists of a suboptimal stochastic multiple-model adaptive estimator. This

framework allowed us to use a model for the dynamics of the target that depends on its

(assumed constant) angular speed, even when measurements of this value are not available,

as is the case here, since the proposed estimator is composed of a bank of Extended Kalman

Filters, which differ in the value considered for the angular speed of the target. A new

lens distortion calibration method, based on the idea that straight lines in the scene

must project into straight lines in the images, was also provided. Experimental results

illustrating the performance of the whole system for several different target trajectories,

obtained using a single low-cost pan and tilt camera, were presented. Accuracies on

the order of a few centimeters were obtained for the real time target position estimates.

The experimental results presented in Chapter 2 were very important, as they paved the

way for the core of this work. In particular, they confirmed that, if a realistic model is

used, a model-based approach significantly improves the performance of the positioning

system, when compared with a model-free strategy. Moreover, the presented experiments

confirmed that the proposed architecture is viable and has a good performance when used

to track real targets, even if their angular speed varies over time.

In Chapter 2, measurements of the distance of the target to the camera were computed

resorting to information about the dimensions of the target, which was assumed to

be available. This was not a realistic assumption and was an important limitation of

the proposed architecture. Such assumption was dropped in Chapter 3, where new

methods for the estimation of the depth of a moving object with unknown dimensions

were presented. These methods exploit the concept of depth from focus, as they use the

blur present in the boundary of the object to obtain measurements of its depth. These

measurements were processed using two different strategies, a complementary filter and

a LPV observer, whose analysis and synthesis were also detailed. The combination of

the proposed approaches with the system introduced in Chapter 2 led to a monocular

positioning and tracking system that works without any information about the dimensions

of the target. Both the performance of this system and the performance of the depth
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estimation strategies alone were assessed by carrying out a series of indoor experimental

tests, for a range of operation of up to ten meter. As before, a centimetric accuracy was

obtained under realistic conditions. The whole positioning system was also used to track

and estimate the position of a small indoor Unmanned Aerial Vehicle, with unknown

dimensions, in real time. Comparisons with a depth from defocus approach, which is

state-of-the-art, and with a classical stereo-based depth estimation method were also

presented. In the first case, our approach and the depth from defocus strategy led to

similar results, but our method revealed to be faster, which is of paramount importance

in real time systems. In the second case, our approach performed better than stereo

systems with small baselines, but worse than stereo systems with wide baselines. These

results were expected and support the idea that monocular positioning systems are a

viable option when more than one camera cannot be used or the baselines in multi-camera

systems are small.

One of the main contributions of this work lies in the design of a new model-based

filter for general 3D positioning systems. This filter was proposed in Chapter 4 and

appears in this thesis as a new solution for the third module of the architecture presented

in Chapter 2, i.e., it estimates the 3D position, linear velocity, linear acceleration, and

angular speed, of a moving target with a model that depends on its unknown angular

speed, but with the important advantage of having convergence guarantees. It consists of

a cascade of a parameter identifier, which estimates the angular speed of the target, and

an H2 adaptive filter, which combines the angular speed estimates with measurements

of the target position to estimate the state of the target. Such measurements result

from the transformation of the measurements obtained from the images of the target into

measurements of its Euclidean 3D position. Under persistence of excitation conditions and

for experiments where the process noise, the observation noise, the target linear velocity,

and the target angular speed, are bounded, the errors associated with the proposed

estimators were proved to converge to the vicinity of zero. Simulations showing that the

proposed filter performs similarly to a linear Kalman Filter designed using the real value

of the target angular speed were presented. For comparison purposes, results obtained

with an Extended Kalman Filter were also provided. The simulations confirmed that

the convergence and stability guarantees derived in this chapter hold, even when the

Extended Kalman Filter diverges. This is an important achievement, as we showed that

a model-based approach with convergence guarantees can be used in the framework of

positioning systems, even if the angular speed of the target is neither known nor measured.

In addition to the aforementioned conclusions, another important lesson was learnt from

Chapter 4: having targets that move in a more aggressive manner and that perform rich

trajectories may not be a disadvantage. Since the levels of excitation associated with this
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type of motions are typically higher, identifying the angular speed of such targets is easier.

One of the motivations that led us to focus on the study of indoor positioning was

the lack of a reliable solution for indoor positioning applications, as happens outdoors

with the GPS, for instance. However, when placing a receiver on the target is difficult

or not recommended, the problem of estimating the position of a target that moves

outdoors becomes very close to the indoor positioning problem addressed in this thesis.

This is the case of the problem addressed in Chapter 5, in which the target is a marine

mammal that moves at the sea surface and is recorded with a camera installed on a

UAV, equipped with a GPS receiver and an AHRS. In that chapter, new strategies that

estimate the position, linear velocity, linear acceleration, and angular speed, of such target

were presented. These strategies combine measurements of the position of the image

of the marine mammal with measurements of the position and attitude of the UAV, to

obtain estimates of the position of the target with respect to the inertial reference frame.

To obtain these estimates, two Kalman Filters were proposed: one, time-invariant, that

estimates only the position of the target, and other, time-varying, that combines estimates

of the position of the target with estimates of the position of the UAV to improve its

performance. To assess the performance of these strategies, a set of simulations, carried

out under realistic conditions, was presented and discussed. Results obtained with a

standard approach based on the use of an EKF were also provided and compared with the

ones obtained with the proposed methods. Even though the three strategies addressed

in Chapter 5 had similar performances in the presented experiments, the time-varying

Kalman Filter was the one that led to the best accuracies in the estimation of the position

of the marine mammal. This assessment confirmed the idea that we can gain much by

carefully studying several designs for a given filter. In this work, for instance, the Extended

Kalman Filter, which is a standard strategy, was outperformed by the time-invariant and

time-varying filters. Moreover, the aforementioned results also support the idea that a

joint approach, that in this case merges the estimation of the states of the target and UAV,

usually performs better than decoupled (also referred to as isolated) strategies.

The methods presented in this thesis prove that it is possible to get full 3D estimates

for the position of a target by exploiting the optical characteristics of the lens of a single

camera. This shows that monocular positioning and tracking systems are a viable solution

when the use of multi-camera configurations is not desirable. Moreover, the use of more

than one camera for positioning and tracking purposes requires that all the cameras are

synchronized. A first step towards the extension of the proposed methods to multi-camera

configurations was provided in Chapter 6, where the video synchronization problem was

addressed. This problem has been studied from different perspectives, depending on

the possibility, or not, of having independently moving cameras and on the existence,
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or not, of correspondences between the features tracked in the two videos. However, to

the best of our knowledge, a solution to the most general case, which arises when the

cameras move independently and there are no correspondences between the features

tracked in the two videos, was yet to be found. This was the problem that we addressed.

Our strategy consisted in tracking features on two rigid objects in the scene, and then

use the relative motion between them as clue for the synchronization. This approach

requires an intermediate structure from motion step, responsible for retrieving the 3D

motion of each object (apart from the typical ambiguity in the scale of the magnitude

of its translation) from the 2D coordinates of its features. In addition to the method for

independently moving cameras, a similar approach was used to solve the synchronization

problem for the particular case of static or jointly moving cameras. In this situation, some

simpler strategies that result from particularizing the general approach for certain types

of trajectories were also proposed. The presented methods were tested and validated

in simulation and/or with real data. The results that were obtained showed that the

performance of the proposed algorithms significantly depends on the accuracy of the

motion estimates obtained with the structure from motion strategies, and confirmed that

it is possible to synchronize videos acquired with independently moving cameras that

see different parts of a common rigidly moving object. The general method proposed

for static or jointly moving cameras was also compared with a state-of-the-art approach,

and was shown either to perform similarly or to outperform such strategy, for the tested

trajectories.

7.2 Comparison of filtering strategies

Throughout this thesis, several filters that tackle the positioning and tracking problem

were proposed. In particular, a MMAE consisting of a bank of EKFs was presented in

Chapter 2, and anH2 adaptive filter and an EKF were designed in Chapter 4. In Chapter 5,

two MMAEs consisting of a bank of KFs (that differ in structure in the two cases) were

proposed. All these filters have strengths and weaknesses, which were dissected within the

respective chapters, and even though some of them were designed with different purposes,

depending on the application in question and on the available sensors, a comparison

between them is attempted here.

The five aforementioned estimators are model-based, as they use a model for the

dynamics of the target, other than a single or double integrator. Our preference for this

type of methods has to due with the significant improvement in performance that can be

achieved if an appropriate model is used for the target. A comparison between a model-

based and a model-free strategy that supports this statement was presented in Chapter 2.

The proposed estimators follow two main approaches: three of them are based on the
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use of multiple models, in which each model considers a different value for the angular

speed of the target, and the other two (the H2 adaptive filter and the EKF) are nonlinear

estimators that explicitly estimate such parameter. In the first case, the angular speed of

the target is assumed to belong to a given discrete set of values, whereas in the second it

can have any value in a given interval. Thus, the first approach is preferable when the

target moves with an angular speed that falls within a known discrete set. When this does

not happen, i.e., when there is very little information about the possible values for the

target angular speed, which is often the case, the second approach is more appropriate.

Between the two nonlinear filters that explicitly estimate the target angular speed value,

the H2 adaptive filter is probably the best choice, as it is the only one with convergence

guarantees. In particular, an experiment in which it performed properly, even when

the EKF diverged, was presented in Chapter 4. The main disadvantage of this filter is

that it was designed in continuous-time, and a discretization that retains its convergence

guarantees is yet to be found.

The performance of the aforementioned filters significantly depends on the type of

trajectory of the target, as a successful identification of the model associated with its true

angular speed, in multiple model approaches, and an accurate estimation of the value

of this quantity, in the case of the H2 adaptive filter and EKF, depends on the level of

excitation of the target trajectory. In other words, it is difficult to find the angular speed

of a target that does not move significantly, as in this case its motion may have very little

information about such parameter. This challenge is common to all the proposed filters.

From the presented estimators, the EKF is the only one that does not require a previous

step of transformation of the measurements obtained from the images acquired by the

camera. This may be seen as an advantage, since such transformations distort the statistical

properties of the measurements, leading (possibly) to non-standard noise distributions,

which are typically more difficult to deal with. On the other hand, these transformations

are what make it possible to derive the convergence guarantees associated with the H2

adaptive filter, thus, in this case, there is much to gain with them.

Overall, we think that, even though it was not yet ensured that there exists a discrete-

time version of the H2 adaptive filter that holds the convergence guarantees derived in

continuous-time, this filter is the best and most promising positioning solution, among

the ones addressed here.

7.3 Current limitations and directions for future research

Throughout this thesis, planar models for the target that assume that its angular speed

is constant were used. These assumptions may not be met in several situations, as many

targets move in the full 3D space with variable angular speeds. Even though the proposed
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algorithms were shown to work when these assumptions are violated, extending them

to deal with more complex models, see some examples in [LJ03], would also be relevant.

Such models are more accurate and are intuitively more appealing, but bear in mind that

what we gain in authenticity may not compensate for the additional complexity. Usually

these models are highly nonlinear and require the use of nonlinear filtering strategies,

which may lead to poor tracking performance, as was the case in some of the examples

shown in this work.

Another important disadvantage of the proposed algorithms has to do with the design

of the depth estimators presented in Sections 3.2.2 and 3.3.1, in which the dimensions of

the boundary of the target were considered to be slowly time-varying. This may not be

realistic when the motion of the target includes fast rotations. A possible solution to deal

with this problem would be to track some features on the target and try to infer its shape

from them, using for instance structure from motion strategies, see examples in [KM98]

and [HZ04].

The adaptive filter proposed in Chapter 4 was designed in continuous-time. In the

future, its integration in a real positioning and tracking system will be pursued. This step

requires the derivation of a discrete-time version of this filter, preferably with convergence

guarantees similar to the ones obtained for the continuous case. This derivation will not

be as straightforward as it may seem, since the relation between the angular speed and

the velocity and acceleration of the target, which is the key for the design of the parameter

identifier, is much more intricate in the discrete case. Another interesting result would

be the generalization of the proposed adaptive filter for problems with different state

matrices, possibly depending on several parameters.

The implementation of the filters proposed in Chapter 5, namely the joint MMAE-KF,

in a real platform to track and estimate the position of real marine mammals is also

foreseen. This filter was designed in discrete-time, thus it should not be difficult to put it

to work in a UAV equipped with the required sensors. In this case, the main challenge

should be the identification of the marine mammal in the ocean, as it is possible that active

contours alone may not suffice to segment the target. A detailed study of different image

segmentation strategies is not provided here, as image segmentation is a very difficult

problem and is not the focus of this thesis.

Chapter 6 was included in this document as a first step in the direction of extending

the proposed monocular methods to multi-camera positioning systems. In particular, the

architecture proposed in Chapter 2, and the depth estimation algorithms presented in

Chapter 3, can be modified to accommodate the inclusion of an additional camera into the

system. An interesting direction of research would be to search for the optimal strategy to

merge the information coming from the blur in the images with standard triangulation
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techniques, so that the accuracy of the final position estimates is improved.

The strategies proposed in Chapter 6 require the use of structure from motion methods

to retrieve the 3D motion of the objects used for the synchronization. It is known that

this is a difficult problem, see [HZ04], [SEN06], and [KM98], and that such 3D motion

estimates are sensitive to noise. It would be interesting to solve the synchronization

problem for independently moving cameras without having to explicitly retrieve the 3D

motion of the objects, but it is not easy to foresee such a solution. A possible approach

would consist in analysing variations in the illumination of the scene, but in that case the

accuracy of the results would be extremely dependent on external conditions, which is

not desirable.

In [FF08], Fossati and Fua showed that the 3D pose of an object has a direct influence

on its direction of travel, and proposed using this information to increase the accuracy and

reliability of pose estimation algorithms. The same idea could be used here to improve

the performance of the proposed positioning system. This would require estimating the

attitude of the target, which would be difficult since in our case no information about

its geometry is available, and we want to keep it this way so that the system remains as

general as possible. However, if some features are tracked on the moving object and its

geometry is somehow learnt, then our positioning system can certainly benefit from such

approach.

In this work, the problem of tracking a single target was addressed. A natural next step

is to extend the proposed algorithms for situations in which the goal is to track several

targets. This is known as the Multiple Target Tracking problem, and is tightly related

with the Data Association problem, which consists in finding the association (usually not

known) between the measurements and the targets that generated them. A possible first

step in the direction of such extension would be to start by addressing the single target

tracking problem in situations in which there is more than one target moving on the scene.

Once this problem is solved, the generalization for the Multiple Target Tracking case

should not be difficult. Several possible solutions to tackle the aforementioned problems

can be found in the exhaustive survey [Pul05] and in the reference book [BSF88].

In the last years, two approaches have surpassed the competition in terms of indoor

positioning: RF- and vision-based systems. RF-based methods, and in particular the ones

that use WLANs, are among the most promising to deal with situations in which there is

access to the moving object, since they benefit from the rapid growth of wireless access

points in urban areas. However, when there is no access to the moving object, i.e., when

an emitter or receiver cannot be placed on it, as is the case here, such strategies cannot

be used. In this case, vision-based systems have played an important role, as they are

probably the best option in terms of cost and versatility. This explains the interest that the

156



7.3 Current limitations and directions for future research

scientific community has devoted to this type of systems, see for instance the surveys in

[MT11] and [DK02] and the references therein. Hybrid systems, which combine several

strategies to improve the overall accuracy of the position estimates, are also an interesting

option, but we think that they should be seen as a complement to the existing approaches,

rather than as the solution itself. As we see it, the solution for the positioning problem

must be more fundamental. The ideal positioning system would cover a wide area, would

use only one sensor, and should be able to deal with targets that perform aggressive

maneuvers. The architecture that we presented in this work uses a single camera, but

is not at this point yet, as it is limited to a range of operation of a few meters and is not

able to track targets that move with high velocities. However, these are mostly hardware

limitations, thus it is expected that they become less restrictive in the future.
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Persistence of excitation of

∣∣∣∣∣∣φ(t)
∣∣∣∣∣∣

In this appendix, the following proposition is used.

Proposition A.1. Consider two functions g(t) and f (t) verifying g(t) = f 2(t). If g(t) has a

finite nonzero limit as t tends to infinity, then f (t) is persistently exciting.

Proof. By definition, if g(t) has a finite nonzero limit ν as t tends to infinity, then there

exists a t0 > 0 such that |g(τ)− ν| < ε, whenever τ > t0, for all ε > 0. In particular, for any ε

verifying 0 < ε < ν (note that ν > 0), there exists a t0 > 0 such that |g(τ)−ν| < ε, whenever

τ > t0. Therefore, for T0 >
t0

1−ξ , ξ ∈]0,1[, we have that∫ t+T0

t
g(τ)dτ =

∫ t0

t
g(τ)dτ+

∫ t+T0

t0

g(τ)dτ ≥
∫ t+T0

t0

(ν− ε)dτ ≥ (ν− ε)ξ︸  ︷︷  ︸
θ0

T0,

when t ≤ t0, and ∫ t+T0

t
g(τ)dτ ≥

∫ t+T0

t
(ν− ε)dτ ≥ (ν− ε)ξ︸  ︷︷  ︸

θ0

T0,

when t > t0. Since there exist θ0 = (ν−ε)ξ > 0 and T0 = κ t0
1−ξ > 0, where ξ ∈ ]0,1[ and κ > 1,

such that
∫ t+T0

t
f 2(τ)dτ ≥ θ0T0, ∀t ≥ 0, we can conclude that if a function g(t) = f 2(t) has a

finite nonzero limit as t tends to infinity, then f (t) is persistently exciting.

In a noiseless situation, i.e., when d(t) = 0, the computation of the solution of (4.1)

leads to

p(t)=

 p(0)+ v(0)
ω sin(ωt) + a(0)

ω2 (1− cos(ωt)) , if ω,0

p(0)+v(0)t+ a(0)t2

2 , if ω=0
,

see [Rug96] for details about the solution of linear time-invariant systems.

According to the definition of φ, its i-th entry corresponds to the signal that results

from filtering the i-th entry of p with a third-order stable filter H2(s) = s/Λ(s), where

Λ(s) is a monic Hurwitz polynomial with Λ(s) = (s + λ)3, λ > 0. Before addressing the
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persistence of excitation of ||φ/ms||, the conditions in which ||φ|| is persistently exciting

are studied. Consider two distinct situations:

• v(0) = a(0) = 0. In this case, p(t) = p(0) is constant. Ignoring the transient terms that

converge exponentially fast to zero, it is straightforward to show that at steady-state

φ(t) = 0. Thus, there is not a ζ0 > 0, T0 > 0, such that∫ t+T0

t
||φ(τ)||2dτ ≥ ζ0T0, ∀t ≥ 0.

• v(0) , 0 or a(0) , 0. In this case, p(t) has at least one entry that is a linear combination

of the functions t, t2, sin(ωt), and cos(ωt), where ω , 0, with or without an offset.

From the definition of H2(s), it is possible to conclude that |H2(jw0)|, where j is the

imaginary unit, is not null for w0 , 0. Thus, from Theorem 3.4.3. in [IF06], with

n = 1 and w0 , 0, we have that the i-th entry of φ is persistently exciting if and only

if the i-th entry of p is sufficiently rich of order 1 (the definition of sufficiently rich

of order n can be found in [IF06]). There is at least one entry of p verifying this

condition since a signal that results from the linear combination of t, t2, sin(ωt), and

cos(ωt), where ω , 0, contains at least one nonzero frequency. Therefore, φ has one

entry that is persistently exciting and consequently ||φ|| is also persistently exciting,

i.e., there exist ζ0 > 0 and T0 > 0 such that∫ t+T0

t
||φ(τ)||2dτ ≥ ζ0T0, ∀t ≥ 0.

From the considerations above it is possible to conclude that ||φ|| is persistently exciting

unless v(0) = a(0) = 0.

By definitionms ≥ 1, thus
∥∥∥ φ(t)
ms(t)

∥∥∥ can be persistently exciting only if v(0) , 0 or a(0) , 0.

When ω , 0, there exists a finite m0 > 0 such that m0 = supτ≥0m
2
s (τ). Therefore, if v(0) , 0

or a(0) , 0, and ω , 0, ∫ t+T0

t
||φ(τ)||2dτ ≥ ζ0

m0︸︷︷︸
θ0

T0,

which means that ||φ(τ)||, where φ(τ) = φ(τ)/ms(τ), is persistently exciting with level θ0 = ζ0
m0

.

When ω = 0 and v(0) , 0 or a(0) , 0, there is not such a m0. Using some mathematical

manipulations it is possible to show that, in this case, φ has at least one entry that is a

linear combination of terms that converge exponentially fast to zero, either with a constant

or with a term that is proportional to t. By writing the expression of φ explicitly, it is

possible to conclude that ||φ(t)||2 = ||φ(t)||2
1+µ||φ(t)||2 has a finite nonzero limit as t tends to infinity,

which implies that ||φ|| is persistently exciting when ω = 0 and v(0) , 0 or a(0) , 0, see

Proposition A.1.
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As can be inferred from the discussion above, ||φ(t)|| is persistently exciting unless

v(0) = a(0) = 0.
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[HCP02] C. Hue, J.-P. Le Cadre, and P. Pérez. Sequential monte carlo methods for mul-
tiple target tracking and data fusion. IEEE Transactions on Signal Processing,
50(2):309–325, Feb 2002.

[HD95] Radu Horaud and Fadi Dornaika. Hand-eye calibration. The International
Journal of Robotics Research, 14(3):195–210, 1995.

[Hec01] E. Hecht. Optics. Addison-Wesley, 4th edition, 2001.

[HHD00] I. Haritaoglu, D. Harwood, and L.S. Davis. W4: real-time surveillance of
people and their activities. IEEE Transactions on Pattern Analysis and Machine
Intelligence, 22(8):809–830, 2000.

[HWLW08] B. Hofmann-Wellenhof, H. Lichtenegger, and E. Wasle. GNSS – Global Naviga-
tion Satellite Systems. Springer, 2008.

[HZ04] R. Hartley and A. Zisserman. Multiple View Geometry in Computer Vision.
Cambridge University Press, 2nd edition, 2004.

[IF06] P. Ioannou and B. Fidan. Adaptive Control Tutorial (Advances in Design and
Control). SIAM, 2006.

165

http://users.isr.ist.utl.pt/~tgaspar/DFF_tracker_movie
http://users.isr.ist.utl.pt/~tgaspar/DFF_tracker_movie


Bibliography
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